Contents at a Glance

Introduction 1

1 Development of the PC 9
2 PC Components, Features, and System Design 25
3 Microprocessor Types and Specifications 37
4 Motherboards and Buses 195
5 BIOS 365
6 Memory 421
UPGRADING 7 The ATA/IDE Interface 497
8 The SCSI Interface 545
AND 9 Magnetic Storage Principles 579
10 Hard Disk Storage 601

11 Floppy Disk Storage 643
REPAIRING PCS ) 12 High-Capacity Removable Storage 663
13 Optical Storage 697
15th Anniversary Edition 14 Physical Drive Installation and Configuration 797
15 Video Hardware 835
16 Audio Hardware 905

17 1/O Interfaces from Serial and Parallel to IEEE-1394
and USB 945

18 Input Devices 979

19 Internet Connectivity 1023

20 Local Area Networking 1073

21 Power Supply and Chassis/Case 1125
22 Building or Upgrading Systems 1183
23 PC Diagnostics, Testing, and Maintenance 1229
24 File Systems and Data Recovery 1299
S co tt M ue l le r Appendixes

A Glossary 1369

B Key Vendor Contact Information 1427
C Troubleshooting Index 1431

List of Acronyms and Abbreviations 1451
Index 1457
On the DVD
Printers and Scanners
Portable PCs
Vendor List

Technical Reference

EF Original PC Hardware Reference
Q U 800 East 96th Street Hard Drive Specifications Database

Indianapolis, Indiana 46240




Upgrading and Repairing PCs, 15th
Anniversary Edition
Copyright © 2004 by Que

All rights reserved. No part of this book shall be reproduced, stored in a
retrieval system, or transmitted by any means, electronic, mechanical, photo-
copying, recording, or otherwise, without written permission from the pub-
lisher. No patent liability is assumed with respect to the use of the information
contained herein. Although every precaution has been taken in the preparation
of this book, the publisher and author assume no responsibility for errors or
omissions. Neither is any liability assumed for damages resulting from the use
of the information contained herein.

International Standard Book Number: 0-7897-2974-1
Library of Congress Catalog Card Number: 2003103671
Printed in the United States of America

First Printing: August 2003

06 05 04 03

Bulk Sales

Que Publishing offers excellent discounts on this book when ordered in quan-
tity for bulk purchases or special sales. For more information, please contact

4 3 2 1

U.S. Corporate and Government Sales
1-800-382-3419

corpsales@pearsontechgroup.com

For sales outside of the United States, please contact
International Sales
1-317-428-3341

international@pearsontechgroup.com

Trademarks

All terms mentioned in this book that are known to be trademarks or service
marks have been appropriately capitalized. Que Publishing cannot attest to the
accuracy of this information. Use of a term in this book should not be regarded
as affecting the validity of any trademark or service mark.

o o o
Warning and Disclaimer
Every effort has been made to make this book as complete and accurate as pos-
sible, but no warranty or fitness is implied. The information provided is on an
as is basis. The author and the publisher shall have neither liability nor respon-
sibility to any person or entity with respect to any loss or damages arising from
the information contained in this book or from the use of the DVD or content
accompanying it.

Publisher
Paul Boger

Associate Publisher
Greg Wiegand

Executive Editor
Rick Kughen

Acquisitions Editor
Rick Kughen

Development Editor
Todd Brakke
Managing Editor
Charlotte Clapp
Project Editor
Tricia Liebig
Production Editor
Megan Wade

Team Coordinator

Sharry lee Gregory
Indexer

Erika Millen
Proofreaders

Jessica McCarty

Juli Cook
Contributor

Mark Edward Soper
Technical Editor

Mark Reddin
Software Development
Specialist

Dan Scherf
DVD Mastering

Mark Wellington

AMC Productions, Inc.
Interior Designer

Anne Jones

Cover Designer
Anne Jones

Page Layout

Stacey Richwine-DeRome

Graphics
Tammy Graham

Cover Photography
Don Distel



Contents

Introduction 1

1 Development of the PC 9

Computer History—Before Personal

Computers 10
Timeline 10
Mechanical Calculators 14

The First Mechanical Computer

Electronic Computers 15
Modern Computers 16

From Tubes to Transistors 16

Integrated Circuits 17
The First Microprocessor 17
History of the PC 20

Birth of the Personal Computer

The IBM Personal Computer

The PC Industry More Than 20 Years

Later 22

21

14

20

2 PC Components, Features, and

System Design 25
What Is a PC? 26
Who Controls PC Software?
Who Controls PC Hardware?
PC Design Guides 32
System Types 33
System Components 36

3 Microprocessor Types and
Specifications 37

26
28

Pre-PC Microprocessor History 38

Microprocessors from 1971 to the Present

Processor Specifications 41
Data I/O Bus 45
Address Bus 46

Internal Registers (Internal Data Bus)

Processor Modes 48
Processor Speed Ratings 50

Processor Speeds and Markings Versus

Motherboard Speed 54
Cyrix Processor Speeds 56
AMD Processor Speeds 58
Overclocking 61
Cache Memory 63
How Cache Works 65
Level 2 Cache 66

38

47

Processor Features 71
SMM (Power Management) 71
Superscalar Execution 71
MMX Technology 72
SSE and SSE2 72
3DNow!, Enhanced 3DNow!, and
Professional 3DNow! 73
Dynamic Execution 74
Dual Independent Bus Architecture
Hyper-Threading Technology 75
Processor Manufacturing 77
Processor Remarking 81
PGA Chip Packaging 82
Single Edge Contact and Single Edge
Processor Packaging 83
Processor Socket and Slot Types 85
Zero Insertion Force 86
Socket 1 86
Socket 2 87
Socket 3 88
Socket 4 88
Socket 5 89
Socket 6 90
Socket 7 (and Super7) 90
Socket 8 91
Socket 370 (PGA-370) 91
Socket 423 93
Socket 478 94
Socket A (Socket 462) 95
Socket 603 97
Socket 754 97
Processor Slots 97
CPU Operating Voltages 99
Heat and Cooling Problems 101
Heatsinks 101
Active Heatsinks 102
Installing a Heatsink 105

75

Math Coprocessors (Floating-Point Units)

Processor Bugs 109
Processor Update Feature 109
Processor Codenames 110
Intel-Compatible Processors (AMD and
Cyrix) 113
AMD Processors 113
Cyrix 114



Contents

P1 (086) First-Generation Processors 114
8088 and 8086 Processors 114
80186 and 80188 Processors 115
8087 Coprocessor 115
P2 (286) Second-Generation Processors 115
286 Processors 115
80287 Coprocessor 116
P3 (386) Third-Generation Processors 116
386 Processors 117
386DX Processors 118
386SX Processors 118
386SL Processors 118
80387 Coprocessor 119
P4 (486) Fourth-Generation Processors 119
486 Processors 119
486DX Processors 121
486SL 122
486SX 123
487SX 124
DX2/OverDrive and DX4 Processors 124
Pentium OverDrive for 4865SX2 and DX2
Systems 126
AMD 486 (5x86) 126
Cyrix/TI 486 127
PS5 (586) Fifth-Generation Processors 128
Pentium Processors 128
First-Generation Pentium Processor 131
Second-Generation Pentium
Processor 132
Pentium-MMX Processors 134
Pentium Defects 135
Testing for the FPU Bug 135
Power Management Bugs 136
Pentium Processor Models and
Steppings 136
AMD-KS 137
Intel P6 (686) Sixth-Generation
Processors 138
Dynamic Execution 138
Dual Independent Bus 139
Other Sixth-Generation
Improvements 139
Pentium Pro Processors 139
Pentium II Processors 143
Celeron 154
Pentium III 156
Pentium II/IIl Xeon 162
Other Sixth-Generation Processors 165
NexGen Nx586 165
AMD-K6 Series 165

AMD Athlon, Duron, and Athlon XP 168

AMD Duron 172
AMD Athlon XP 173
Athlon MP 175

Cyrix/IBM 6x86 (M1) and 6x86MX
(MII) 175
VIAC3 176
Intel Pentium 4 (Seventh-Generation)
Processors 177
Memory Requirements 179
Power Supply Issues 180
Eighth-Generation (64-Bit Register)
Processors 186
Intel Itanium and Itanium 2 187
AMD Athlon 64 190
AMD Opteron 190
Processor Upgrades 191
OverDrive Processors 192
Processor Benchmarks 192
Processor Troubleshooting Techniques 193

4 Motherboards and Buses 195

Motherboard Form Factors 196

PC and XT 197

Full-Size AT 198

Baby-AT 199

LPX 201

ATX 204

Micro-ATX 211

Flex-ATX 213

ITX and Mini-ITX 215

NLX 218

WTX 223

Proprietary Designs 224

Backplane Systems 224
Motherboard Components 227
Processor Sockets/Slots 227
Chipsets 229

Chipset Evolution 229

Intel Chipsets 231

AMD Athlon/Duron Chipsets 232

North/South Bridge Architecture 233

Hub Architecture 234

Intel’s Early 386/486 Chipsets 236
Fifth-Generation (PS5 Pentium Class)

Chipsets 237

Intel 430LX (Mercury) 238

Intel 430NX (Neptune) 239

Intel 430FX (Triton) 239

Intel 430HX (Triton II) 240

Intel 430VX (Triton III) 241

Intel 430TX 242

Third-Party (Non-Intel) P5 Pentium Class

Chipsets 242

Sixth-Generation (P6 Pentium Pro/II/III Class)

Chipsets 242

Intel 450KX/GX (Orion

Workstation/Server) 246



Contents v

Intel 440FX (Natoma) 247

Intel 440LX 247

Intel 440EX 248

Intel 440BX 248

Intel 440ZX and 440ZX-66 249

Intel 440GX 250

Intel 450NX 250

Intel 810, 810E, and 810E2 251

Intel 815 Family 254

Intel 820 and 820E 257

Intel 840 259

Third-Party (Non-Intel) P6-Class
Chipsets 262

Seventh-Generation (Pentium 4) Chipsets 271

Intel 850 Family 273
Intel 845 Family 274
Intel 865 Family 276
Intel 875P 276
Third-Party Pentium 4 Chipsets 277
High-Speed North-South Bridge
Connections 277
SiS Chipsets for Pentium 4 278
ALi Corporation Chipsets for
Pentium 4 279
ATI Chipsets for Pentium 4 281
VIA Chipsets for Pentium 4 283
Athlon/Duron/Athlon XP Chipsets 285
AMD Chipsets for Athlon/Duron
Processors 285
VIA Chipsets for Athlon, Duron, and
Athlon XP 287
ProSavage PM133 290
Silicon Integrated Systems Chipsets for
AMD Athlon/Duron Processors 292
ALiMagik1 for AMD Athlon/Duron
Systems 297
NVIDIA nForce Chipsets for
Athlon/Duron/Athlon XP 298
ATI Radeon IGP Chipsets for
Athlon/Duron/Athlon XP 300
Intel Workstation Chipsets for Pentium 4 and
Xeon 301
Intel 860 302
Intel E7205 302
Intel E7505 302
Chipsets for Athlon 64 302
Super I/O Chips 304
Motherboard CMOS RAM Addresses 305
Motherboard Interface Connectors 305
System Bus Types, Functions, and
Features 308
The Processor Bus (Front-Side Bus) 314
The Memory Bus 319
The Need for Expansion Slots 319

Types of I/O Buses 320
The ISA Bus 320
The Micro Channel Bus 324
The EISA Bus 324
Local Buses 326
VESA Local Bus 327
The PCI Bus 329
PCI Express 332
Accelerated Graphics Port 333
System Resources 336
Interrupts 336
DMA Channels 343
I/O Port Addresses 344
Resolving Resource Conflicts 348
Resolving Conflicts Manually 349
Using a System-Configuration
Template 350
Heading Off Problems: Special
Boards 354
Plug-and-Play Systems 358
Motherboard Selection Criteria (Knowing
What to Look For) 359
Documentation 362
Using Correct Speed-Rated Parts 362

5 BIOS 365

BIOS Basics 366
BIOS Hardware/Software 369
Motherboard BIOS 370
ROM Hardware 371
ROM Shadowing 373
ROM Chip Types 373
ROM BIOS Manufacturers 378
Upgrading the BIOS 384
Where to Get Your BIOS Update 385
Determining Your BIOS Version 385
Backing Up Your BIOS’s CMOS
Settings 386
Motherboard CMOS RAM Addresses 392
Replacing a BIOS ROM 394
Year 2000 BIOS Issues 394
CMOS Setting Specifications 394
Running or Accessing the CMOS Setup
Program 395
BIOS Setup Menus 395
Maintenance Menu 396
Main Menu 397
Advanced Menu 398
Security Menu 407
Power Menu 408
Boot Menu (Boot Sequence, Order) 409
Exit Menu 411
Additional BIOS Setup Features 411



vi Contents

Plug and Play BIOS 413
PnP Device IDs 414
ACPI 414
Initializing a PnP Device 415
BIOS Error Messages 415
General BIOS Boot Text Error
Messages 416

ROM BIOS Messages Indicating Boot

Failure (No Valid MBR Found)

6 Memory 421

Memory Basics 422
ROM 424
DRAM 424
Cache Memory: SRAM 425
RAM Types 428
Fast Page Mode DRAM 432
Extended Data Out RAM 432
SDRAM 433
DDR SDRAM 435
DDR2 SDRAM 436
RDRAM 437
Memory Modules 440
SIMMs, DIMMs, and RIMMs 441
SIMM Pinouts 447
DIMM Pinouts 449
DDR DIMM Pinouts 451
DDR2 DIMM Pinouts 453
RIMM Pinouts 454
Physical RAM Capacity and
Organization 457
Memory Banks 460
Memory Module Speed 461
Gold Versus Tin 461
Parity and ECC 464
Installing RAM Upgrades 471

417

Upgrade Options and Strategies 471

Selecting and Installing Memory
Troubleshooting Memory 477

Memory Defect Isolation Procedur
The System Logical Memory Layout

472

es 480
481

Conventional (Base) Memory 484

Upper Memory Area 485
Extended Memory 490

Preventing ROM BIOS Memory Conflicts

and Overlap 491
ROM Shadowing 492

Total Installed Memory Versus Total

Usable Memory 492

Adapter Memory Configuration and

Optimization 494

7 The ATA/IDE Interface 497

An Overview of the IDE Interface 498
Precursors to IDE 498
IDE Origins 499
IDE Variations 499
Origins of ATA 500
ATA Standards 502
ATA-1 (AT Attachment Interface for Disk
Drives) 504
ATA-2 (AT Attachment Interface with
Extensions-2) 504
ATA-3 (AT Attachment Interface-3) 505
ATA/ATAPI-4 (AT Attachment with Packet
Interface Extension-4) 505
ATA/ATAPI-5 (AT Attachment with Packet
Interface-5) 506
ATA/ATAPI-6 (AT Attachment with Packet
Interface-6) 507
ATA/ATAPI-7 (AT Attachment with Packet
Interface-7) 507
ATA Features 508
ATA 1I/O Connector 508
ATA 1/O Cable 511
ATA Signals 513
Dual-Drive Configurations 513
ATA Commands 515
ATA Upgrades 516
Secondary ATA Channel 517
Drive Capacity Limitations 517
Faster Data Transfer 533
DMA Transfer Modes 534
ATA Packet Interface 536
Serial ATA 536
ATA RAID 541

8 The SCSI Interface 545

Small Computer System Interface 546
ANSI SCSI Standards 547
SCSI-1 549
SCSI-2 550
SCSI-3 552
SPI or Ultra SCSI 553
SPI-2 or Ultra2 SCSI 553
SPI-3 or Ultra3 SCSI (Ultral60) 555
SPI-4 or Ultra4 SCSI (Ultra320) 557
SPI-5 or Ultra5 SCSI (Ultra640) 557
RAID Arrays 557
Fibre Channel SCSI 557
iSCSI 558



Contents

SCSI Cables and Connectors 558
SCSI Cable and Connector Pinouts 561
Single-Ended SCSI Cables and
Connectors 561
High Voltage Differential SCSI Signals 564
Expanders 564
Termination 564
SCSI Drive Configuration 567
Start on Command (Delayed Start) 569
SCSI Parity 570
Terminator Power 570
SCSI Synchronous Negotiation 570
Plug and Play SCSI 570
SCSI Configuration Troubleshooting 571
SCSI Versus ATA (IDE) 573
SCSI Hard Disk Evolution and
Construction 573
Performance 576
SCSI Versus ATA: Advantages and
Limitations 577
Recommended SCSI Host Adapters, Cables,
and Terminators 578

9 Magnetic Storage Principles 579

Magnetic Storage 580
History of Magnetic Storage 580
How Magnetic Fields Are Used to Store
Data 581
Read/Write Head Designs 585
Ferrite 585
Metal-In-Gap 585
Thin Film 586
Magneto-Resistive Heads 586
Giant Magneto-Resistive Heads 588
Perpendicular 589
Head Sliders 590
Data Encoding Schemes 591
FM Encoding 592
MFM Encoding 592
RLL Encoding 593
Encoding Scheme Comparisons 594
Partial-Response, Maximum-Likelihood
Decoders 595
Capacity Measurements 596
Areal Density 596
Increasing Areal Density with Pixie
Dust 599

vii

10 Hard Disk Storage 601

Definition of a Hard Disk 602
Hard Drive Advancements 602
Hard Disk Drive Operation 603
The Ultimate Hard Disk Drive
Analogy 605
Tracks and Sectors 606
Disk Formatting 609
Basic Hard Disk Drive Components
Hard Disk Platters (Disks) 615
Recording Media 616
Read/Write Heads 617
Head Actuator Mechanisms 619
Air Filters 626

Hard Disk Temperature Acclimation 627

Spindle Motors 627

Logic Boards 628

Cables and Connectors 629

Configuration Items 630

The Faceplate or Bezel 630
Hard Disk Features 631

Capacity 631

Performance 634

Reliability 640

Cost 642

11 Floppy Disk Storage 643

History of the Floppy 644
Floppy Drive Interfaces 644
Drive Components 645
Read/Write Heads 646
The Head Actuator 647
The Spindle Motor 648
Circuit Boards 649
The Controller 649
The Faceplate 650
Connectors 650
The Floppy Disk Controller Cable
Disk Physical Specifications and
Operation 653
How the Operating System Uses a
Disk 654
Cylinders 655
Clusters or Allocation Units 655
Disk Change 656
Types of Floppy Disk Drives 657
1.44MB 3 1/2" Drives 657
Other Floppy Drive Types 658
Analyzing 3 1/2" Floppy Disk
Construction 658
Floppy Disk Media Types and
Specifications 659




viii

Contents

Caring for and Handling Floppy Disks and
Drives 660
Airport X-Ray Machines and Metal
Detectors 661
Drive Installation Procedures 662
Troubleshooting Floppy Drives 662

12 High-Capacity Removable

Storage 663

The Role of Removable-Media Drives 664
Extra Storage 664
Backing Up Your Data 664
Comparing Disk, Tape, and Flash Memory
Technologies 665
Magnetic Disk Media 665
Magnetic Tape Media 665
Flash Memory Media 666
Interfaces for Removable Media Drives 666
Overview of Removable Magnetic Storage
Devices 667
Iomega Zip 667
SuperDisk LS-120 and LS-240 668
Hard-Disk-Size Removable-Media Drives 668
“Orphan” Removable-Media Drives 669
Magneto-Optical Drives 669
Magneto-Optical Technology 669
Comparing MO to “Pure” Magnetic
Media 671
Key Factors in Selecting a Removable
Drive 671
Flash Memory Devices 672
How Flash Memory Works 672
Types of Flash Memory Devices 672
Moving Data in Flash Memory Devices to
Your Computer 676
Microdrive Technology 679
Tape Drives 679
Hard-Disk-Based Alternatives to Tape
Backup 680
Disadvantages of Tape Backup Drives 680
Advantages to Tape Backup Drives 681
Common Tape Backup Standards 681
Comparing Tape Backup Technologies 689
Choosing a Tape Backup Drive 691
Tape Drive Installation 693
Tape Drive Backup Software 693
Tape Drive Troubleshooting 694
Tape Retensioning 696

13 Optical Storage 697

Optical Technology 698
CD-Based Optical Technology 698
CDs: A Brief History 699
CD-ROM Construction and
Technology 700
Caring for Optical Media 711
DVD 712
DVD History 713
DVD Construction and Technology 714
DVD Tracks and Sectors 715
Handling Errors 719
DVD Capacity (Sides and Layers) 720
Data Encoding on the Disc 723
Blu-ray Disc 723
Optical Disc Formats 725
Compact Disc and Drive Formats 725
CD-ROM File Systems 735
DVD Formats and Standards 740
DVD Copy Protection 743
CD/DVD Read-Only Drives and
Specifications 745
Performance Specifications 746
Interface 754
Loading Mechanism 756
Other Drive Features 758
Writable CDs 759
CD-R 760
CD-RW 764
MultiRead Specifications 766
How to Reliably Record CDs 768
Recording Software 771
Creating Music CDs 772
Recordable DVD Standards 776
DVD-RAM 778
DVD-R 779
DVD-RW 780
DVD+RW 781
Multiformat Rewritable Drives 783
CD/DVD Drive and Software Installation and
Support 784
Booting from a Floppy Disk with CD/DVD
Drive Support 784
Bootable CDs and DVDs—El Torito 786
Removable Drive Letter Assignments 787
Creating a Rescue CD 789
Making a Bootable CD/DVD for
Emergencies 790
Troubleshooting Optical Drives 790
Failure Reading a CD/DVD 790
Failure to Read CD-R, CD-RW Discs in CD-
ROM or DVD Drive 790



Contents X

Failure to Read a Rewritable DVD in DVD-
ROM Drive or Player 791

Failure to Create a Writable DVD 791

Failure Writing to CD-RW or DVD-RW 1x
Media 792

ATAPI CD-ROM or DVD Drive Runs
Slowly 792

Poor Results or Slow Performance When
Writing to CD-R Media 792

Trouble Reading CD-RW Discs on
CD-ROM 793

Trouble Reading CD-R Discs on DVD
Drive 793

Trouble Making Bootable CDs 793

Updating the Firmware in a CD-RW or
Rewritable DVD Drive 793

14 Physical Drive Installation and
Configuration 797

Installing All Types of Drives 798
Hard Disk Installation Procedures 798
Drive Configuration 799
Host Adapter Configuration 799
Physical Installation 801
System Configuration 807
Formatting 808
Low-Level Formatting 808
Drive Partitioning 810
High-Level (Operating System)
Formatting 819
FDISK and FORMAT Limitations 820
Replacing an Existing Drive 821
Drive Migration for MS-DOS Users 821
Drive Migration for Windows 9x/Me
Users 821
Interfacing to Disk Drives 822
Hard Disk Drive Troubleshooting and
Repair 824
Testing a Drive 825
Installing an Optical Drive 826
Avoiding Conflict: Get Your Cards in
Order 826
Drive Configuration 826
External (SCSI) Drive Hookup 828
Internal Drive Installation 829
Ribbon Cable and Card Edge
Connector 830
SCSI Chains: Internal, External,
or Both 831
Floppy Drive Installation Procedures 833

15 Video Hardware 835

Video Display Technologies 836
How CRT Display Technology Works 836
DVI—Digital Signals for CRT Monitors 838
LCD Panels 839
Video Adapter Types 844
Monitor Selection Criteria 845
The Right Size 845
Resolution 846
Dot Pitch (CRTs) 848
Image Brightness and Contrast
(LCD Panels) 850
Interlaced Versus Noninterlaced 850
Energy and Safety 850
Frequencies 853
Controls 856
Environment 857
Testing a Display 857
Maintaining Your Monitor 858
Video Display Adapters 859
Obsolete Display Adapters 859
Current Display Adapters 860
Super VGA 861
VESA SVGA Standards 862
Integrated Video/Motherboard
Chipsets 863
Video Adapter Components 865
Identifying the Video and System
Chipsets 867
Video RAM 868
The Digital-to-Analog Converter 872
The Bus 873
The Video Driver 875
Multiple Monitors 877
3D Graphics Accelerators 880
How 3D Accelerators Work 880
Common 3D Techniques 882
Advanced 3D Techniques 882
Application Programming Interfaces 886
3D Chipsets 886
Upgrading or Replacing Your Video Card 892
TV Tuner and Video Capture Upgrades 892
Warranty and Support 893
Comparing Video Cards with the Same
Chipset 893
Video Cards for Multimedia 894
Video Feature Connectors 895
Video Output Devices 895
Video Capture Devices 896
Desktop Video Boards 896
Adapter and Display Troubleshooting 900
Troubleshooting Monitors 902
Troubleshooting Video Cards and
Drivers 903



X Contents

16 Audio Hardware 905 17 1/0 Interfaces from Serial and

Early PC Audio Adapters 906 Parallel to IEEE-1394 and
Limitations of Sound Blaster Pro USB 945

Compatibility 907
DirectX and Audio Adapters 907
PC Multimedia History 907
Suggested Multimedia Minimums 908
Audio Adapter Features 908
Basic Connectors 908
Connectors for Advanced Features 911
Volume Control 914
MIDI Support Features 914
Data Compression 915
Multipurpose Digital Signal
Processors 915
Sound Drivers 916
Choosing the Best Audio Adapter for Your
Needs 916
Gaming 917
DVD Movies on Your Desktop 919
Voice Dictation and Control 920
Sound Producers 921
Playing and Creating Digitized Sound
Files 921
Audio Adapter Concepts and Terms 922
The Nature of Sound 922
Evaluating the Quality of Your Audio
Adapter 923
Sampling 923
Who’s Who in Audio 924
Chipset Makers Who Make Their Own
Audio Adapters 925
Major Sound Chip Makers 926
Motherboard Chipsets with Integrated
Audio 927
AOpen TubeSound 929
3D Audio 930
Positional Audio 930
3D Audio Processing 931
DirectX Support Issues 931
Installing the Sound Card 931
Connecting PC Speakers and Completing
the Installation 932
Using Your Stereo Instead of
Speakers 933
Troubleshooting Sound Card Problems 934
Hardware (Resource) Conflicts 934
Other Sound Card Problems 937
Speakers 939
Theater and Surround Sound
Considerations 941
Microphones 942

Introduction to Input/Output Ports 946
USB and IEEE-1394 (i.Link or FireWire) 946
Why Serial? 946
Universal Serial Bus 947
USB Connectors 950
IEEE-1394 956
Comparing IEEE-1394 and USB 960
Standard Serial and Parallel Ports 961
Serial Ports 961
Typical Locations for Serial Ports 961
UARTs 965
High-Speed Serial Port Cards 967
Onboard Serial Ports 967
Serial Port Configuration 967
Testing Serial Ports 968
Parallel Ports 971
IEEE-1284 Parallel Port Standard 971
Upgrading to EPP/ECP Parallel Ports 974
Parallel Port Configuration 975
Linking Systems with Serial or Parallel
Ports 975
Parallel-to-SCSI Converters 977
Testing Parallel Ports 978

18 Input Devices 979

Keyboards 980
Enhanced 101-Key (or 102-Key)
Keyboard 980
104-Key (Windows 9x/Me/2000/XP)
Keyboard 981
USB Keyboards 983
Notebook Computer Keyboards 984
Num Lock 985
Keyboard Technology 986
Keyswitch Design 986
The Keyboard Interface 990
Typematic Functions 992
Keyboard Key Numbers and Scan
Codes 993
International Keyboard Layouts 994
Keyboard/Mouse Interface
Connectors 995
Keyboards with Special Features 996
Keyboard Troubleshooting and Repair 997
Keyboard Disassembly 998
Cleaning a Keyboard 999
Keyboard Recommendations 1000
Pointing Devices 1001
Ball-Type Mice 1002
Optical Mice 1003



Contents

Pointing Device Interface Types 1005
Mouse Troubleshooting 1008
Scroll Wheels 1010
TrackPoint II/III/IV - 1011
Mouse and Pointing Stick
Alternatives 1013
Trackballs 1014
3M’s Ergonomic Mouse 1015

Input Devices for Gaming 1015

Analog Joysticks and the Game Port 1016
USB Ports for Gaming 1016
Compatibility Concerns 1016
Programmable Game Controllers 1016
Choosing the Best Game Controller 1016

Wireless Input Devices 1017

How Wireless Input Devices Work 1017
Wireless Pointing Device Issues 1020
Troubleshooting Wireless Input

Devices 1021

19 Internet Connectivity 1023
Relating Internet and LAN Connectivity 1024

Comparing Broadband and Analog Modem
Internet Access 1024

Broadband Internet Access Types 1025

High Speed = Less Freedom 1025

Cable Modems and CATV Networks 1026

Connecting to the Internet with a “Cable
Modem” 1026

The Cable Modem and the CATV
Network 1027

CATV Bandwidth 1029

CATV Performance 1030

CATV Internet Connection Security 1030

Digital Subscriber Line 1031

How DSL Works 1031

Who Can Use DSL—and Who Can’t 1032
Major Types of DSL 1033

DSL Pricing 1035

DSL Security Issues 1036

Technical Problems with DSL 1036

Fixed-Base Wireless Broadband 1036
Internet Connectivity via Satellite with

DirecWAY or StarBand 1037
DirecWAY 1037
StarBand 1039

Integrated Services Digital Network 1040

How Standard ISDN Works 1040
Acquiring ISDN Service 1041
ISDN Hardware 1042

Comparing High-Speed Internet Access 1042

Having a Backup Plan in Case of Service
Interruptions 1043

Leased Lines 1044
T-1 and T-3 Connections 1044
Comparing Conventional High-Speed
Services 1045
Securing Your Internet Connection 1046
Asynchronous (Analog) Modems 1046
Modem Standards 1048
Bits and Baud Rates 1049
Modulation Standards 1050
Error-Correction Protocols 1051
Data-Compression Standards 1052
Proprietary Standards 1053
56Kbps Modems 1053
56Kbps Limitations 1054
Early 56Kbps Standards 1055
Fax Modem Standards 1057
Analog Modem Recommendations 1057
Sharing Your Internet Connection 1062
Comparing Gateways, Proxy Servers, and
Routers 1063
Microsoft Internet Connection
Sharing 1063
Routers for Internet Sharing 1066
Internet Troubleshooting 1068
Diagnosing Problems with a Shared
Internet Connection 1068
Diagnosing Connection Problems with
Signal Lights 1069
Analog Modem Fails to Dial 1069
Computer Locks Up After Installing or
Using Internal Modem, Terminal
Adapter, or Network Card 1070
Computer Can’t Detect External
Modem 1070
Using Your Modem Sound to Diagnose
Your Modem 1071

20 Local Area Networking 1073

Focus of This Chapter 1074
Defining a Network 1074
Types of Networks 1075
Requirements for a Network 1075
Client/Server Versus Peer Networks 1076
Client/Server Networks 1076
Peer-to-Peer Network 1077
Comparing Client/Server and Peer-to-Peer
Networks 1077
Network Protocols Overview 1078
Ethernet 1080
Hardware Elements of Your Network 1081
Network Interface Cards 1081
Network Cables 1085
Network Topologies 1087
Hubs and Switches for Ethernet
Networks 1090



X

Contents

Network Cable Installations 1093
Selecting the Proper Cable 1094
Building Your Own Twisted-Pair
Cables 1096

Wireless Network Standards 1101
Wi-Fi—A Standard Upon a Standard 1102
802.11 Network Hardware 1105
Bluetooth 1108
Wireless Network Logical Topologies 1109

Network Protocols 1110
IP and TCP/IP 1110
IPX 1111
NetBEUI 1112

Other Home Networking Solutions 1112
HomePNA 1112
Powerline Networking 1114
Home Networking Compared to Ethernet

UTP Solutions 1115

Putting Your Network Together 1116
Network Adapter 1116
Cables and Connections Between

Computers 1117
Hub/Switch/Access Point 1118
Gateways for Non-Ethernet Networks 1118
Recording Information About Your
Network 1118
Installing Networking Software 1119

Tips and Tricks 1121
Installation 1121
Sharing Resources 1121
Setting Up Security 1122
Sharing Internet Connections 1122

Direct Cable Connections 1122

Troubleshooting a Network 1122
Network Software Setup 1122
Networks in Use 1123
TCP/IP 1123

21 Power Supply and

Chassis/Case 1125

Considering the Importance of the Power
Supply 1126
Primary Function and Operation 1126
Positive DC Voltages 1126
Negative DC Voltages 1127
The Power_Good Signal 1128
Power Supply Form Factors 1129
PC/XT Style 1131
AT/Desk Style 1131
AT/Tower Style 1132
Baby-AT Style 1133
LPX Style 1133
ATX Style 1134
NLX Style 1136
SEX Style 1136

Motherboard Power Connectors 1138
AT Power Supply Connectors 1138
ATX Main Power Connector 1140
ATX Auxiliary Power Connector 1142
ATX12V Connector 1143
Dell Proprietary (Nonstandard) ATX

Design 1145
Power Switch Connectors 1148

Peripheral Power Connectors 1150

Peripheral and Floppy Drive Power
Connectors 1150
Physical Connector Part Numbers 1152

Power Supply Specifications 1153
Power Supply Loading 1153
Power Supply Ratings 1154
Other Power Supply Specifications 1156
Power Factor Correction 1158
Power Supply Safety Certifications 1159

Power-Use Calculations 1160

Power Cycling 1163

Power Management 1164
Energy Star Systems 1164
Advanced Power Management 1164
Advanced Configuration and Power

Interface 1165

Power Supply Troubleshooting 1166
Overloaded Power Supplies 1167
Inadequate Cooling 1167
Using Digital Multimeters 1168
Specialized Test Equipment 1171

Repairing the Power Supply 1172

Obtaining Replacement Units 1173
Deciding on a Power Supply 1173
Sources for Replacement Power

Supplies 1173

Chassis/Case 1174
Custom Cases 1175

Power-Protection Systems 1175
Surge Suppressors (Protectors) 1177
Phone Line Surge Protectors 1178
Line Conditioners 1178
Backup Power 1178

RTC/NVRAM (CMOS RAM) Batteries 1181

22 Building or Upgrading

Systems 1183

System Components 1184
Case and Power Supply 1185
Processor 1187
Motherboard 1189
Floppy Disk and Removable Drives 1195
Hard Disk Drives 1195
Optical Drives 1197
Input Devices 1197
Video Card and Display 1198



Contents Xiii

Audio Hardware 1200
Accessories 1200
Hardware and Software Resources 1202
System Assembly and Disassembly 1203
Assembly Preparation 1203
Motherboard Installation 1207
Installing the CPU and Heatsink 1208
Installing Memory Modules 1210
Mounting the New Motherboard in the
Case 1211
Connecting the Power Supply 1215
Connecting I/O and Other Cables to the
Motherboard 1217
Installing the Drives 1219
Removing the Existing Video Card (If
Present) 1221
Installing the New Video Card and Driver
Software 1221
Installing Additional Expansion
Cards 1222
Replacing the Cover and Connecting
External Cables 1222
Running the Motherboard BIOS Setup
Program (CMOS Setup) 1223
Troubleshooting New Installations 1224
Installing the Operating System 1224
Partitioning the Drive with DOS and
Windows 9x and Me 1224
Formatting the Drive with DOS and
Windows 9x and Me 1225
Preparing the Hard Drive with
Windows 2000/XP 1225
Loading the CD-ROM Driver 1225
Installing Important Drivers 1227
Disassembly/Upgrading Preparation 1227

23 PC Diagnostics, Testing, and
Maintenance 1229

PC Diagnostics 1230
Diagnostics Software 1230
The Power On Self Test 1231
Hardware Diagnostics 1241
General-Purpose Diagnostics
Programs 1242
Operating System Diagnostics 1243
The Hardware Boot Process 1243
The Boot Process: Operating System
Independent 1244
The DOS Boot Process 1248
The Windows 9x/Me Boot Process 1249
Windows NT/2000/XP Startup 1251
PC Maintenance Tools 1252
Hand Tools 1252
A Word About Hardware 1257

Soldering and Desoldering Tools 1259
Test Equipment 1260
Special Tools for the Enthusiast 1265
Preventive Maintenance 1267
Active Preventive Maintenance
Procedures 1268
Passive Preventive Maintenance
Procedures 1278
Troubleshooting Tips and Techniques 1283
Basic Troubleshooting Guidelines 1283
Modern PCs—More Complicated and
More Reliable 1284
Industry-Standard Replaceable
Components 1285
Reinstall or Replace? 1285
Troubleshooting by Replacing Parts 1286
Troubleshooting by the Bootstrap
Approach 1286
Problems During the POST 1288
Hardware Problems After Booting 1288
Problems Running Software 1288
Problems with Adapter Cards 1289
Top Troubleshooting Problems 1289
When I power the system on, I see the
power LED light and hear the fans spin,
but nothing else ever happens. 1289
The system beeps when I turn it on, but
there is nothing on the screen. 1289
I see a STOP or STOP ERROR in Windows
NT/2000/XP. 1290
I see Fatal Exception errors in
Windows 95/98/Me. 1290
The system won't shut down in
Windows. 1290
The power button won't turn off the
system. 1290
The modem doesn’t work. 1291
The keyboard doesn’t work. 1291
I can’t hear any sound from the
speakers. 1291
The monitor appears completely garbled
or unreadable. 1292
The image on the display is distorted
(bent), shaking, or wavering. 1292
I purchased an upgraded AGP video card,
and it won't fit in the slot. 1292
I installed an upgraded processor, but it
won’t work. 1293
The system runs fine for a few minutes but
then freezes or locks up. 1294
I am experiencing intermittent problems
with the hard drive(s). 1294
The system won'’t boot up; it says Missing
operating system on the screen. 1295



The system is experiencing intermittent
memory errors. 1295

The system locks up frequently and some-
times reboots on its own. 1296

I installed a 60GB drive in my system, but it
is recognizing only 8.4GB. 1296

My CD-ROM/DVD drive doesn't
work. 1297

My USB port or device doesn’t work. 1297

I installed an additional memory module,
but the system doesn’t recognize it. 1297

I installed a new drive, but it doesn’t work
and the drive LED remains lit. 1298

While I was updating my BIOS, the system
froze and now the system is dead! 1298

I installed a new motherboard in an older
Dell system, and nothing works. 1298

I installed a PCI video card in an older sys-
tem with PCI slots, and it doesn’t
work. 1298

24 File Systems and Data
Recovery 1299

File Systems 1300
File Allocation Table 1300
FAT12 1301
FAT16 1302
FAT32 1303
NTFS 1306
Disk and File System Structures 1308
Master Boot Record 1309
Primary and Extended FAT Partitions 1310
Volume Boot Records 1315
Root Directory 1320
File Allocation Tables 1323
Clusters (Allocation Units) 1326
The Data Area 1327
Diagnostic Read-and-Write Cylinder 1327
VFAT and Long Filenames 1327
FAT32 1330
FAT32 Cluster Sizes 1331
FAT Mirroring 1333
Creating FAT32 Partitions 1334
Converting FAT16 to FAT32 1334
FAT File System Errors 1335
Lost Clusters 1335
Cross-Linked Files 1337
Invalid Files or Directories 1338
FAT Errors 1338
FAT File System Utilities 1339
The RECOVER Command 1339
SCANDISK 1339
Disk Defragmentation 1341
Third-Party Programs 1343

New Technology File System 1344
NTES Architecture 1345
NTES 5 (NTFS 2000) 1346
NTES Compatibility 1347
Creating NTFS Drives 1347
NTEFS Tools 1348
High Performance File System 1349
Data Recovery 1349
The Windows Recycle Bin and File
Deletion 1349
Recovering Files That Are Not in the
Recycle Bin 1350
Retrieving Data from Partitioned and
Formatted Drives 1351
Using the Norton Disk Editor 1354
Data Recovery from Flash Memory
Devices 1363
Common Drive Error Messages and
Solutions 1365
Missing Operating System 1365
NO ROM BASIC - SYSTEM HALTED 1365
Boot Error Press F1 to Retry 1365
Invalid Drive Specification 1365
Invalid Media Type 1366
Hard Disk Controller Failure 1366
General File System Troubleshooting for
MS-DOS, Windows 9x, and
Windows Me 1366
General File System Troubleshooting for
Windows 2000/XP 1367

A Glossary 1369

B Key Vendor Contact

Information 1427

C Troubleshooting Index 1431

List of Acronyms and
Abbreviations 1451

Index 1457



To Emerson:

“We can never see past the choices we don’t understand.” —The Oracle



About the Author

Scott Mueller is president of Mueller Technical Research (MTR), an international research and cor-
porate training firm. Since 1982, MTR has produced the industry’s most in-depth, accurate, and effec-
tive seminars, books, articles, videos, and FAQs covering PC hardware and data recovery. MTR
maintains a client list that includes Fortune 500 companies, the U.S. and foreign governments, major
software and hardware corporations, as well as PC enthusiasts and entrepreneurs. His seminars have
been presented to several thousands of PC support professionals throughout the world.

Scott personally teaches seminars nationwide covering all aspects of PC hardware (including trouble-
shooting, maintenance, repair, and upgrade), A+ Certification, and data recovery/forensics. He has a
knack for making technical topics not only understandable, but entertaining as well; his classes are
never boring! If you have 10 or more people to train, Scott can design and present a custom seminar
for your organization.

Although he has taught classes virtually nonstop since 1982, Scott is best known as the author of the
longest running, most popular, and most comprehensive PC hardware book in the world, Upgrading
and Repairing PCs, which has not only been produced in more than 15 editions, but has also become
the core of an entire series of books.

Scott has authored many books over the last 20+ years, including Upgrading and Repairing PCs, 1st
through 15th and Academic editions; Upgrading and Repairing PCs: A+ Certification Study Guide, 1st and
2nd editions; Upgrading and Repairing PCs Technician’s Portable Reference, 1st and 2nd editions;
Upgrading and Repairing PCs Field Guide; Upgrading and Repairing PCs Quick Reference; Upgrading and
Repairing PCs, Linux Edition; Killer PC Utilities; The IBM PS/2 Handbook; and Que’s Guide to Data
Recovery.

Scott has produced several video training packages covering PC hardware, including a new 6-hour,
CD-based seminar titled Upgrading and Repairing PCs Training Course: A Digital Seminar from Scott
Mueller. This course is ideal for those who cannot afford to bring Scott in-house.

Scott has also produced other videos over the years, including Upgrading and Repairing PCs Video: 12th
Edition; Your PC: The Inside Story; as well as 2 hours of free video training that were included in each
of the 10th, 12th, 13th, 14th, 15th, and Laptop/Notebook editions of Upgrading and Repairing PCs.
Scott has always included unique video segments with his books, rather than using the same clips
every year. Many people have collected each of the older editions just to get the unique video train-
ing segments included with them.

Contact MTR directly if you have a unique book, article, or video project in mind, or if you want
Scott to conduct a custom PC troubleshooting, repair, maintenance, upgrade, or data-recovery semi-
nar tailored for your organization:

Mueller Technical Research

21 Spring Lane

Barrington Hills, IL 60010-9009

(847) 854-6794

(847) 854-6795 Fax

Internet: scottmueller@compuserve.com

Web: http://www.upgradingandrepairingpcs.com
http://www.m-tr.com



Scott’s premiere work, Upgrading and Repairing PCs, has sold well over 2 million copies, making it by
far the most popular and longest-running PC hardware book on the market today. Scott has been fea-
tured in Forbes magazine and has written several articles for Maximum PC magazine, several newslet-
ters, and the Upgrading and Repairing PCs Web site.

Scott has recently completed two new works, Upgrading and Repairing Laptops and Upgrading and
Repairing PCs Video Training Course, and is hard at work on Upgrading and Repairing Servers, also a new,
first-of-its-kind book.

If you have suggestions for the next version of this book, any comments about the book in general,
or new book or article topics you would like to see covered, send them to Scott via email at
scottmueller@compuserve.com or Vvisit www.upgradingandrepairingpcs.com and click the Ask Scott
button.

When he is not working on PC-related books or on the road teaching seminars, Scott can usually be
found in the garage working on several vehicular projects. He is currently working on a custom 1999
Harley-Davidson FLHRCI Road King Classic and a modified 1998 5.9L (360ci) Grand Cherokee—a hot
rod 4x4.



Contributors and Technical Editors

Mark Edward Soper is president of Select Systems and Associates, Inc., a technical writing and
training organization.

Mark has taught computer troubleshooting and other technical subjects to thousands of students
from Maine to Hawaii since 1992. He is an A+ Certified hardware technician and a Microsoft Certified
Professional. He has been writing technical documents since the mid-1980s and has contributed to
several other Que books, including Upgrading and Repairing PCs, 11th, 12th, 13th, 14th, and 15th edi-
tions; Upgrading and Repairing Networks, Second Edition; and Special Edition Using Microsoft Windows
Millennium Edition. Mark coauthored Upgrading and Repairing PCs, Technician’s Portable Reference;
Upgrading and Repairing PCs Field Guide; and Upgrading and Repairing PCs: A+ Study Certification Guide,
Second Edition. He is the author of The Complete Idiot’s Guide to High-Speed Internet Connections, PC Help
Desk in a Book, and Absolute Beginner’s Guide to Cable Internet Connections and is coauthor of TechTV’s
Upgrading Your PC.

Mark has been writing for major computer magazines since 1990, with more than 125 articles in publi-
cations such as SmartComputing, PCNovice, PCNovice Guides, and the PCNovice Learning Series. His early
work was published in WordPerfect Magazine, The WordPerfectionist, and PCToday. Many of MarKk’s articles
are available in back issues or electronically via the World Wide Web at www. smartcomputing.com. Select
Systems maintains a subject index of all Mark’s articles at http://www.selectsystems.com.

Mark welcomes comments at mesoper@selectsystems.com.

Mark Reddin is a Microsoft Certified Systems Engineer (MCSE) and A+ Certified PC technician.
While a tyro, he enjoyed tinkering with computers during the time of the early Commodore and
Atari systems (with all those wonderful games). Mark delved more seriously into computer technology
during his undergraduate studies at Ball State University and has since been involved in the industry
in various capacities. His experience with computers and networks has ranged from consulting to
owning and operating a sales and repair shop. Additionally, he has been involved with numerous Que
publications over the last few years, offering technical verification and development.



Acknowledgments

The new 15th Edition continues the long tradition of making this the most accurate, in-depth, and
up-to-date book of its kind on the market. This new edition is the product of a great deal of addi-
tional research and development over the previous editions. Several people have helped me with
both the research and production of this book. I would like to thank the following people:

First, a very special thanks to my wife and partner, Lynn. Over the last few years, she had returned to
school full-time, in addition to helping run our business. She recently graduated with full honors
(congratulations!), receiving a degree in multimedia and Web design. I'm extremely proud of her, as
well as all I've seen her accomplish in the last few years. The dedication she has shown to her school-
work has been inspiring.

Thanks to Lisa Carlson of Mueller Technical Research for helping with product research and office
management. She has fantastic organizational skills that have been a tremendous help in managing
all of the information that comes into and goes out of this office.

I must give a special thanks to Rick Kughen at Que. Rick is the number one person responsible for
taking what I submit and turning it into a finished book. His office is like a shrine to Upgrading and
Repairing PCs, sporting a complete (and very rare) collection of every single edition since the first,
along with enough PC parts, peripherals, and components to build several systems. His attention to
detail is amazing, and he genuinely cares about both the book and my readers, often going far above
and beyond the call of duty when it comes to customer service and support. Rick is always pushing
to add extra value to the book and is constantly coming up with ways to improve the overall prod-
uct. Rick is largely responsible for the video segments included with the book, and especially the use
of a DVD which allows us to include much higher-quality video clips than ever before. Rick, thanks
so much for your dedication and hard work!

I'd also like to thank Todd Brakke for doing the development editing for this edition. His excellent
tips and suggestions really help to keep the material concise and up-to-date. I'd also like to thank the
other editors, illustrators, designers, and technicians at Que who work so hard to complete the fin-
ished product and get this book out the door! They are a wonderful team that produces clearly the
best computer books on the market. [ am happy and proud to be closely associated with all the peo-
ple at Que.

I would like to say thanks also to my publisher Greg Wiegand, who has stood behind all the
Upgrading and Repairing book and video projects and is willing to take the risks in developing new ver-
sions like the Laptop and Server editions, as well as the improved (read more expensive) video clips
we are now including.

Greg, Rick, and Todd all make me feel as if we are on the same team, and they are just as dedicated as
I am to producing the best books possible.

I would also like to say thanks to Mark Soper, who has added expertise in areas that I might tend to
neglect. Also thanks to Mark Reddin, who has become the primary technical editor for this book and
who is not only extremely diligent in verifying details, but who also makes numerous suggestions
about additional coverage, all of which are greatly appreciated. His input has been extremely impor-
tant in helping me to ensure the highest level of technical accuracy and depth of coverage.



Thanks to all the readers who have emailed me with suggestions concerning this book; I welcome all
your comments and even your criticisms. I take them seriously and apply them to the continuous
improvement of this book. I especially enjoy answering the many questions you send me; your ques-
tions help me understand areas of the book that might need to be clarified and point out additional
coverage that should be added. Interaction with my readers is the primary force that helps maintain
this book as the most up-to-date and relevant work available anywhere on the subject of PC hardware.

Finally, I would like to thank the thousands of people who have attended my seminars; you might
not realize how much I learn from each of you and all your questions!

Many of my all-night writing raves are fueled by a variety of possibly less-than-nutritious (but very
tasty and loaded with energy) food and beverage. In particular, this edition was fueled by bags and
bags of Starbucks coffee processed via a killer Capresso automatic coffee/espresso machine (utter nir-
vana for an addicted coffee drinker like me), many cases of Coke Classic (no Pepsi allowed—gotta
have the burn!), Red Bull and AMP energy drinks, and cases of Trolli Brite Crawler Eggs and Pearson’s
Salted NutRolls. For special occasions when I really needed a boost, I enjoyed a couple of bottles of
Skeleteens Brain Wash, the ultimate energy drink. Why, that covers the three major workaholic
nerd/geek food groups right there: caffeine, sugar, and salt!



Tell Us What You Think!

As the reader of this book, you are our most important critic and commentator. We value your opin-
ion and want to know what we're doing right, what we could do better, what areas you'd like to see
us publish in, and any other words of wisdom you're willing to pass our way.

As an associate publisher for Que, I welcome your comments. You can fax, email, or write me directly
to let me know what you did or didn’t like about this book—as well as what we can do to make our
books stronger.

Scott Mueller welcomes your technical questions. The best way to reach him with a question is via the “Ask
Scott” section on the www.upgradingandrepairingpcs.com Web site. Although he sometimes falls behind in get-
ting to all the questions directly (or his evil editor confiscates his modem until he finishes work on his chap-
ters <g>), he does his best to answer them all. Be sure to check the Frequently Asked Questions listed on the
Web site before asking your question, as Scott might have already posted an answer.

When you write, please be sure to include this book’s title and author as well as your name and
phone or fax number. I will carefully review your comments and share them with the author and
editors who worked on the book.

Fax: 317-581-4666
Email: feedback@quepublishing.com
Mail:  Greg Wiegand

Que Corporation

800 East 96th Street
Indianapolis, IN 46240 USA






Introduction

Welcome to Upgrading and Repairing PCs, 15th Edition. Since debuting as the first book of its kind on
the market in 1988, no book on PC hardware has matched the depth and quality of the informa-
tion found in this tome. The 15th Edition continues Upgrading and Repairing PCs’ role as not only
the best-selling book of its type, but also the most comprehensive and complete PC hardware refer-
ence available. This book examines PCs in depth, outlines the differences among them, and pre-
sents options for configuring each system.

More than just a minor revision, the 15th Edition of Upgrading and Repairing PCs contains hundreds of
pages of new, revised, and reworked content. The PC industry is moving faster than ever, and this
book is the most accurate, complete, in-depth, and up-to-date book of its kind on the market today.

I wrote this book for people who want to upgrade, repair, maintain, and troubleshoot computers or
for those enthusiasts who want to know more about PC hardware. This book covers the full gamut
of PC-compatible systems from the oldest 8-bit machines to the latest in high-end 64-bit multi-
gigahertz speed PC-based workstations. If you need to know about everything from the original PC
to the latest in PC technology on the market today, this book and the accompanying information-
packed DVD is definitely for you.

This book covers state-of-the-art hardware and accessories that make the most modern personal com-
puters easier, faster, and more productive to use. Inside these pages you will find in-depth coverage of
every PC processor from the original 8088 to the latest Pentium 4, Athlon XP, and Athlon 64.

Upgrading and Repairing PCs also doesn’t ignore the less glamorous PC components. Every part of
your PC plays a critical role in its stability and performance. Over the course of this book’s 1,500+
pages, you'll find out exactly why your motherboard’s chipset might just be the most important
part of your PC and what can go wrong when you settle for a run-of-the mill power supply that
can’t get enough juice to that monster processor you just bought. You'll also find in-depth coverage
of technologies such as RDRAM, DDR2 SDRAM, graphics, audio cards, AGP, PCI, flat-panel displays,
DVD+/-RW drives, SCSI, USB 2.0, FireWire, and high-capacity removable storage—it’s all in here—
right down to the guts-level analysis of your mouse and keyboard.

New in the 15th Edition

Many of you who are reading this have purchased one or more of the previous editions. Based on
your letters, emails, and other correspondence, I know that as much as you value each new edition,
you want to know what new information I'm bringing you. So, here is a short list of the major
improvements to this edition:

B In addition to the hundreds of pages of detail we have on every PC processor, including all of
those from Intel and AMD, this year we’ve added even more. Intel has increased the bus
speeds of the Pentium 4, which has further unleashed the technology’s extreme potential.
AMD is making the first forays into 64-bit computing on the desktop with the Athlon 64,
using architectures previously limited only to servers. There are new sockets, chipsets, and
motherboards designed to support these chips. You'll also find the straight dope on AMD’s lat-
est Athlon XP processors. Although their clock speeds might seem to be lacking, their perfor-
mance definitely is not. No other PC book on the shelf provides more comprehensive coverage
of the bevy of processors available from AMD and Intel—and no other PC book explains just
exactly what you're up against when matching motherboards and RAM to these processors.

B Intel’s newer Pentium 4 processors have Hyper-threading (HT) technology, which makes a
single processor function more like two processors running simultaneously. You'll find out
whether your system has what it takes to support the HT technology processors, along with
higher bus speeds, new types of memory, and more.
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B The Pentium 4 previously relied on expensive RDRAM RIMMs. No more! Intel has selected
DDR SDRAM for all its current and future systems. Newer chipsets use dual-channel DDR
memory, which uses two banks simultaneously to match the speed of the processor bus, elim-
inating a bottleneck and optimizing performance. In Chapter 6, “Memory,” I not only expand
my content on memory technologies, but also explain the benefits of the newer designs.

B Upgrading a Dell PC? You'll find information that will help you confirm whether it uses a
standard or proprietary power supply and avoid turning it into a charcoal briquette when
installing a new power supply or motherboard. If you're purchasing a new Dell or other brand
system, you'll learn how to select systems with industry-standard components that provide
maximum compatibility and make later upgrades and repairs much easier and less expensive.

B Interested in turning your PC into a hot rod game machine? Read my coverage of audio,
video, and Internet connectivity for the lowdown on supercharging your PC. Inside you'll
find new coverage of NVIDIA and ATI video cards.

B Use the updated troubleshooting index to track down pesky problems with everything from
IRQ conflicts to audio quality. When your beloved PC is in trouble, head straight to this
index for help—fast. The troubleshooting section has been greatly enhanced and expanded.

B As always, we have more new, high-quality technical illustrations. Every year we add, modity,
and generally improve on the hundreds of figures in this book. These new and revised illus-
trations provide more technical detail, helping you understand difficult topics or showing
you exactly how to complete a task.

B It's becoming a DVD world, and Upgrading and Repairing PCs is still leading the charge. Just
like last year, you'll find a shiny DVD-ROM plastered to the inside back cover of this book.
On it you'll find all the usual stand-bys, such as the Technical Reference and complete elec-
tronic versions of prior editions. Rather than give you stale video clips you've seen before, I've
included 2 more hours of new video with this edition.

B Chapter 13, “Optical Storage,” has been thoroughly reorganized and updated to include the
latest developments in optical drives, especially the DVD rewritables.

B Chapter 24, “File Systems and Data Recovery,” has extensive updates covering the FAT32 and
NTFS file systems. Also included are new tutorials, more information on error messages, and
tutorials on how to recover information.

Although these are the major changes to the core of the book, every chapter has seen substantial
updates. If you thought the additions to the 14th Edition were incredible, you'll appreciate the fur-
ther enhancements and additions to the new 15th Edition. It is the most comprehensive and com-
plete edition since I wrote the first edition 15 years ago!

Book Objectives

Upgrading and Repairing PCs focuses on several objectives. The primary objective is to help you learn
how to maintain, upgrade, and repair your PC system. To that end, Upgrading and Repairing PCs
helps you fully understand the family of computers that has grown from the original IBM PC,
including all PC-compatible systems. This book discusses all areas of system improvement, such as
motherboards, processors, memory, and even case and power-supply improvements. The book dis-
cusses proper system and component care, specifies the most failure-prone items in various PC sys-
tems, and tells you how to locate and identify a failing component. You'll learn about powerful
diagnostics hardware and software that enable a system to help you determine the cause of a prob-
lem and how to repair it.

PCs are moving forward rapidly in power and capabilities. Processor performance increases with
every new chip design. Upgrading and Repairing PCs helps you gain an understanding of all the
processors used in PC-compatible computer systems.
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This book covers the important differences between major system architectures from the original Industry
Standard Architecture (ISA) to the latest in PCI and AGP systems. Upgrading and Repairing PCs covers each
of these system architectures and their adapter boards to help you make decisions about which type of
system you want to buy in the future, and to help you upgrade and troubleshoot such systems.

The amount of storage space available to modern PCs is increasing geometrically. Upgrading and
Repairing PCs covers storage options ranging from larger, faster hard drives to state-of-the-art storage
devices. In addition, it provides detailed information on upgrading and troubleshooting system RAM.

When you finish reading this book, you should have the knowledge to upgrade, troubleshoot, and
repair almost all systems and components.

Is This Book for You?

Yes.

Upgrading and Repairing PCs is designed for people who want a thorough understanding of PC hard-
ware and how their PC systems work. Each section fully explains common and not-so-common
problems, what causes problems, and how to handle problems when they arise. You will gain an
understanding of disk configuration and interfacing, for example, that can improve your diagnostics
and troubleshooting skills. You’ll develop a feel for what goes on in a system so you can rely on your
own judgment and observations and not some table of canned troubleshooting steps.

Upgrading and Repairing PCs is written for people who will select, install, configure, maintain, and repair
systems they or their companies use. To accomplish these tasks, you need a level of knowledge much
higher than that of an average system user. You must know exactly which tool to use for a task and
how to use the tool correctly. This book can help you achieve this level of knowledge.

Scott has taught millions of people to upgrade and build PCs. Some of his students are computer
experts, and some are computer novices. But they all have one thing in common: They believe
Scott’s book changed their lives. Scott can teach anyone.

Chapter-by-Chapter Breakdown

This book is organized into chapters that cover the components of a PC system. A few chapters serve
to introduce or expand in an area not specifically component related, but most parts in the PC have
a dedicated chapter or section, which will aid you in finding the information you want. Also note
that the index has been improved greatly over previous editions, which will further aid in finding
information in a book of this size.

Chapters 1 and 2 of this book serve primarily as an introduction. Chapter 1, “Development of the
PC,” begins with an introduction to the development of the original IBM PC and PC-compatibles.
This chapter incorporates some of the historical events that led to the development of the micro-
processor and the PC. Chapter 2, “PC Components, Features, and System Design,” provides informa-
tion about the various types of systems you encounter and what separates one type of system from
another, including the types of system buses that differentiate systems. Chapter 2 also provides an
overview of the types of PC systems that help build a foundation of knowledge essential for the
remainder of the book, and it offers some insight as to how the PC market is driven and where com-
ponents and technologies are sourced.

Chapter 3, “Microprocessor Types and Specifications,” includes detailed coverage of Intel’s Pentium 4
(Prescott, Northwoo, and Willamette), Pentium III, Pentium II, Celeron, Xeon, and earlier central pro-
cessing unit (CPU) chips. There’s also new and extended coverage on AMD’s line of high-performance
Athlon 64 and Athlon XP processors as well as the Athlon, Duron, and K6 series. Because the processor
is one of the most important parts of a PC, this book features more extensive and updated processor
coverage than ever before. I dig deeply into the latest processor-upgrade socket and slot specifications,
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including coverage of Socket 754 for the Athlon 64; 423 and Socket 478 for the Pentium 4; Socket A
for AMD Athlon XP; and older sockets and slots such as Socket 7, Socket 370, Slot 1, and Slot A.
Chapter 3 also tells you how to spot a re-marked processor. These are processors that have been modi-
fied by unscrupulous resellers to run faster than their rated speeds. These chips are then sold to the
consumer as faster processors. I show you how to spot and avoid fakes.

Chapter 4, “Motherboards and Buses,” covers the motherboard, chipsets, motherboard components,
and system buses in detail. This chapter contains discussions of motherboard form factors, includ-
ing specifications on everything from Baby-AT to the various ATX standards. A chipset can either
make a good PC better or choke the life out of an otherwise high-speed CPU. I cover the latest
chipsets for current processor families, including chipsets from Intel, AMD, VIA, NVIDIA, and more.
This chapter also covers special bus architectures and devices, such as high-speed Peripheral
Component Interconnect (PCI), including the upcoming PCI Express, and Accelerated Graphics Port
(AGP), including the new AGP 8x. Everything from bus speeds for an Intel 850 chipset to the
proper spacing of holes on an ATX motherboard can be found here.

Chapter 5, “BIOS,” has a detailed discussion of the system BIOS, including types, features, and
upgrades. This has grown from a section of a chapter to a complete chapter, with more information
on this subject than ever before. Also included is updated coverage of the BIOS, with detailed infor-
mation about BIOS setup utilities, Flash upgradable BIOSes, and Plug and Play BIOS.

See the exhaustive list of BIOS codes and error messages included on the DVD-ROM. They’re all
printable, so be sure to print the codes for your BIOS in case you need them later.

Chapter 6, “Memory,” provides a detailed discussion of PC memory, including the latest in cache
and main memory specifications. Next to the processor and motherboard, the system memory is
one of the most important parts of a PC. It’s also one of the most difficult things to understand
because it is somewhat intangible and how it works is not always obvious. If you’re confused about
the difference between system memory and cache memory; L1 cache and L2 cache; external and
integrated on-die L2 cache; SIMMs, DIMMs, and RIMMs; SDRAM versus DDR SDRAM versus
RDRAM; 60 nanosecond EDO versus PC133 versus PC3200, this is the chapter that can answer your
questions. So, before you attempt to upgrade your PC with Fast Page mode EDO SIMMs—rather
than with PC3200 DDR SDRAM DIMMs—be sure you read this chapter.

Chapter 7, “The ATA/IDE Interface,” provides a detailed discussion of ATA/IDE, including types and
specifications. This covers the Ultra-ATA modes that allow 133MBps operation and why they won’t

increase your PC'’s performance much. There’s also more new content on Serial ATA, the technology
that is beginning to replace the parallel ATA we have been using for the last 15 years.

Chapter 8, “The SCSI Interface,” discusses SCSI, including the new higher-speed modes possible

with SCSI-3. This chapter covers the new Low Voltage Differential signaling used by some of the
higher-speed devices on the market, as well as the latest information on cables, terminators, and
SCSI configurations. This chapter also includes the latest on UltraSCSI.

Chapter 9, “Magnetic Storage Principles,” details the inner workings of magnetic storage devices
such as disk and tape drives. Regardless of whether you understood electromagnetism in high
school science, this chapter breaks down these difficult concepts and presents them in a way that
will change the way you think about data and drives.

Chapter 10, “Hard Disk Storage,” breaks down how data is stored to your drives and how it is
retrieved when you double-click a file.

Chapter 11, “Floppy Disk Storage,” takes an inside view of the venerable floppy disk drive. You
learn how to properly connect these drives as well as how information is written to a floppy.

Chapter 12, “High-Capacity Removable Storage,” covers removable storage drives, such as SuperDisk
(LS-120), Iomega Zip, Jaz, and Click! drives, as well as provides all-new coverage of magnetic tape drives.
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Chapter 13, “Optical Storage,” covers optical drives and storage using CD and DVD technology,
including CD recorders, rewritable CDs, and other optical technologies. This chapter includes
detailed steps and advice for avoiding buffer underruns, creating bootable CDs, burning music CDs,
and selecting the most reliable media. There’s even extensive coverage of DVD, with everything you
need to know to understand the difference between DVD-R, DVD-RAM, DVD-RW, and DVD+RW.
This chapter also tells you which of these the drive you buy needs to have support for.

Chapter 14, “Physical Drive Installation and Configuration,” covers how to install drives of all
types in a PC system. You learn how to format and partition hard drives after they are installed.

Chapter 15, “Video Hardware,” covers everything there is to know about video cards and displays.
Learn about how both CRT and flat-panel monitors work and which is best suited for you. If you're
a gamer or multimedia buff, you'll want to read about choosing the right 3D graphics accelerator.
The leading technologies are compared, and I help you choose the right card.

Chapter 16, “Audio Hardware,” covers sound and sound-related devices, including sound boards
and speaker systems. Quality audio has become an increasingly important part of any good PC, and
in this chapter I help you learn which features to look for in an audio card and which types of
audio cards are suited to your needs. I even offer advice that can optimize your system’s audio per-
formance for gaming, listening to CDs, and recording and playing MP3 music files.

Chapter 17, “I/O Interfaces from Serial and Parallel to IEEE-1394 and USB,” covers the standard ser-
ial and parallel ports still found in most systems, as well as newer technology such as USB and
i.Link (FireWire). I also cover USB 2.0 and the new FireWire 800!

Chapter 18, “Input Devices,” covers keyboards, pointing devices, and game ports used to communi-
cate with a PC. I also discuss wireless mice and keyboards.

Chapter 19, “Internet Connectivity,” compares high-speed connectivity methods that have come to
the home desktop, including DSL, CATV, and DirecPC.

Chapter 20, “Local Area Networking,” has been heavily updated for this edition to cover setting up
an Ethernet network in your home or small office. I show you how to install NICs, make your own
Ethernet cables, and set up Windows networking services.

Chapter 21, “Power Supply and Chassis/Case,” is a detailed investigation of the power supply, which
still remains the primary cause of PC system problems and failures. When you buy a new PC, this
undervalued component is the one most likely to be skimped on, which helps explain why it’s the
source of so many problems often attributed to Windows, memory, and several other components.
You'll also find detailed specifications on the power connectors found in systems from AT to ATX.
They're not all built equal, and making the wrong connections can be dangerous to you and your PC.

Chapter 22, “Building or Upgrading Systems,” is where I show you how to select the parts you'll
need for your upgrade or to build a PC from scratch. Then, I walk you step by step through the
process. This chapter is loaded with professional photos that help you follow along.

Chapter 23, “PC Diagnostics, Testing, and Maintenance,” covers diagnostic and testing tools and
procedures. This chapter also adds more information on general PC troubleshooting and problem
determination. Here, I show you what the prepared PC technician has in his toolkit. I also show
you a few tools you might have never seen or used before.

Chapter 24, “File Systems and Data Recovery,” covers file systems and data recovery procedures. If
you're a Windows XP user deciding whether to switch to NTFS, or if you're not sure whether you
should upgrade from FAT16 to FAT32, you should read this chapter. If you can’t access your drive
because of a corrupted master boot record (MBR) or volume boot record (VBR), you'll find informa-
tion you can use to recover these sectors and regain access to your valuable data.
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The

15th Edition DVD-ROM

As in the 14th Edition, the 15th Edition of Upgrading and Repairing PCs includes a DVD-ROM that
contains as much valuable content as you'll find in the pages of this book.

Video

This DVD contains more than 2 hours of professional-grade video, playable in either your DVD drive
or standalone DVD player! It includes the following:

PC System Layers and BIOS Basics (26:00). This segment describes the architectural layers inside
a PC, which is especially important to know when trying to differentiate hardware problems
from software problems. The essentials of the BIOS are also covered, including what is in the
BIOS, where the BIOS is stored, and the function of the BIOS in the system.

BIOS Setup (23:32). In this segment the BIOS Setup program in the motherboard ROM is cov-
ered in detail, including how to access the Setup program, where the Setup program is stored
as opposed to where the information read and written by the program is stored, and how it all
works together in a PC.

Physical ROM (20:46). The motherboard and other ROM chips are covered in detail, including
the various types of ROM chips used, how they work, and how the software (also called
firmware) they contain can be upgraded.

What Is a PC (24:11). This segment covers “PC-ness.” For example, what makes a particular per-
sonal computer a “PC” and not a “Macintosh” or other type of personal computer? Also dis-
cussed are the business and market realities of the PC from a component perspective, such as
from where the components originate, what the industry-standard governing choices are, and
finally which companies really control the PC from both a software and hardware perspective.

The ATA Interface (14:39). Although most people know the internal drive interface in most PCs
as “IDE”, this segment shows the nature of what is really called the ATA interface. The physical
and electrical nature of the interface is discussed from a nuts-and-bolts perspective, including
the connectors, cables, jumpers, and drives. In addition, the performance and limitations of
the interface are discussed, as well as the evolution of ATA—past, present, and future.

Memory (16:15). Over the years, memory has become more complicated with many more types
of chips, modules, and speeds to consider. This segment shows all the types of memory used in
a PC, shows their similarities and differences, and discusses the various levels of performance
they provide. Also discussed is how to select, configure, and install the best memory for a
given system.

Optical Drives (12:12). This segment shows optical drives in detail, including the various types avail-
able, how they work from a nuts-and-bolts perspective, and how they are connected to the system.

If you enjoy these video segments and want to see more, a full 6-hour version with many more seg-
ments like these is available in Scott’s Upgrading and Repairing PCs Video Training Course! The video
training course packs in a total of 6 hours of live video training similar to Scott’s world-renowned
4-day seminars. For more information on the Upgrading and Repairing PCs Video Training Course,
please visit www.upgradingandrepairingpcs.com. If you have any comments on these videos or are
interested in an in-depth, hands-on seminar featuring all these topics and more, please contact Scott
directly via scottmueller@compuserve.com.

A Sneak Peek at My Newest Project!

Upgrading and Repairing Laptops—For the first time ever, you'll see a laptop disassembled (something
your warranty most certainly doesn’t cover). This exclusive clip is taken straight from Upgrading and
Repairing Laptops, Scott’s all-new book. Available Winter 2003!
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Searchable Databases
On the DVD you'll find detailed specifications for thousands of hard drives in this comprehensive
Hard Drive Specifications Database.

Complementing that is a detailed list of technology vendors. The Vendor List is a searchable data-
base of key industry contacts, searchable by name or keyword. This is crucial contact information
that no hardware maven should be without!

Technical Reference
The Technical Reference is a PDF repository of material that has appeared in previous editions of
Upgrading and Repairing PCs but has been moved to the DVD to make room for coverage of new
technologies. The DVD combined with the printed content of the book makes Upgrading and
Repairing PCs far more than 2,000 pages long!

Its contents include a detailed listing of BIOS codes and legacy coverage from earlier editions of the
book. It’s included on the DVD in printable PDF format.

Upgrading and Repairing PCs Bookshelf
PDF versions of the 10th, 11th, 12th, 13th, and 14th editions of Upgrading and Repairing PCs are
included on the DVD!

Scott’s Web Site—
upgradingandrepairingpcs.com

Don’t miss my book Web site at www.upgradingandrepairingpcs.com! Here, you'll find a cache of
helpful material to go along with the book you’re holding. I've loaded this site with tons of mater-
ial, from video clips to monthly book updates. I use this spot to keep you updated throughout the
year on major changes in the PC hardware industry. Each month, I write new articles covering new
technologies released after this book was printed. These articles are archived so you can refer to
them anytime.

I also use this site to post your reader questions and my answers. This Frequently Asked Questions
(FAQ) is a tremendous resource because you benefit from the hundreds of reader emails I answer
each month. Log on and post a question. I endeavor to answer each and every email personally.

You'll also find exclusive video clips available nowhere else!

I also use this site to tell you about some of the other fantastic Upgrading and Repairing PCs products
I work on, including

B Upgrading and Repairing Laptops, available winter 2003!
B Upgrading and Repairing Servers, available spring 2004!

B Upgrading and Repairing PCs, Video Training Course from Que and Prentice Hall (see the adver-
tisement in the back of this book for ordering details)

B Upgrading and Repairing PCs, A+ Certification Study Guide, Second Edition
B Upgrading and Repairing PCs, Field Guide
B Upgrading and Repairing Networks, Fourth Edition, newly revised in 2003!

Don’t miss out on this valuable resource!
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A Personal Note

When asked which was his favorite Corvette, Dave McLellan, former manager of the Corvette plat-
form at General Motors, always said “Next year’s model.” Now with the new 15th Edition, next
year’s model has just become this year’s model, until next year that is....

I believe this book is absolutely the best book of its kind on the market, and that is due in large part
to the extensive feedback I have received from both my seminar attendees and book readers. I am
so grateful to everyone who has helped me with this book over the last 15 years as well as all the
loyal readers who have been reading this book, many of you since the first edition came out. I have
had personal contact with many thousands of you in the seminars I have been teaching since 1982,
and I enjoy your comments and even your criticisms tremendously. Using this book in a teaching
environment has been a major factor in its development. Some of you might be interested to know
that I originally began writing this book in early 1985; back then it was self-published and used
exclusively in my PC hardware seminars before being professionally published by Que in 1988. In
one way or another, I have been writing and rewriting this book for more than 19 years! In the
more than 15 years since it was professionally published, Upgrading and Repairing PCs has proven to
be not only the first but also the most comprehensive and yet approachable and easy-to-understand
book of its kind. With the new 15th Edition, it is even better than ever. Your comments, sugges-
tions, and support have helped this book to become the best PC hardware book on the market. I
look forward to hearing your comments after you see this exciting new edition.

Scott
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Chapter 1 Development of the PC

Computer History—Before Personal Computers

Many discoveries and inventions have directly and indirectly contributed to the development of the
personal computer as we know it today. Examining a few important developmental landmarks can
help bring the entire picture into focus.

The first computers of any kind were simple calculators. Even these evolved from mechanical devices
to electronic digital devices.

Timeline

The following is a timeline of some significant events in computer history. It is not meant to be com-
plete, just a representation of some of the major landmarks in computer development:

1617

1642

1822

1906

1936

1937

1943

1945

John Napier creates “Napier’s Bones,”
wooden or ivory rods used for calcu-

lating.

Blaise Pascal introduces the Pascaline

digital adding machine.

Charles Babbage conceives the
Difference Engine and later the
Analytical Engine, a true general-
purpose computing machine.

Lee De Forest patents the vacuum tube
triode, used as an electronic switch in
the first electronic computers.

Alan Turing publishes “On Computable
Numbers,” a paper in which he con-
ceives an imaginary computer called
the Turing Machine, considered one of
the foundations of modern computing.
Turing later worked on breaking the
German Enigma code.

John V. Atanasoff begins work on the
Atanasoff-Berry Computer (ABC), which
would later be officially credited as the
first electronic computer.

Thomas (Tommy) Flowers develops the
Colossus, a secret British code-breaking
computer designed to decode secret
messages encrypted by the German
Enigma cipher machines.

John von Neumann writes “First Draft
of a Report on the EDVAC,” in which
he outlines the architecture of the mod-
ern stored-program computer.

1946

1947

1949

1950

1952

1953

1954

1954

1955

1956

ENIAC is introduced, an electronic com-
puting machine built by John Mauchly
and J. Presper Eckert.

On December 23, William Shockley,
Walter Brattain, and John Bardeen suc-
cessfully test the point-contact transistor,
setting off the semiconductor revolution.

Maurice Wilkes assembles the EDSAC,
the first practical stored-program com-
puter, at Cambridge University.

Engineering Research Associates of
Minneapolis builds the ERA 1101, one
of the first commercially produced
computers.

The UNIVAC I delivered to the U.S.
Census Bureau is the first commercial
computer to attract widespread public
attention.

IBM ships its first electronic computer,
the 701.

A silicon-based junction transistor, per-
fected by Gordon Teal of Texas
Instruments, Inc., brings a tremendous
reduction in costs.

The IBM 650 magnetic drum calculator
establishes itself as the first mass-
produced computer, with the company
selling 450 in one year.

Bell Laboratories announces the first
fully transistorized computer, TRADIC.

MIT researchers build the TX-0, the first
general-purpose, programmable com-
puter built with transistors.
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1956

1958

1959

1959

1960

1960

1961

1964

1964

1964

1965

1966

The era of magnetic disk storage dawns
with IBM’s shipment of a 305 RAMAC to
Zellerbach Paper in San Francisco.

Jack Kilby creates the first integrated cir-
cuit at Texas Instruments to prove that
resistors and capacitors can exist on the
same piece of semiconductor material.

IBM’s 7000 series mainframes are the
company’s first transistorized computers.

Robert Noyce's practical integrated cir-
cuit, invented at Fairchild Camera and
Instrument Corp., allows printing of
conducting channels directly on the sili-
con surface.

Bell Labs designs its Dataphone, the first
commercial modem, specifically for con-
verting digital computer data to analog
signals for transmission across its long-
distance network.

The precursor to the minicomputer,
DEC’s PDP-1, sells for $120,000.

According to Datamation magazine, IBM
has an 81.2% share of the computer
market in 1961, the year in which it
introduces the 1400 Series.

CDC'’s 6600 supercomputer, designed by
Seymour Cray, performs up to three mil-
lion instructions per second—a process-
ing speed three times faster than that of
its closest competitor, the IBM Stretch.

IBM announces System/360, a family of
six mutually compatible computers and
40 peripherals that can work together.

Online transaction processing makes its
debut in IBM’s SABRE reservation sys-
tem, set up for American Airlines.

Digital Equipment Corp. introduces the
PDP-8, the first commercially successful
minicomputer.

Hewlett-Packard enters the general-
purpose computer business with its
HP-2115 for computation, offering a
computational power formerly found
only in much larger computers.

1969

1971

1971

1971

1972

1972

1972

1973

1973

1973

1974

1974

1975

The root of what is to become the
Internet begins when the Department of
Defense establishes four nodes on the
ARPAnet: two at University of California
campuses (one at Santa Barbara and one
at Los Angeles) and one each at SRI
International and the University of Utah.

A team at IBM’s San Jose Laboratories
invents the 8" floppy disk.

The first advertisement for a micro-
processor, the Intel 4004, appears in
Electronic News.

The Kenbak-1, one of the first personal
computers, advertises for $750 in
Scientific American.

Hewlett-Packard announces the HP-35 as
“a fast, extremely accurate electronic
slide rule” with a solid-state memory
similar to that of a computer.

Intel’s 8008 microprocessor makes its
debut.

Steve Wozniak builds his “blue box,” a
tone generator to make free phone calls.

Robert Metcalfe devises the Ethernet
method of network connection at the
Xerox Palo Alto Research Center.

The Micral is the earliest commercial,
non-kit personal computer based on a
microprocessor, the Intel 8008.

The TV Typewriter, designed by Don
Lancaster, provides the first display of
alphanumeric information on an ordi-
nary television set.

Researchers at the Xerox Palo Alto
Research Center design the Alto, the first
workstation with a built-in mouse for
input.

Scelbi advertises its 8H computer, the first
commercially advertised U.S. computer
based on a microprocessor, Intel’s 8008.

Telenet, the first commercial packet-
switching network and civilian equiva-
lent of ARPAnet, is born.
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1975

1975

1976

1976

1976

1977
1977
1977

1978

1979

1980

1980

1980

1981

1981

The January edition of Popular Electronics
features the Altair 8800, which is based
on Intel’s 8080 microprocessor, on its
cover.

The visual display module (VDM) proto-
type, designed by Lee Felsenstein, marks
the first implementation of a memory-
mapped alphanumeric video display for
personal computers.

Steve Wozniak designs the Apple ], a
single-board computer.

The 5 1/4" flexible disk drive and disk
are introduced by Shugart Associates.

The Cray I makes its name as the first
commercially successful vector processor.

Tandy Radio Shack introduces the TRS-80.
Apple Computer introduces the Apple II.

Commodore introduces the PET
(Personal Electronic Transactor).

The VAX 11/780 from Digital Equipment
Corp. features the capability to address
up to 4.3GB of virtual memory, provid-
ing hundreds of times the capacity of
most minicomputers.

Motorola introduces the 68000 micro-
processor.

John Shoch, at the Xerox Palo Alto
Research Center, invents the computer
“worm,” a short program that searches a
network for idle processors.

Seagate Technology creates the first hard
disk drive for microcomputers, the ST-506.

The first optical data storage disk has 60
times the capacity of a 5 1/4" floppy
disk.

Xerox introduces the Star, the first per-
sonal computer with a graphical user
interface (GUI).

Adam Osborne completes the first
portable computer, the Osborne I, which
weighs 24 1bs. and costs $1,795.

1981

1981

1981

1983

1983

1984

1984

1985

1986

1987

1988

IBM introduces its PC, igniting a fast
growth of the personal computer mar-
ket. The IBM PC is the grandfather of
all modern PCs.

Sony introduces and ships the first
3 1/2" floppy drives and disks.

Philips and Sony introduce the CD-DA
(Compact Disc Digital Audio) drive.
Sony is the first with a CD player on
the market.

Apple introduces its Lisa, which incor-
porates a GUI that’s very similar to the
one first introduced on the Xerox Star.

Compaq Computer Corp. introduces its
first PC clone that uses the same soft-
ware as the IBM PC.

Apple Computer launches the
Macintosh, the first successful mouse-
driven computer with a GUI, with a
single $1.5 million commercial during
the 1984 Super Bowl.

IBM releases the PC-AT (PC Advanced
Technology), three times faster than
original PCs and based on the Intel 286
chip. The AT introduces the 16-bit ISA
bus and is the computer all modern
PCs are based on.

Philips introduces the first CD-ROM
drive.

Compaq announces the Deskpro 386,
the first computer on the market to use
what was then Intel’s new 386 chip.

IBM introduces its PS/2 machines,
which make the 3 1/2" floppy disk
drive and VGA video standard for PCs.
The PS/2 also introduces the
MicroChannel Architecture (MCA) bus,
the first plug-and-play bus for PCs.

Apple cofounder Steve Jobs, who left
Apple to form his own company,
unveils the NeXT.
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1988

1988

1989

1990

1993

1995

1995

1997

1997

1998
1998

Compagq and other PC-clone makers 1999
develop Enhanced Industry Standard

Architecture (EISA), which unlike

MicroChannel retains backward compat- 1999

ibility with the existing ISA bus. 2000

Robert Morris’s worm floods the
ARPAnet. The 23-year-old Morris, the
son of a computer security expert for the
National Security Agency, sends a non-
destructive worm through the Internet,
causing problems for about 6,000 of the
60,000 hosts linked to the network.

Intel releases the 486 (P4) microproces-
sor, which contains more than one mil-
lion transistors. Intel also introduces 486
motherboard chipsets. 2001

The World Wide Web (WWW) is born

when Tim Berners-Lee, a researcher at 2001
CERN—the high-energy physics labora-

tory in Geneva—develops Hypertext

Markup Language (HTML). 2001

2000
2000

2000

Intel releases the Pentium (P5) processor.

Intel shifts from numbers to names for

its chips after it learns it’s impossible to

trademark a number. Intel also releases
motherboard chipsets and, for the first 2001
time, complete motherboards as well.

Intel releases the Pentium Pro processor,
the first in the P6 processor family.

Microsoft releases Windows 95, the first
mainstream 32-bit operating system, in
a huge rollout. 2002

Intel releases the Pentium II processor,
essentially a Pentium Pro with MMX
instructions added.

AMD introduces the K6, which is com-
patible with the Intel PS5 (Pentium).

Microsoft releases Windows 98.

Intel releases the Celeron, a low-cost ver- 2003
sion of the Pentium II processor. Initial

versions have no cache, but within a few

months Intel introduces versions with a

smaller but faster L2 cache.

Intel releases the Pentium III, essen-
tially a Pentium II with SSE (Streaming
SIMD Extensions) added.

AMD introduces the Athlon.

Microsoft releases Windows Me
(Millennium Edition) and Windows
2000.

Both Intel and AMD introduce proces-
sors running at 1GHz.

AMD introduces the Duron, a low-cost
Athlon with reduced L2 cache.

Intel introduces the Pentium 4, the lat-
est processor in the Intel Architecture
32-bit (IA-32) family.

Intel releases the Itanium processor, its
first 64-bit (IA-64) processor for PCs.

The industry celebrates the 20th
anniversary of the release of the origi-
nal IBM PC.

Intel introduces the first 2GHz proces-
sor, a version of the Pentium 4. It took
the industry 28 1/2 years to go from
108KHz to 1GHz, but only 18 months
to go from 1GHz to 2GHz.

Microsoft releases Windows XP Home
and Professional, for the first time
merging the consumer (9x/Me) and
business (NT/2000) operating system
lines under the same code base (an
extension of Windows 2000).

Intel releases the first 3GHz-class
processor, a 3.06GHz version of the
Pentium 4. This processor also intro-
duces Intel’s Hyper-Threading (HT)
technology (which enables a single
processor to work with two application
threads at the same time) to desktop
computing.

AMD releases the Athlon 64, the first
64-bit processor targeted at the main-
stream consumer and business markets.
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Mechanical Calculators

One of the earliest calculating devices on record is the abacus, which has been known and widely
used for more than 2,000 years. The abacus is a simple wooden rack holding parallel rods on which
beads are strung. When these beads are manipulated back and forth according to certain rules, several
types of arithmetic operations can be performed.

Math with standard Arabic numbers found its way to Europe in the eighth and ninth centuries. In the
early 1600s, a man named Charles Napier (the inventor of logarithms) developed a series of rods (later
called Napier’s Bones) that could be used to assist with numeric multiplication.

Blaise Pascal is usually credited with building the first digital calculating machine in 1642. It could per-
form the addition of numbers entered on dials and was intended to help his father, who was a tax collec-
tor. Then in 1671, Gottfried Wilhelm von Leibniz invented a calculator that was finally built in 1694. His
calculating machine could not only add, but by successive adding and shifting, it could also multiply.

In 1820, Charles Xavier Thomas developed the first commercially successful mechanical calculator
that could not only add but also subtract, multiply, and divide. After that, a succession of ever-
improving mechanical calculators created by various other inventors followed.

The First Mechanical Computer

Charles Babbage, a mathematics professor in Cambridge, England, is considered by many to be the
father of computers because of his two great inventions—each a different type of mechanical comput-
ing engine.

The Difference Engine, as he called it, was conceived in 1812 and solved polynomial equations by the
method of differences. By 1822, he had built a small working model of his Difference Engine for
demonstration purposes. With financial help from the British government, Babbage started construc-
tion of a full-scale model in 1823. It was intended to be steam-powered and fully automatic, and it
would even print the resulting tables.

Babbage continued work on it for 10 years, but by 1833 he had lost interest because he now had an idea
for an even better machine, something he described as a general-purpose, fully program-controlled,
automatic mechanical digital computer. Babbage called his new machine an Analytical Engine. The
plans for the Analytical Engine specified a parallel decimal computer operating on numbers (words) of
50 decimal digits and with a storage capacity (memory) of 1,000 such numbers. Built-in operations were
to include everything that a modern general-purpose computer would need, even the all-important con-
ditional function, which would allow instructions to be executed in an order depending on certain con-
ditions, not just in numerical sequence. In modern computer languages, this conditional capability is
manifested in the IF statement. The Analytical Engine was also intended to use punched cards, which
would control or program the machine. The machine was to operate automatically by steam power and
would require only one attendant.

The Analytical Engine is regarded as the first real predecessor to a modern computer because it had all
the elements of what is considered a computer today. These included

B An input device. Using an idea similar to the looms used in textile mills at the time, a form of
punched cards supplied the input.

B A control unit. A barrel-shaped section with many slats and studs was used to control or program
the processor.

B A processor (or calculator). A computing engine containing hundreds of axles and thousands of
gears about 10 feet tall.

B Storage. A unit containing more axles and gears that could hold 1,000 50-digit numbers.

W An output device. Plates designed to fit in a printing press that were used to print the final results.
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Alas, this potential first computer was never actually completed because of the problems in machining
all the precision gears and mechanisms required. The tooling of the day was simply not good enough.

An interesting side note is that the punched card idea first proposed by Babbage finally came to
fruition in 1890. That year a competition was held for a better method to tabulate the U.S. Census
information, and Herman Hollerith, a Census Department employee, came up with the idea for
punched cards. Without these cards, department employees had estimated the census data would take
years to tabulate; with these cards they were able to finish in about six weeks. Hollerith went on to
found the Tabulating Machine Company, which later became known as IBM.

IBM and other companies at the time developed a series of improved punch-card systems. These sys-
tems were constructed of electromechanical devices, such as relays and motors. Such systems included
features to automatically feed in a specified number of cards from a “read-in” station; perform opera-
tions, such as addition, multiplication, and sorting; and feed out cards punched with results. These
punched-card computing machines could process 50-250 cards per minute, with each card holding
up to 80-digit numbers. The punched cards not only provided a means of input and output, but they
also served as a form of memory storage. Punched-card machines did the bulk of the world’s comput-
ing for more than 50 years and gave many of the early computer companies their starts.

Electronic Computers

A physicist named John V. Atanasoff (with associate Clifford Berry) is credited with creating the first
true digital electronic computer during 1937-1942, while working at Iowa State University. The
Atanasoff-Berry Computer (called the ABC) was the first to use modern digital switching techniques
and vacuum tubes as switches, and it introduced the concepts of binary arithmetic and logic circuits.
This was made legally official on October 19, 1973, when following a lengthy court trial, U.S. Federal
Judge Earl R. Larson voided the ENIAC patent of Eckert and Mauchly and named Atanasoff as the
inventor of the first electronic digital computer.

Military needs during World War II caused a great thrust forward in the evolution of computers. In
1943, Alan Turing completed a secret British code-breaking computer called Colossus, which was used
to decode German secret messages. Unfortunately, Turing’s work went largely uncredited because
Colossus was kept secret until many years after the war.

Besides code-breaking, systems were needed to calculate weapons trajectory and other military func-
tions. In 1946, John P. Eckert, John W. Mauchly, and their associates at the Moore School of Electrical
Engineering at the University of Pennsylvania built the first large-scale electronic computer for the
military. This machine became known as ENIAC, the Electrical Numerical Integrator and Calculator. It
operated on 10-digit numbers and could multiply two such numbers at the rate of 300 products per
second by finding the value of each product from a multiplication table stored in its memory. ENIAC
was about 1,000 times faster than the previous generation of electromechanical relay computers.

ENIAC used approximately 18,000 vacuum tubes, occupied 1,800 square feet (167 square meters) of
floor space, and consumed around 180,000 watts of electrical power. Punched cards served as the
input and output; registers served as adders and also as quick-access read/write storage.

The executable instructions composing a given program were created via specified wiring and
switches that controlled the flow of computations through the machine. As such, ENIAC had to be
rewired and switched for each program to be run.

Although Eckert and Mauchly were originally given a patent for the electronic computer, it was later
voided and the patent awarded to John Atanasoff for creating the Atanasoff-Berry Computer.

Earlier in 1945, the mathematician John von Neumann demonstrated that a computer could have a
very simple, fixed physical structure and yet be capable of executing any kind of computation effec-
tively by means of proper programmed control without the need for any changes in hardware. In
other words, you could change the program without rewiring the system. The stored-program technique,
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as von Neumann'’s ideas are known, became fundamental for future generations of high-speed digital
computers and has become universally adopted.

The first generation of modern programmed electronic computers to take advantage of these improve-
ments appeared in 1947. This group of machines included EDVAC and UNIVAC, the first commercially
available computers. These computers included, for the first time, the use of true random access mem-
ory (RAM) for storing parts of the program and data that is needed quickly. Typically, they were pro-
grammed directly in machine language, although by the mid-1950s progress had been made in several
aspects of advanced programming. The standout of the era is the UNIVAC (Universal Automatic
Computer), which was the first true general-purpose computer designed for both alphabetical and
numerical uses. This made the UNIVAC a standard for business, not just science and the military.

Modern Computers

From UNIVAC to the present, computer evolution has moved very rapidly. The first-generation com-
puters were known for using vacuum tubes in their construction. The generation to follow would use
the much smaller and more efficient transistor.

From Tubes to Transistors

Any modern digital computer is largely a collection of electronic switches. These switches are used to
represent and control the routing of data elements called binary digits (or bits). Because of the on or
off nature of the binary information and signal routing the computer uses, an efficient electronic
switch was required. The first electronic computers used vacuum tubes as switches, and although the
tubes worked, they had many problems.

The type of tube used in early computers was called a triode and was invented by Lee De Forest in 1906.
It consists of a cathode and a plate, separated by a control grid, suspended in a glass vacuum tube. The
cathode is heated by a red-hot electric filament, which causes it to emit electrons that are attracted to
the plate. The control grid in the middle can control this flow of electrons. By making it negative, the
electrons are repelled back to the cathode; by making it positive, they are attracted toward the plate.
Thus, by controlling the grid current, you can control the on/off output of the plate.

Unfortunately, the tube was inefficient as a switch. It consumed a great deal of electrical power and gave
off enormous heat—a significant problem in the earlier systems. Primarily because of the heat they gen-
erated, tubes were notoriously unreliable—in larger systems, one failed every couple of hours or so.

The invention of the transistor, or semiconductor, was one of the most important developments lead-
ing to the personal computer revolution. The transistor was first invented in 1947 and announced in
1948 by Bell Laboratory engineers John Bardeen and Walter Brattain. Bell associate William Shockley
invented the junction transistor a few months later, and all three jointly shared the Nobel Prize in
Physics in 1956 for inventing the transistor. The transistor, which essentially functions as a solid-state
electronic switch, replaced the less-suitable vacuum tube. Because the transistor was so much smaller
and consumed significantly less power, a computer system built with transistors was also much
smaller, faster, and more efficient than a computer system built with vacuum tubes.

Transistors are made primarily from the elements silicon and germanium, with certain impurities
added. Depending on the impurities added—its electron content—the material becomes known as
either N-Type (negative) or P-Type (positive). Both types are conductors, allowing electricity to flow in
either direction. However, when the two types are joined, a barrier is formed where they meet that
allows current to flow in only one direction when a voltage is present in the right polarity. This is
why they are typically called semiconductors.

A transistor is made by placing two P-N junctions back to back. They are made by sandwiching a thin
wafer of one type of semiconductor material between two wafers of the other type. If the wafer in
between is made from P-type material, the transistor is designated a NPN. If the wafer in between is
N-type, the transistor is designated PNP.
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In an NPN transistor, the N-type semiconductor material on one side of the wafer is called the emitter
and is normally connected to a negative current. The P-type material in the center is called the base,
and the N-type material on the other side of the base is called the collector.

An NPN transistor compares to a triode tube such that the emitter is equivalent to the cathode, the
base is equivalent to the grid, and the collector is equivalent to the plate. By controlling the current at
the base, you can control the flow of current between the emitter and collector.

Compared to the tube, the transistor is much more efficient as a switch and can be miniaturized to
microscopic scale. In June 2001, Intel researchers unveiled the world’s smallest and fastest silicon tran-
sistors, only 20 nanometers (billionths of a meter) in size. These are expected to appear in PC proces-
sors in the year 2007, which will have one billion transistors running at speeds of 20GHz! By
comparison, in 2001 the AMD Athlon XP had more than 37.5 million transistors, and the Pentium 4
had more than 42 million transistors.

The conversion from tubes to transistors began the trend toward miniaturization that continues to
this day. Today’s small laptop (or palmtop) PC systems, which run on batteries, have more computing
power than many earlier systems that filled rooms and consumed huge amounts of electrical power.

Although vacuum tubes have been replaced in virtually all consumer applications by transistors and
integrated circuits, they remain popular for high-end audio applications because they produce a
warmer and richer sound than transistors do. Because computers are increasingly used for audio pro-
cessing and playback, Acer’s Aopen division has released a motherboard (the AX4B-533 Tube) that uses
a dual-triode tube along with a special noise-reduction design to produce excellent music playback.

Integrated Circuits
The third generation of modern computers is known for using integrated circuits instead of individual
transistors. In 1959, engineers at Texas Instruments invented the integrated circuit (IC), a semiconduc-
tor circuit that contains more than one transistor on the same base (or substrate material) and con-
nects the transistors without wires. The first IC contained only six transistors. By comparison, the
Intel Pentium Pro microprocessor used in many of today’s high-end systems has more than 5.5 mil-
lion transistors, and the integral cache built into some of these chips contains as many as an addi-
tional 32 million transistors! Today, many ICs have transistor counts in the multimillion range.

The First Microprocessor

Intel was founded on July 18, 1968, by Robert Noyce, Gordon Moore, and Andrew Grove. They had a
specific goal: to make semiconductor memory practical and affordable. This was not a given at the
time, considering that silicon chip-based memory was at least 100 times more expensive than the mag-
netic core memory commonly used in those days. At the time, semiconductor memory was going for
about a dollar a bit, whereas core memory was about a penny a bit. Noyce said, “All we had to do was
reduce the cost by a factor of a hundred; then we’d have the market; and that’s basically what we did.”

By 1970, Intel was known as a successful memory chip company, having introduced a 1Kb memory
chip much larger than anything else available at the time. (1Kb equals 1,024 bits, and a byte equals 8
bits. This chip, therefore, stored only 128 bytes—not much by today’s standards.) Known as the 1103
dynamic random access memory (DRAM), it became the world’s largest-selling semiconductor device
by the end of the following year. By this time, Intel had also grown from the core founders and a
handful of others to more than 100 employees.

Because of Intel’s success in memory chip manufacturing and design, Japanese manufacturer Busicom
asked Intel to design a set of chips for a family of high-performance programmable calculators. At the
time, all logic chips were custom designed for each application or product. Because most chips had to
be custom designed specific to a particular application, no one chip could have any widespread usage.

Busicom’s original design for its calculator called for at least 12 custom chips. Intel engineer Ted Hoff
rejected the unwieldy proposal and instead designed a single-chip, general-purpose logic device that
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retrieved its application instructions from semiconductor memory. As the core of a four-chip set, a
program could control this central processing unit and essentially tailor its function to the task at
hand. The chip was generic in nature, meaning it could function in designs other than calculators.
Previous designs were hard-wired for one purpose, with built-in instructions; this chip would read a
variable set of instructions from memory, which would control the function of the chip. The idea was
to design, on a single chip, almost an entire computing device that could perform various functions,
depending on which instructions it was given.

There was one problem with the new chip: Busicom owned the rights to it. Hoff and others knew that
the product had almost limitless application, bringing intelligence to a host of “dumb” machines.
They urged Intel to repurchase the rights to the product. While Intel founders Gordon Moore and
Robert Noyce championed the new chip, others within the company were concerned that the product
would distract Intel from its main focus—making memory. They were finally convinced by the fact
that every four-chip microcomputer set included two memory chips. As the director of marketing at
the time recalled, “Originally, I think we saw it as a way to sell more memories, and we were willing
to make the investment on that basis.”

Intel offered to return Busicom’s $60,000 investment in exchange for the rights to the product.
Struggling with financial troubles, the Japanese company agreed. Nobody else in the industry at the
time, even at Intel, realized the significance of this deal. Of course, it paved the way for Intel’s future
in processors. The result was the 1971 introduction of the 4-bit Intel 4004 microcomputer set (the
term microprocessor was not coined until later). Smaller than a thumbnail and packing 2,300 transis-
tors with 10-micron (millionth of a meter) spacing, the $200 chip delivered as much computing
power as the first electronic computer, ENIAC. By comparison, ENIAC relied on 18,000 vacuum tubes
packed into 3,000 cubic feet (85 cubic meters) when it was built in 1946. The 4004 ran at 108KHz
(just over one tenth of 1IMHz) and executed 60,000 operations in 1 second—primitive by today’s stan-
dards, but a major breakthrough at the time.

Intel introduced the 8008 microcomputer in 1972, which processed 8 bits of information at a time,

twice as much as the original chip. By 1981, Intel’s microprocessor family had grown to include the
16-bit 8086 and the 8-bit 8088 processors. These two chips garnered an unprecedented 2,500 design
wins in a single year. Among those designs was a product from IBM that was to become the first PC.

In 1982, Intel introduced the 286 chip. With 134,000 transistors, it provided about three times the
performance of other 16-bit processors of the time. Featuring on-chip memory management, the 286
also offered software compatibility with its predecessors. This revolutionary chip was first used in
IBM’s benchmark PC-AT, the system upon which all modern PCs are based.

In 1985 came the Intel 386 processor. With a new 32-bit architecture and 275,000 transistors, the chip
could perform more than five million instructions every second (MIPS). Compaq’s DESKPRO 386 was
the first PC based on the new microprocessor.

Next out of the gate was the Intel 486 processor in 1989. The 486 had 1.2 million transistors and the
first built-in math coprocessor. It was some 50 times faster than the original 4004, equaling the per-
formance of some mainframe computers.

Then, in 1993, Intel introduced the first P5 family (586) processor, called the Pentium, setting new
performance standards with up to five times the performance of the Intel486 processor. The Pentium
processor used 3.1 million transistors to perform up to 90 MIPS—now up to about 1,500 times the
speed of the original 4004.

Note

Intel’s change from using numbers (386,/486) to names (Pentium,/Pentium Pro| for its processors was based on the fact

that it could not secure a registered trademark on a number and therefore could not prevent its competitors from using
those same numbers on clone chip designs.
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The first processor in the P6 (686) family, called the Pentium Pro processor, was introduced in 1995.
With 5.5 million transistors, it was the first to be packaged with a second die containing high-speed
L2 memory cache to accelerate performance.

Intel revised the original P6 (686/Pentium Pro) and introduced the Pentium II processor in May 1997.
Pentium II processors had 7.5 million transistors packed into a cartridge rather than a conventional
chip, allowing them to attach the L2 cache chips directly on the module. The Pentium II family was
augmented in April 1998, with both the low-cost Celeron processor for basic PCs and the high-end
Pentium II Xeon processor for servers and workstations. Intel followed with the Pentium IIT in 1999,
essentially a Pentium II with Streaming SIMD Extensions (SSE) added.

Around the time the Pentium was establishing its dominance, AMD acquired NexGen, who had been
working on its Nx686 processor. AMD incorporated that design along with a Pentium interface into
what would be called the AMD K6. The K6 was both hardware and software compatible with the
Pentium, meaning it plugged into the same Socket 7 and could run the same programs. As Intel
dropped its Pentium in favor of the Pentium II and III, AMD continued making faster versions of the
K6 and made huge inroads in the low-end PC market.

During 1998, Intel became the first to integrate L2 cache directly on the processor die (running at the
full speed of the processor core), dramatically increasing performance. This was first done on the
second-generation Celeron processor (based on the Pentium II core), as well as the Pentium IIPE
(performance-enhanced) chip used only in notebook systems. The first high-end desktop PC chip
with on-die full-core speed L2 cache was the second-generation (Coppermine core) Pentium III intro-
duced in late 1999. After this, all the major processor manufacturers also integrated the L2 cache on
the processor die, a trend that continues today.

AMD introduced the Athlon in 1999 to compete with Intel head to head in the high-end desktop PC
market. The Athlon became very successful, and it seemed for the first time that Intel had some real
competition in the higher-end systems.

The year 2000 saw both companies introduce more new chips to the market. AMD premiered both its
Athlon Thunderbird and Duron processors. The Duron is essentially an Athlon with a smaller L2
cache designed for lower-cost systems, whereas the Thunderbird uses a more integrated on-die cache
to ratchet up the Athlon’s performance. The Duron is a lower-cost chip primarily targeted as competi-
tion for Intel’s lower-cost Celeron processors.

Intel introduced the Pentium 4 in late 2000, the latest processor in the Intel Architecture 32-bit
(IA-32) family. It also announced the Itanium processor (code named Merced), which is the first IA-64
(Intel Architecture-64 bit) processor. Itanium is Intel’s first processor with 64-bit instructions and is
opening a whole new category of operating systems and applications while still remaining backward
compatible with 32-bit software.

2000 also saw another significant milestone written into the history books when both Intel and AMD
crossed the 1GHz barrier, a speed that many thought could never be accomplished.

See “Intel ltanium and ltanium 2," p. 187.

In 2001, Intel introduced a Pentium 4 version running at 2GHz, the first PC processor to achieve that
speed. AMD also introduced the Athlon XP, based on its newer Palomino core, as well as the Athlon
MP, designed for multiprocessor server systems. During 2001, both AMD and Intel continued to
increase the speed of their chips and enhance the existing Pentium III/Celeron, Pentium 4, and
Athlon/Duron processors.

In 2002, Intel released a Pentium 4 version running at 3.06GHz, the first PC processor to achieve that
speed. This and subsequent 3GHz+ processors feature Intel’s hyper-threading (HT) technology, which
turns the processor into a virtual dual-processor configuration. By running two application threads at
the same time, HT-enabled processors can perform tasks at speeds 25%-40% faster than non-HT-enabled
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processors can. HT technology is also compatible with Windows XP Home Edition, which doesn’t sup-
port dual-processor motherboards.

In 2003, AMD released its first 64-bit processor: the Athlon 64 (previously code named ClawHammer
or K8). Unlike Intel’s first 64-bit processors, the server-oriented Itanium and Itanium 2, which are
optimized for a new 64-bit architecture and are relatively slow at running 32-bit x86 instructions used
by conventional processors, the Athlon 64 is a 64-bit extension of the x86 family typified by the
Athlon, Pentium 4, and earlier processors. Thus, the Athlon 64 runs 32-bit software as quickly as it
runs 64-bit software.

History of the PC

The fourth and current generation of the modern computer includes those that incorporate micro-
processors in their designs. Of course, part of this fourth generation of computers is the personal com-
puter, which itself was made possible by the advent of low-cost microprocessors and memory.

Birth of the Personal Computer

In 1973, some of the first microcomputer kits based on the 8008 chip were developed. These kits were
little more than demonstration tools and didn’t do much except blink lights. In late 1973, Intel intro-
duced the 8080 microprocessor, which was 10 times faster than the earlier 8008 chip and addressed
64KB of memory. This was the breakthrough the personal computer industry had been waiting for.

A company called MITS introduced the Altair kit in a cover story in the January 1975 issue of Popular
Electronics. The Altair kit, considered the first personal computer, included an 8080 processor, a power
supply, a front panel with a large number of lights, and 256 bytes (not kilobytes) of memory. The kit

sold for $395 and had to be assembled. Assembly back then meant you got out your soldering iron to
actually finish the circuit boards, not like today where you can assemble a system of premade compo-
nents with nothing more than a screwdriver.

The Altair included an open architecture system bus called the S-100 bus because it had 100 pins per
slot. The open architecture meant that anybody could develop boards to fit in these slots and inter-
face to the system. This prompted various add-ons and peripherals from numerous aftermarket com-
panies. The new processor inspired software companies to write programs, including the CP/M
(control program for microprocessors) operating system and the first version of the Microsoft BASIC
(beginners all-purpose symbolic instruction code) programming language.

IBM introduced what can be called its first personal computer in 1975. The Model 5100 had 16KB of
memory, a built-in 16-line-by-64-character display, a built-in BASIC language interpreter, and a built-
in DC-300 cartridge tape drive for storage. The system’s $9,000 price placed it out of the mainstream
personal computer marketplace, which was dominated by experimenters (affectionately referred to as
hackers) who built low-cost kits ($500 or so) as a hobby. Obviously, the IBM system was not in compe-
tition for this low-cost market and did not sell as well by comparison.

The Model 5100 was succeeded by the 5110 and 5120 before IBM introduced what we know as the
IBM Personal Computer (Model 5150). Although the 5100 series preceded the IBM PC, the older sys-
tems and the 5150 IBM PC had nothing in common. The PC that IBM turned out was more closely
related to the IBM System/23 DataMaster, an office computer system introduced in 1980. In fact,
many of the engineers who developed the IBM PC had originally worked on the DataMaster.

In 1976, a new company called Apple Computer introduced the Apple I, which originally sold for
$666.66. The selling price was an arbitrary number selected by one of Apple’s cofounders, Steve Jobs.
This system consisted of a main circuit board screwed to a piece of plywood; a case and power supply
were not included. Only a few of these computers were made, and they reportedly have sold to collec-
tors for more than $20,000. The Apple II, introduced in 1977, helped set the standard for nearly all
the important microcomputers to follow, including the IBM PC.
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The microcomputer world was dominated in 1980 by two types of computer systems. One type, the
Apple 1I, claimed a large following of loyal users and a gigantic software base that was growing at a
fantastic rate. The other type, CP/M systems, consisted not of a single system but of all the many sys-
tems that evolved from the original MITS Altair. These systems were compatible with one another and
were distinguished by their use of the CP/M operating system and expansion slots, which followed
the S-100 standard. All these systems were built by a variety of companies and sold under various
names. For the most part, however, these systems used the same software and plug-in hardware. It is
interesting to note that none of these systems was PC compatible or Macintosh compatible, the two
primary standards in place today.

A new competitor looming on the horizon was able to see that to be successful, a personal computer
needed to have an open architecture, slots for expansion, a modular design, and healthy support from
both hardware and software companies other than the original manufacturer of the system. This com-
petitor turned out to be IBM, which was quite surprising at the time because IBM was not known for sys-
tems with these open-architecture attributes! IBM, in essence, became more like the early Apple, and
Apple itself became like everybody expected IBM to be. The open architecture of the forthcoming IBM PC
and the closed architecture of the forthcoming Macintosh caused a complete turnaround in the industry.

The IBM Personal Computer

At the end of 1980, IBM decided to truly compete in the rapidly growing low-cost personal computer
market. The company established the Entry Systems Division, located in Boca Raton, Florida, to
develop the new system. The division was located intentionally far away from IBM’s main headquar-
ters in New York, or any other IBM facilities, so that this new division would be able to operate inde-
pendently as a separate unit. This small group consisted of 12 engineers and designers under the
direction of Don Estridge and was charged with developing IBM'’s first real PC. (IBM considered the
previous 5100 system, developed in 1975, to be an intelligent programmable terminal rather than a
genuine computer, even though it truly was a computer.) Nearly all these engineers had come to the
new division from the System/23 DataMaster project, which was a small office computer system intro-
duced in 1980 and was the direct predecessor of the IBM PC.

Much of the PC'’s design was influenced by the DataMaster design. In the DataMaster’s single-piece
design, the display and keyboard were integrated into the unit. Because these features were limiting,
they became external units on the PC, although the PC keyboard layout and electrical designs were
copied from the DataMaster.

Several other parts of the IBM PC system also were copied from the DataMaster, including the expan-
sion bus (or input/output slots), which included not only the same physical 62-pin connector, but
also almost identical pin specifications. This copying of the bus design was possible because the PC
used the same interrupt controller as the DataMaster and a similar direct memory access (DMA) con-
troller. Also, expansion cards already designed for the DataMaster could easily be redesigned to func-
tion in the PC.

The DataMaster used an Intel 8085 CPU, which had a 64KB address limit and an 8-bit internal and
external data bus. This arrangement prompted the PC design team to use the Intel 8088 CPU, which
offered a much larger (1IMB) memory address limit and an internal 16-bit data bus, but only an 8-bit
external data bus. The 8-bit external data bus and similar instruction set enabled the 8088 to be easily
interfaced into the earlier DataMaster designs.

IBM brought its system from idea to delivery of functioning systems in one year by using existing
designs and purchasing as many components as possible from outside vendors. The Entry Systems
Division was granted autonomy from IBM’s other divisions and could tap resources outside the com-
pany, rather than go through the bureaucratic procedures that required exclusive use of IBM resources.
IBM contracted out the PC’s languages and operating system to a small company named Microsoft. That
decision was the major factor in establishing Microsoft as the dominant force in PC software today.
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Note

It is interesfing to note that IBM had originally contacted Digital Research (the company that created CP/M, then the most

popular personal computer operating system) fo have it develop an operating system for the new IBM PC. However,
Digital was leery of working with IBM and especially balked at the nondisclosure agreement IBM wanted Digital to sign.
Microsoft jumped on the opportunity left open by Digital Research and, consequently, has become one of the largest soft-
ware companies in the world. IBM's use of outside vendors in developing the PC was an open invitation for the aftermar-
ket to jump in and support the system—and it did.

On August 12, 1981, a new standard was established in the microcomputer industry with the debut of
the IBM PC. Since then, hundreds of millions of PC-compatible systems have been sold, as the origi-
nal PC has grown into an enormous family of computers and peripherals. More software has been
written for this computer family than for any other system on the market.

The PC Industry More Than 20 Years Later

In the more than 20 years since the original IBM PC was introduced, many changes have occurred.
The IBM-compatible computer, for example, advanced from a 4.77MHz 8088-based system to 3GHz or
faster Pentium 4-based systems—about 20,000 times faster than the original IBM PC (in actual pro-
cessing speed, not just clock speed). The original PC had only one or two single-sided floppy drives
that stored 160KB each using DOS 1.0, whereas modern systems easily can have 200GB (200 billion
bytes) or more of hard disk storage.

A rule of thumb in the computer industry (called Moore’s Law, originally set forth by Intel cofounder
Gordon Moore) is that available processor performance and disk-storage capacity doubles every one
and a half to two years, give or take.

Since the beginning of the PC industry, this pattern has held steady, and if anything, seems to be
accelerating.

In addition to performance and storage capacity, another major change since the original IBM PC was
introduced is that IBM is not the only manufacturer of PC-compatible systems. IBM originated the
PC-compatible standard, of course, but today it no longer sets the standards for the system it origi-
nated. More often than not, new standards in the PC industry are developed by companies and orga-
nizations other than IBM.

Today, it is Intel, Microsoft, and to an extent AMD who are primarily responsible for developing and
extending the PC hardware and software standards. Some have even taken to calling PCs “Wintel”
systems, owing to the dominance of the first two companies. Although AMD originally produced
Intel processors under license and later produced low-cost, pin-compatible counterparts to Intel’s 486
and Pentium processors (AMD 486, K5/K6), starting with the Athlon, AMD has created completely
unique processors that have been worthy rivals to Intel’s Pentium II, III, and 4 models.

In more recent years, Intel, Microsoft, and AMD have carried the evolution of the PC forward. The
introduction of hardware standards such as the Peripheral Component Interconnect (PCI) bus,
Accelerated Graphics Port (AGP) bus, ATX and NLX motherboard form factors, processor socket and
slot interfaces, and numerous others show that Intel is really pushing PC hardware design these days.
Intel is also responsible for the motherboard chipsets used to support these features, enabling its
newest processors to be immediately available in systems. AMD also makes chipsets for its own
processors, but AMD chipsets have acted primarily as reference designs for other vendors to improve
upon. Consequently, AMD-based systems often offer much more aggressive customization features
than Intel-based systems at a lower cost. In a similar fashion, Microsoft is pushing the software side of
things with the continual evolution of the Windows operating system as well as applications such as
the Office suite. Both Intel and Microsoft continue to capitalize on the widespread popularity of the
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Internet, multimedia, and other types of rich media. Such uses as interactive gaming, DVD editing,
broadband Internet access, and photo-quality printing are giving more and more people important
reasons to use a PC. Even though recent sales have leveled off from the explosive growth of the
mid-to-late 1990s, the reality is that most people who want to use a PC for a business or recreational
task have one. Today, literally hundreds of system manufacturers follow the collective PC standard
and produce computers that are fully PC compatible. In addition, thousands of peripheral manufac-
turers produce components that expand and enhance PC-compatible systems.

PC-compatible systems have thrived not only because compatible hardware can be assembled easily,
but also because the primary operating system was available not from IBM but from a third party
(Microsoft). The core of the system software is the basic input/output system (BIOS), and this was also
available from third-party companies, such as AMI, Phoenix, and others. This situation enabled other
manufacturers to license the operating system and BIOS software and sell their own compatible sys-
tems. The fact that DOS borrowed the functionality and user interface from both CP/M and Unix
probably had a lot to do with the amount of software that became available. Later, with the success of
Windows, even more reasons would exist for software developers to write programs for PC-compatible
systems.

One reason Apple Macintosh systems never enjoyed the extreme success of PC systems is that Apple
controls all the primary systems software (BIOS and OS) and, with one short-lived exception, has
refused to license it to other companies for use in compatible systems.

After years of declining market share, Apple seemed to recognize that refusing to license its operating
system was a flawed stance and in the mid-1990s licensed its software to third-party manufacturers
such as Power Computing. After a short time, though, Apple canceled its licensing agreements with
other manufacturers. Because Apple remains essentially a closed system, other companies cannot
develop compatible machines, meaning Apple-compatible systems are available from only one
source: Apple. Although the development of low-cost models such as the iMac and Apple’s contin-
ued popularity with educators and artists have helped Apple maintain and modestly increase its mar-
ket share, Apple will never effectively compete with the PC-compatible juggernaut because of its
closed-system approach. It is fortunate for the computing public as a whole that IBM created a more
open and extendible standard, which today finds systems being offered by hundreds of companies in
thousands of configurations. This type of competition among manufacturers and vendors of PC-
compatible systems is the reason such systems offer so much performance and so many capabilities
for the money.

The PC continues to thrive and prosper, and new technology continues to be integrated into these
systems, enabling them to grow with the times. These systems offer a high value for the money and
have plenty of software available to run on them. It's a safe bet that PC-compatible systems will domi-
nate the personal computer marketplace for the next 20 years.

Moore’s Law

In 1965, Gordon Moore was preparing a speech about the growth frends in computer memory and made an inferesting
observation. When he began to graph the data, he realized a striking frend existed. Each new chip confained roughly
twice as much capacity as ifs predecessor, and each chip was released within 18-24 months of the previous chip. If this

trend continued, he reasoned, computing power would rise exponentially over relatively brief periods of time.

Moore’s observation, now known as Moore's Law, described a trend that has continued fo this day and is sfill remarkably
accurate. It was found to not only describe memory chips, but also accurately describe the growth of processor power
and disk drive storage capacity. It has become the basis for many industry performance forecasts. As an example, in 30
years the number of fransisfors on a processor chip increased more than 18,000 times, from 2,300 transistors on the
4004 processor in 1971 to more than 140 million fransistors on the Pentium Il Xeon processor in May 2000. By 2007,
Infel expects to release processors with one billion fransistors running af 20GHz speeds.
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What does the future hold? For PCs, one thing is sure: They will continue to become faster, smaller,
more versatile, and cheaper. According to Gordon Moore, computing power continues to increase at a
rate of about double the power every two years or less. This has held true not only for speed but for
storage capacity as well. This means that computers you will purchase two years from now will be
about twice as fast and store twice as much as what you can purchase today. The really amazing part
is that this rapid pace of evolution shows no signs of letting up; in fact, the pace might be increasing.
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What Is a PC?

I normally ask the question, “What exactly is a PC?” when I begin one of my PC hardware seminars.
Of course, most people immediately answer that PC stands for personal computer, which in fact it does.
They might then continue by defining a personal computer as any small computer system purchased
and used by an individual. Unfortunately, that definition is not nearly precise or accurate enough for
our purposes. I agree that a PC is a personal computer, but not all personal computers are PCs. For
example, an Apple Macintosh system is clearly a personal computer, but nobody I know would call a
Mac a PC, least of all Mac users! For the true definition of what a PC is, you must look deeper.

Calling something a PC implies that it is something much more specific than just any personal com-
puter. One thing it implies is a family relation to the original IBM PC from 1981. In fact, Ill go so far as
to say that IBM literally invented the type of computer we call a PC today; that is, IBM designed and cre-
ated the very first one, and IBM originally defined and set all the standards that made the PC distinctive
from other personal computers. Note that it is very clear in my mind—as well as in the historical
record—that IBM did not invent the personal computer. (Most recognize the historical origins of the per-
sonal computer in the MITS Altair, introduced in 1975.) So, IBM did not invent the personal computer,
but it did invent what today we call the PC. Some people might take this definition a step further and
define a PC as any personal computer that is “IBM compatible.” In fact, many years back, PCs were
called either IBM compatibles or IBM clones, in essence paying homage to the origins of the PC at IBM.

The reality today is that although IBM clearly designed and created the first PC in 1981 and con-
trolled the development and evolution of the PC standard for several years thereafter, IBM is no
longer in control of the PC standard; that is, it does not dictate what makes up a PC today. IBM lost
control of the PC standard in 1987 when it introduced its PS/2 line of systems. Up until then, other
companies that were producing PCs literally copied IBM’s systems right down to the chips; connec-
tors; and even the shapes (form factors) of the boards, cases, and power supplies. After 1987, IBM
abandoned many of the standards it created in the first place. That’s why for many years now I have
refrained from using the designation “IBM compatible” when referring to PCs.

If a PC is no longer an IBM-compatible system, what is it? The real question seems to be, “Who is in
control of the PC standard today?” That question is best broken down into two parts. First, who is in
control of PC software? Second, who is in control of PC hardware?

Who Controls PC Software?

Most of the people in my seminars don’t even hesitate for a split second when I ask this question;
they immediately respond, “Microsoft!” I don’t think there is any argument with that answer.
Microsoft clearly controls the operating systems used on PCs, which have migrated from the original
MS-DOS to Windows 3.1/95/98/Me, Windows NT/2000, and now Windows XP.

Microsoft has effectively used its control of the PC operating system as leverage to also control other
types of PC software, such as utilities and applications. For example, many utility programs originally
offered by independent companies, such as disk caching, disk compression, file defragmentation, file
structure repair, and even simple applications such as calculator and notepad programs, are now bun-
dled in (included with) Windows. Microsoft has even bundled more comprehensive applications such as
Web browsers, ensuring an automatic installed base for these applications—much to the dismay of com-
panies who produce competing versions. Microsoft has also leveraged its control of the operating system
to integrate its own networking software and applications suites more seamlessly into the operating sys-
tem than others. That’s why it now dominates most of the PC software universe, from operating systems
to networking software to utilities, from word processors to database programs to spreadsheets.

In the early days of the PC, when IBM was clearly in control of the PC hardware standard, it hired
Microsoft to provide most of the core software for the PC. IBM developed the hardware, wrote the
basic input/output system (BIOS), and then hired Microsoft to develop the disk operating system
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(DOS), as well as several other programs and utilities for the PC. In what was later viewed as perhaps
the most costly business mistake in history, IBM failed to secure exclusive rights to the DOS it had
contracted from Microsoft, either by purchasing it outright or by an exclusive license agreement.
Instead, IBM licensed it non-exclusively, which subsequently allowed Microsoft to sell the same
MS-DOS code it developed for IBM to any other company that was interested. Early PC cloners such
as Compagq eagerly licensed this same operating system code, and suddenly consumers could purchase
the same basic MS-DOS operating system with several different company names on the box. In retro-
spect, that single contractual error made Microsoft into the dominant software company it is today
and subsequently caused IBM to lose control of the very PC standard it had created.

As a writer myself (of words, not software), I can appreciate what an incredible oversight this was.
Imagine that a book publisher comes up with a great idea for a very popular book and then contracts
with and subsequently pays an author to write it. Then, by virtue of a poorly written contract, the
author discovers that he can legally sell the very same book (perhaps with a different title) to all the
competitors of the original publisher. Of course, no publisher I know would allow this to happen; yet
that is exactly what IBM allowed Microsoft to do back in 1981. By virtue of its deal with Microsoft,
IBM had essentially lost control of the software it commissioned for its new PC from day one.

It is interesting to note that in the PC business, software enjoys copyright protection, whereas hardware
can be protected only by patents, which are difficult, time-consuming, and expensive to get and which
also expire after 17 years. To patent something requires that it be a unique and substantially new design.
This made it impossible to patent most aspects of the IBM PC because it was designed using previously
existing parts that anybody could purchase off the shelf! In fact, most of the important parts for the
original PC came from Intel, such as the 8088 processor, 8284 clock generator, 8253/54 timer, 8259
interrupt controller, 8237 DMA (direct memory access) controller, 8255 peripheral interface, and 8288
bus controller. These chips made up the heart and soul of the original PC motherboard.

Because the design of the original PC was not wholly patentable, anybody could duplicate the hardware
of the IBM PC. All she had to do was purchase the same chips from the same manufacturers and suppli-
ers IBM used and design a new motherboard with a similar circuit. Seemingly as if to aid in this, IBM
even published complete schematic diagrams of its motherboards and all its adapter cards in very
detailed and easily available technical reference manuals. I have several of these early IBM manuals and
still refer to them from time to time for specific component-level PC design information. In fact, I still
recommend these original manuals to anybody who wants to delve deeply into PC hardware design.

The difficult part of copying the IBM PC was the software, which is protected by copyright law.
Phoenix Software (today known as Phoenix Technologies) was among the first to develop a legal way
around this problem, which enabled it to functionally duplicate (but not exactly copy) software such
as the BIOS. The BIOS is defined as the core set of control software that drives the hardware devices in
the system directly. These types of programs are normally called device drivers, so in essence, the BIOS
is a collection of all the core device drivers used to operate and control the system hardware. The
operating system (such as DOS or Windows) uses the drivers in the BIOS to control and communicate
with the various hardware and peripherals in the system.

See Chapter 5, "BIOS," p. 365.

Phoenix’s method for legally duplicating the IBM PC BIOS was an ingenious form of reverse-engineering.
It hired two teams of software engineers, the second of which had to be specially screened to consist
only of people who had never before seen or studied the IBM BIOS code. The first team did study the
IBM BIOS and wrote as complete a description of what it did as possible. The second team read the
description written by the first team and set out to write from scratch a new BIOS that did everything the
first team described. The end result was a new BIOS written from scratch with code that, although not
identical to IBM’s, had exactly the same functionality.

Phoenix called this a “clean room” approach to reverse-engineering software, and it can escape any legal
attack. Because IBM’s original PC BIOS consisted of only 8KB of code and had limited functionality,
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duplicating it through the clean room approach was not very difficult nor time-consuming. As the IBM
BIOS evolved, Phoenix—as well as the other BIOS companies—found that keeping up with any changes
IBM made was relatively easy. Discounting the power on self test (POST) or BIOS Setup program (used for
configuring the system) portion of the BIOS, most motherboard BIOSs, even today, have only about
32KB-128KB of active code. Today, Phoenix and American Megatrends (AMI) are the leading developers
of BIOS software for PC system and motherboard manufacturers. A third major producer of BIOS software,
Award Software, is owned by Phoenix Technologies, which continues to sell Award BIOS-based products.

After the hardware and BIOS of the IBM PC were duplicated, all that was necessary to produce a fully
IBM-compatible system was DOS. Reverse-engineering DOS, even with the clean room approach,
would have been a daunting task because DOS is much larger than the BIOS and consists of many
more programs and functions. Also, the operating system has evolved and changed more often than
the BIOS, which by comparison has remained relatively constant. This means that the only way to get
DOS on an IBM compatible was to license it. This is where Microsoft came in. Because IBM (who hired
Microsoft to write DOS in the first place) did not ensure that Microsoft signed an exclusive license
agreement, Microsoft was free to sell the same DOS it designed for IBM to anybody else who wanted it.
With a licensed copy of MS-DOS, the last piece was in place and the floodgates were open for IBM-
compatible systems to be produced whether IBM liked it or not.

In retrospect, this is exactly why there are no clones or compatibles of the Apple Macintosh system. It
is not that Mac systems can’t be duplicated; in fact, Mac hardware is fairly simple and easy to produce
using off-the-shelf parts. The real problem is that Apple owns the Mac OS as well as the BIOS, and
because Apple has seen fit not to license them, no other company can sell an Apple-compatible sys-
tem. Also, note that the Mac BIOS and OS are very tightly integrated; the Mac BIOS is very large and
complex, and it is essentially a part of the OS, unlike the much simpler and more easily duplicated
BIOS found on PCs. The greater complexity and integration has allowed both the Mac BIOS and OS to
escape any clean-room duplication efforts. This means that without Apple’s blessing (in the form of
licensing), no Mac clones are likely ever to exist.

It might be interesting to note that during 1996-1997, an effort was made by the more liberated
thinkers at Apple to license its BIOS/OS combination, and several Mac-compatible machines were
developed, produced, and sold. Companies such as Sony, Power Computing, Radius, and even
Motorola invested millions of dollars in developing these systems, but shortly after these first Mac
clones were sold, Apple rudely canceled all licensing! This was apparently the result of an edict from
Steve Jobs, who had been hired back to run the company and who was one of the original architects
of the closed-box, proprietary-design Macintosh system in the first place. By canceling these licenses,
Apple has virtually guaranteed that its systems will never be a mainstream success. Along with its
smaller market share come much higher system costs, fewer available software applications, and fewer
hardware upgrades as compared to PCs. The proprietary design also means that major repair or
upgrade components, such as motherboards, power supplies, and cases, are available only from Apple
at very high prices and upgrades of these components are usually not cost effective.

I often think that if Apple had a different view and had licensed its OS and BIOS early on, this book
might be called Upgrading and Repairing Macs instead!

Who Controls PC Hardware?

Although it is clear that Microsoft has always controlled PC software by virtue of its control over the PC
operating system, what about the hardware? It is easy to see that IBM controlled the PC hardware stan-
dard up through 1987. After all, IBM invented the core PC motherboard design; the original expansion
bus slot architecture (8/16-bit ISA bus); serial and parallel port implementations; video card design
through VGA and XGA standards; floppy and hard disk interface and controller implementations; power
supply designs; keyboard interfaces and designs; mouse interface; and even the physical shapes (form
factors) of everything from the motherboard to the expansion cards, power supplies, and system chassis.
All these pre-1987 IBM PC, XT, and AT system design features are still influencing modern systems today.
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But to me the real question is which company has been responsible for creating and inventing newer
and more recent PC hardware designs, interfaces, and standards? When I ask people that question, I
normally see some hesitation in their responses—some people say Microsoft (but it controls the soft-
ware, not the hardware), and some say Compagq or Dell, or they name a few other big-name system
manufacturers. Only a few surmise the correct answer—Intel.

I can see why many people don’t immediately realize this; I mean, how many people actually own an
Intel-brand PC? No, not just one that says “Intel inside” on it (which refers only to the system having
an Intel processor), but a system that was designed and built by, or even purchased through, Intel.
Believe it or not, I think that many—if not most—people today do have Intel PCs!

Certainly this does not mean that consumers have purchased their systems from Intel because Intel
does not sell complete PCs to end users. You can’t currently order a system from Intel, nor can you
purchase an Intel-brand system from somebody else. What I am talking about is the motherboard. In
my opinion, the single most important part in a PC system is the motherboard, and I'd say that who-
ever made your motherboard would be considered the manufacturer of your system. Even back when
IBM was the major supplier of PCs, it primarily made the motherboard and contracted out the other
components of the system (power supply, disk drives, and so on) to others.

See "Motherboard Components,” p. 227.

Many of the top-selling system manufacturers do design and make their own motherboards.
According to Computer Reseller News magazine, the top desktop systems manufacturers for the last sev-
eral years have consistently been names such as HP, Compaq (now owned by HP), and IBM. These
companies, for the most part, do design and manufacture their own motherboards, as well as many
other system components. In some cases, they even design their own chips and chipset components
for their own boards. Although sales are high for these individual companies, a larger overall segment
of the market is what those in the industry call the white-box systems.

White-box is the term used by the industry to refer to what would otherwise be called generic PCs—

that is, PCs assembled from a collection of industry-standard, commercially available components.

The white-box designation comes from the fact that most of the chassis used by this type of system
are white (or ivory or beige).

The great thing about white-box systems is that they use industry-standard components that are
interchangeable. This interchangeability is the key to future upgrades and repairs because it ensures
that a plethora of replacement parts will be available to choose from and will interchange. For many
years, I have recommended avoiding proprietary systems and recommended more industry-standard
white-box systems instead.

Companies selling white-box systems do not really manufacture the systems; they assemble them.
That is, they purchase commercially available motherboards, cases, power supplies, disk drives,
peripherals, and so on, and assemble and market everything together as complete systems. Dell,
Gateway, and Micron (now MPC) are some of the larger white-box system assemblers today, but hun-
dreds more could be listed. In overall total volume, this ends up being the largest segment of the PC
marketplace today. What is interesting about white-box systems is that, with very few exceptions, you
and I can purchase the same motherboards and other components any of the white-box manufactur-
ers can (although we would probably pay more than they do because of the volume discounts they
receive). We can assemble a virtually identical white-box system from scratch ourselves, but that is a
story for Chapter 22, “Building or Upgrading Systems.”

Note that some of these white-box companies have incredible sales—for example, Dell has taken the
top PC sales spot from Compaq (now HP), who had held it for many years. Gateway and the other
white-box system builders are not far behind.

The point of all this is, of course, that if Dell, Gateway, MPC, and others do not manufacture their
own motherboards, who does? You guessed it—Intel. Not only do those specific companies mainly
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use Intel motherboards, if you check around, you’ll find today that many of the systems in the white-
box market come with Intel motherboards. The only place Intel doesn’t have a presence is the AMD-
based systems using the Athlon or Duron.

Although this is an extreme case, one review of 10 systems in Computer Shopper magazine listed 8 out
of the 10 systems evaluated as having Intel motherboards. In fact, those 8 used the exact same Intel
motherboard. Therefore, those systems differed only in the cosmetics of the exterior case assemblies
and by which peripheral components, such as video card, disk drives, keyboard, and so on, were
selected. The funny thing was that many of the peripheral items were identical among the systems as
well. Before you compare preassembled systems from different manufacturers, be sure to get a listing
of which parts they are using; you might be surprised to see how similar the systems on the market
today can be.

Although Intel still dominates motherboard sales, that dominance has faltered somewhat from a few
years back. Because of Intel’s focus on Rambus memory during the early Pentium 4 days, many of the
lower-cost system builders switched to alternative products. Also, most of Intel’s boards are designed
to make overclocking either impossible or extremely difficult, so “hotrod” system builders typically
choose non-Intel boards.

AMD, on the other hand, manufactures processors and chipsets but not complete motherboards. For
that, AMD relies on a number of other motherboard manufacturers to make boards designed to accept
AMD processors. These boards use either the AMD chipsets or other chipsets made by third-party
companies specifically to support AMD processors. The same motherboard companies making boards
for AMD processor-based systems also make motherboards for Intel processor-based systems, in
essence competing directly with Intel’s own motherboards.

See "Chipsets,” p. 229.

How did Intel come to dominate the interior of our PCs? Intel has been the dominant PC processor
supplier since IBM chose the Intel 8088 CPU in the original IBM PC in 1981. By controlling the
processor, Intel naturally controlled the chips necessary to integrate its processors into system designs.
This naturally led Intel into the chipset business. It started its chipset business in 1989 with the 82350
Extended Industry Standard Architecture (EISA) chipset, and by 1993 it had become—along with the
debut of the Pentium processor—the largest-volume major motherboard chipset supplier. Now I imag-
ine Intel sitting there, thinking that it makes the processor and all the other chips necessary to pro-
duce a motherboard, so why not just eliminate the middleman and make the entire motherboard,
too? The answer to this, and a real turning point in the industry, came about in 1994 when Intel
became the largest-volume motherboard manufacturer in the world. And Intel has remained solidly
on top ever since. It doesn’t just lead in this category by any small margin; in fact, during 1997, Intel
made more motherboards than the next eight largest motherboard manufacturers combined, with
sales of more than 30 million boards, worth more than $3.6 billion! Note that this figure does not
include processors or chipsets—only the boards themselves. These boards end up in the various sys-
tem assembler brand PCs you and I buy, meaning that most of us are now essentially purchasing
Intel-manufactured systems, no matter who actually wielded the screwdriver.

Intel controls the PC hardware standard because it controls the PC motherboard. It not only makes
the vast majority of motherboards being used in systems today, but it also supplies the vast majority
of processors and motherboard chipsets to other motherboard manufacturers.

Intel also has had a hand in setting several recent PC hardware standards, such as the following:

B PCI (Peripheral Component Interconnect) local bus interface

B PCI Express (originally known as 3GIO), the interface elected by the PCI Special Interest Group
(PCI SIG) to replace PCI as a high-performance bus for future PCs

B Accelerated Graphics Port (AGP) interface for high-performance video cards
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B ATX motherboard form factor (and variations such as Micro-ATX and Flex-ATX), which, begin-
ning in 1996-1997, replaced the (somewhat long-in-the-tooth) IBM-designed Baby-AT form fac-
tor that had been used since the early 1980s

B NLX motherboard form factor to replace the proprietary and limited LPX design used by many
lower-cost systems, which finally brought motherboard upgradability to those systems

B Desktop Management Interface (DMI) for monitoring system hardware functions

B Dynamic Power Management Architecture (DPMA) and Advanced Power Management (APM)

standards for managing power use in the PC

Intel dominates not only the PC, but the entire semiconductor industry. According to the sales figures

compiled by Cahners In-Stat Group (inSearch Research), Intel has more than three and a half times
the sales of the next closest semiconductor company (Toshiba) and more than six times the sales of

competitor AMD (see Table 2.1).

Table 2.1 Top 25 Semiconductor Companies Ranked by 2001 Semiconductor Sales

2001 Rank Company 2001 Sales* 2000 Rank 2000 Sales*
1 Intel $23,850 1 $30,400
2 Toshiba $6,781 2 $11,388
3 STMicroelectronics $6,359 6 $7,910
4 Texas Instruments $6,100 5 $9,200
5 Samsung $5,814 4 $10,592
6 NEC $5,309 3 $10,900
7 Hitachi $5,037 8 $7,286
8 Motorola $4,828 7 $7,875
9 Infineon (Siemens) $4,558 9 $6,853
10 Philips $4,235 12 $5,837
11 IBM $3,898 17 $4,329
12 AMD $3,891 15 $4,644
13 Mitsubishi $3,473 14 $4,740
14 Matsushita $3,176 18 $4,150
15 Fujitsu $3,084 16 $4,470
16 Agere Systems (Lucent) $3,051 13 $4,875
17 Sanyo $2,675 20 $3,260
18 Hynix $2,450 11 $6,400
19 Micron $2,411 10 $6,448
20 Sony $2,100 19 $3,300
21 Ano|og Devices $1,897 21 $2,571
22 Sharp $1,858 22 $2,550
23 Agilent (HP) $1,671 24 $2,400
24 National Semiconductor $1,626 25 $2,301
25 LS| Logic $1,597 23 $2,448

*Dollars in millions
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As you can see by these figures, it is no wonder that a popular industry news Web site called The
Register (http://www.theregister.co.uk) uses the term “Chipzilla” when referring to the industry
giant. Also note from Table 2.1 the terrible downturn felt throughout the entire industry in 2001.
Sales for many companies were down by 1/3-1/2 or more.

Whoever controls the operating system controls the software for the PC, and whoever controls the
processor—and therefore the motherboard—controls the hardware. Because Microsoft and Intel
together seem to control software and hardware in the PC today, it is no wonder the modern PC is
often called a “Wintel” system.

PC Design Guides

Even though Intel controls PC hardware, Microsoft recognizes its power over the PC from the operat-
ing system perspective and has been collaborating with Intel. Together, they have released a series of
documents called the “PC xx Design Guides” (where xx designates the year) as a set of standard speci-
fications to guide both hardware and software developers who are creating products that work with
Windows. The requirements in these guides are part of Microsoft’s “Designed for Windows” logo
requirement. In other words, if you produce either a hardware or software product and you want the
official “Designed for Windows” logo to be on your box, your product must meet the PC xx mini-
mum requirements.

Following are the documents that have been produced in this series:
B “Hardware Design Guide for Microsoft Windows 95"

“Hardware Design Guide Supplement for PC 95”

“PC 97 Hardware Design Guide”

“PC 98 System Design Guide”

“PC 99 System Design Guide”

“PC 2000 System Design Guide”

“PC 2001 System Design Guide”

These documents are available for download from the PC Design Guides Web site (http://www.
pcdesguide.org), as well as the Microsoft Web site.

These system-design guides present information for engineers who design and build personal comput-
ers, expansion cards, and peripheral devices that are to be used with Windows 9x/Me, NT/2000, and
XP operating systems. The requirements and recommendations in these guides form the basis for the
requirements of the “Designed for Windows” logo program for hardware Microsoft sponsors.

These guides include requirements for basic (desktop and mobile) systems, workstations, and even
entertainment PCs. They also address Plug and Play device configuration and power management in
PC systems; requirements for universal serial bus (USB) and IEEE-1394; and new devices supported
under Windows, including new graphics and video device capabilities, DVD, scanners and digital
cameras, and other devices.

Note

These guides do not mean anything directly for the end user; instead, they are meant to be guides for PC manufacturers to

design and build their systems. As such, they are guides or recommendations, and they do not have to be followed to the
lefter. In some ways, they are a marketcontrol tool for Intel and Microsoft to further wield their influence over PC hardware
and software. In redlity, the market often dictates that some of these recommendations are disregarded, which is one rec-
son they continue fo evolve with new versions year affer year.
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The PC 2001 System Design Guide is the most recent comprehensive design guide produced by
Microsoft and Intel. These companies now produce individual whitepapers and other resources for
this purpose. For updated system design information, see the following Web sites:

B The Microsoft Windows Platform Design — Overview site at http://www.microsoft.com/hwdev/
platform/default.asp

B The Intel developer Web site at http://developer.intel.com

System Types

»>>

PCs can be broken down into many categories. I like to break them down in two ways—by the type of
software they can run and by the motherboard host bus, or processor bus design and width. Because
this book concentrates mainly on hardware, let’s look at that first.

When a processor reads data, the data moves into the processor via the processor’s external data bus
connection. The processor’s data bus is directly connected to the processor host bus on the mother-
board. The processor data bus or host bus is also sometimes referred to as the local bus because it is
local to the processor that is connected directly to it. Any other devices connected to the host bus
essentially appear as if they are directly connected to the processor as well. If the processor has a 32-
bit data bus, the motherboard must be wired to have a 32-bit processor host bus. This means the sys-
tem can move 32 bits of data into or out of the processor in a single cycle.

See “Data |/O Bus,” p. 45.

Different processors have different data bus widths, and the motherboards designed to accept them
require a processor host bus with a matching width. Table 2.2 lists all the Intel and major Intel-
compatible processors, their data bus widths, and their internal register sizes.

Table 2.2 Intel and Intel-Compatible Processors and Their Data Bus/Register Widths

Processor Data Bus Width Register Size
8088 8-bit 16-bit
8086 16-bit 16-bit
286 16-bit 16-bit
386SX 16-bit 32-bit
386DX 32-bit 32-bit
486/AMD-5x86 32-bit 32-bit
Pentium/AMD-K6 64-bit 32-bit
Pentium Pro/Celeron/II/lI 64-bit 32-bit
AMD Duron/Athlon/Athlon XP 64-bit 32-bit
Pentium 4 64-bit 32-bit
ltanium 64-bit 64-bit
AMD Athlon 64 64-bit 64-bit

A common misconception arises in discussions of processor widths. Although the Pentium and newer
processors all have 64-bit data bus widths, their internal registers are only 32 bits wide, and they
process 32-bit commands and instructions. The Intel Itanium and AMD Athlon 64 are the first Intel-
compatible processors to have 64-bit internal registers. Thus, from a software point of view, all chips
from the 386 to the Athlon/Duron and Celeron/Pentium 4 have 32-bit registers and execute 32-bit
instructions. From the electronic or physical perspective, these 32-bit, software-capable processors
have been available in physical forms with 16-bit (3865X), 32-bit (386DX and 486), and 64-bit
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(Pentium and beyond) data bus widths. The data bus width is the major factor in motherboard and
memory system design because it dictates how many bits move in and out of the chip in one cycle.

See “Infernal Registers (Infernal Data Bus),” p. 47.

The Itanium processor has a new Intel architecture 64-bit (IA-64) instruction set, but it can also process
the same 32-bit instructions as processors ranging from the 386 through the Pentium 4. The Athlon 64
has a new x86-compatible 64-bit architecture but is designed to use 32-bit instructions written for normal
Intel or compatible x86 processors as efficiently as a normal Athlon XP or comparable processor would.

See "Processor Specifications,” p. 41.

Referring to Table 2.2, you can see that all Pentium and newer systems have a 64-bit processor bus.
Pentium processors, whether they are the original Pentium, Pentium MMX, Pentium Pro, or even the
Pentium II/IIT or 4, all have 64-bit data buses, as do comparable processors from AMD (K6 family,
Athlon, Duron, Athlon XP, and Athlon 64).

As you can see from Table 2.2, systems can be broken down into the following hardware categories:
W 8-bit W 32-bit
B 16-bit W 64-bit

What is interesting is that besides the bus width, the 16- through 64-bit systems are remarkably simi-
lar in basic design and architecture. The older 8-bit systems are very different, however. This gives us
two basic system types, or classes, of hardware:

B 8-bit (PC/XT-class) systems
B 16/32/64-bit (AT-class) systems

In this verbiage, PC stands for personal computer; XT stands for an extended PC; and AT stands for an

advanced-technology PC. The terms PC, XT, and AT, as they are used here, are taken from the original

IBM systems of those names. The XT was a PC system that included a hard disk for storage in addition
to the floppy drives found in the basic PC system. These systems had an 8-bit 8088 processor and an 8-
bit Industry Standard Architecture (ISA) bus for system expansion. The bus is the name given to expan-
sion slots in which additional plug-in circuit boards can be installed. The 8-bit designation comes from
the fact that the ISA bus found in the PC/XT class systems can send and receive only 8 bits of data in a
single cycle. The data in an 8-bit bus is sent along eight wires simultaneously, in parallel.

See “The ISA Bus,” p. 320.

16-bit and greater systems are said to be AT-class, which indicates that they follow certain standards
and that they follow the basic design first set forth in the original IBM AT system. AT is the designa-
tion IBM applied to systems that first included more advanced 16-bit (and later, 32- and 64-bit)
processors and expansion slots. AT-class systems must have a processor that is compatible with Intel
286 or higher processors (including the 386, 486, Pentium, Pentium Pro, Pentium II, and Pentium III
processors), and they must have a 16-bit or greater system bus. The system bus architecture is central
to the AT system design, along with the basic memory architecture, interrupt request (IRQ), direct
memory access (DMA), and I/O port address design. All AT-class systems are similar in the way these
resources are allocated and how they function.

The first AT-class systems had a 16-bit version of the ISA bus, which is an extension of the original
8-bit ISA bus found in the PC/XT-class systems. Eventually, several expansion slot or bus designs were
developed for AT-class systems, including the following:

B 16-bit ISA bus
B 16/32-bit Extended ISA bus
B 16/32-bit PS/2 Micro Channel Architecture (MCA) bus
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16-bit PC-Card (PCMCIA) bus

32-bit Cardbus (PCMCIA) bus

32-bit VESA Local (VL) bus

32/64-bit Peripheral Component Interconnect bus
32-bit Accelerated Graphics Port

A system with any of these types of expansion slots is by definition an AT-class system, regardless of the
actual Intel or Intel-compatible processor that is used. AT-type systems with 386 or higher processors
have special capabilities not found in the first generation of 286-based ATs. These distinct capabilities
are in the areas of memory addressing, memory management, and possible 32- or 64-bit wide access to
data. Most systems with 386DX or higher chips also have 32-bit bus architectures to take full advantage
of the 32-bit data transfer capabilities of the processor.

Until recently, PC systems continued to incorporate a 16-bit ISA slot for backward-compatibility and
lower-function adapters. However, in virtually all motherboards today, ISA slots have been completely
replaced by PCI slots along with an AGP slot (a specialized expansion slot design) available in most sys-
tems (except for a few entry-level models with integrated video) for high-performance graphics. In
addition, most portable systems use PC Card (PCMCIA) and Cardbus slots in the portable unit and PCI
slots in optional docking stations.

Chapter 4, “Motherboards and Buses,” contains in-depth information on these and other PC system buses,
including technical information such as pinouts, performance specifications, and bus operation and theory.

Table 2.3 summarizes the primary differences between the older 8-bit (PC/XT) systems and modern AT sys-
tems. This information distinguishes between these systems and includes all IBM and compatible models.

Table 2.3 Differences Between PC/XT and AT Systems

System Attributes (8-Bit) PC/XT Type (16/32/64-Bit) AT Type
Supported processors All x86 or x88 286 or higher

Processor modes Real Real/Protected/Virtual Real
Software supported 16-bit only 16- or 32-bit

Bus slot width 8-bit 16/32/64-bit

Slot type ISA only ISA, EISA, MCA, PC-Card, Cardbus, VL-Bus, PCl, and AGP
Hardware interrupts 8 (6 usable) 16 (11 usable)

DMA channels 4 (3 usable) 8 (7 usable)

Maximum RAM 1MB 16MB/4GB or more

Floppy controller speed 250Kbps 250/300/500/1,000 Kbps
Standard boot drive 360KB or 720KB 1.2MB/1.44MB/2.88MB
Keyboard interface Unidirectional Bidirectional

CMOS memory/clock None standard MC146818-compatible
Serial-port UART 82508 16450/16550A or greater

The easiest way to identify a PC/XT (8-bit) system is by the 8-bit ISA expansion slots. No matter which
processor or other features the system has, if all the slots are 8-bit ISA, the system is a PC/XT. AT (16-bit
plus) systems can be similarly identified—they have 16-bit or greater slots of any type. These can be
ISA, EISA, MCA, PC-Card (formerly PCMCIA), Cardbus, VL-Bus, or PCI. Using this information, you can
properly categorize virtually any system as a PC/XT type or an AT type. No PC/XT type (8-bit) systems
have been manufactured for many years. Unless you are in a computer museum, virtually every system
you encounter today is based on the AT-type design.



36 Chapter 2 PC Components, Features, and System Design

System Components

A modern PC is both simple and complicated. It is simple in the sense that over the years, many of
the components used to construct a system have become integrated with other components into fewer
and fewer actual parts. It is complicated in the sense that each part in a modern system performs
many more functions than did the same types of parts in older systems.

This section briefly examines all the components and peripherals in a modern PC system. Each item is
discussed further in later chapters.

The components and peripherals necessary to assemble a basic modern PC system are listed in Table 2.4.

Table 2.4 Basic PC Components

Component Description

Motherboard  The motherboard is the core of the system. It really is the PC; everything else is connected fo it, and it
controls everything in the system. Motherboards are covered in detail in Chapter 4.

Processor The processor is often thought of as the “engine” of the computer. It's also called the CPU (central pro-
cessing unit). Processors are covered in detail in Chapter 3, “Microprocessor Types and Specifications.”

Memory The system memory is often called RAM (for random access memory). This is the primary memory,

(RAM) which holds all the programs and data the processor is using at a given time. Memory is discussed in

Chapter 6, “Memory.”

Case/chassis  The case is the frame or chassis that houses the motherboard, power supply, disk drives, adapter cards,
and any other physical components in the system. The case is covered in detail in Chapter 21,
“Power Supply and Chassis/Case.”

Power supply  The power supply feeds electrical power to every single part in the PC. The power supply is covered in
detail in Chapter 21.

Floppy drive  The floppy drive is a simple, inexpensive, low-capacity, removable-media, magnetic-storage device.
Many recent systems use other types of removable magnetic or USB-based flash memory devices
instead of floppy drives for removable storage. Floppy drives are covered in detail in Chapter 11,
“Floppy Disk Storage,” and other removable-media drives are covered in Chapter 12, “High-Capacity
Removable Storage.”

Hard drive The hard disk is the primary archival storage memory for the system. Hard disk drives are also dis-
cussed in Chapter 10, “Hard Disk Storage.”

CD or CD (compact disc) and DVD (digital versatile disc) drives are relatively high-capacity, removable media,

DVD drive optical drives; many recent systems include a rewriteable CD (CD-RW) along with or combined with

a DVD-ROM drive. These drives are covered in detail in Chapter 13, “Optical Storage.”

Keyboard The keyboard is the primary device on a PC that is used by a human to communicate with and control
a system. Keyboards are covered in Chapter 18, “Input Devices.”

Mouse Although many types of pointing devices are on the market today, the first and most popular device
for this purpose is the mouse. The mouse and other pointing devices are discussed in Chapter 18.

Video card*  The video card controls the information you see on the monitor. Video cards are covered in detail in
Chapter 15, “Video Hardware.”

Monitor Monitors are covered in Chapter 15.

Sound card* It enables the PC to generate complex sounds. Sound cards and speakers are discussed in detail
in Chapter 16, “Audio Hardware.”

Modem* Most prebuilt PCs ship with a modem (generally an internal modem). Modems and other Internet-
connectivity devices and methods are covered in Chapter 19, “Internet Connectivity.”

* Components marked with an * may be integrated into the motherboard on many recent systems, particularly
entry-level systems.
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Pre-PC Microprocessor History

The brain or engine of the PC is the processor (sometimes called microprocessor), or central processing
unit (CPU). The CPU performs the system'’s calculating and processing. The processor is often the most
expensive single component in the system (although graphics card pricing now surpasses it in some
cases); in higher-end systems it can cost up to four or more times more than the motherboard it plugs
into. Intel is generally credited with creating the first microprocessor in 1971 with the introduction of
a chip called the 4004. Today Intel still has control over the processor market, at least for PC systems.
This means that all PC-compatible systems use either Intel processors or Intel-compatible processors
from a handful of competitors (such as AMD or VIA/Cyrix).

Intel’s dominance in the processor market hadn’t always been assured. Although Intel is generally
credited with inventing the processor and introducing the first one on the market, by the late 1970s
the two most popular processors for personal computers were not from Intel (although one was a
clone of an Intel processor). Personal computers of that time primarily used the Z-80 by Zilog and the
6502 by MOS Technologies. The Z-80 was noted for being an improved and less expensive clone of
the Intel 8080 processor, similar to the way companies such as AMD, VIA/Cyrix, IDT, and Rise
Technologies have cloned Intel’s Pentium processors. In the Z-80 case, though, the clone had become
far more popular than the original. Some might argue that AMD has achieved that type of status over
the past year, but even though they have made significant gains, Intel still controls the PC processor
market.

Back then I had a system containing both of those processors, consisting of a 1IMHz (yes, that’s 1, as
in one megahertz!) 6502-based Apple II system with a Microsoft Softcard (Z-80 card) plugged into one
of the slots. The Softcard contained a 2MHz Z-80 processor. This enabled me to run software for both
processors on the one system. The Z-80 was used in systems of the late 1970s and early 1980s that ran
the CP/M operating system, whereas the 6502 was best known for its use in the early Apple I and II
computers (before the Mac).

The fate of both Intel and Microsoft was dramatically changed in 1981 when IBM introduced the IBM
PC, which was based on a 4.77MHz Intel 8088 processor running the Microsoft Disk Operating
System (MS-DOS) 1.0. Since that fateful decision was made to use an Intel processor in the first PC,
subsequent PC-compatible systems have used a series of Intel or Intel-compatible processors, with
each new one capable of running the software of the processor before it—from the 8088 to the cur-
rent Pentium 4/III/Celeron and Athlon/Athlon XP. The following sections cover the various types of
processor chips that have been used in personal computers since the first PC was introduced almost
two decades ago. These sections provide a great deal of technical detail about these chips and explain
why one type of CPU chip can do more work than another in a given period of time.

Microprocessors from 1971 to the Present

It is interesting to note that the microprocessor had existed for only 10 years prior to the creation of
the PC! Intel invented the microprocessor in 1971; the PC was created by IBM in 1981. Now more
than 20 years later, we are still using systems based more or less on the design of that first PC. The
processors powering our PCs today are still backward-compatible in many ways with the 8088 that
IBM selected for the first PC in 1981.

November 15, 2001, marked the 30th anniversary of the microprocessor, and in those 30 years
processor speed has increased more than 18,500 times (from 0.108MHz to 2GHz). The story of the
development of the first microprocessor, the Intel 4004, can be read in Chapter 1, “Development of
the PC.” The 4004 was introduced on November 15, 1971, and originally ran at a clock speed of
108KHz (108,000 cycles per second, or just over one-tenth a megahertz). The 4004 contained 2,300
transistors and was built on a 10-micron process. This means that each line, trace, or transistor could
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be spaced about 10 microns (millionths of a meter) apart. Data was transferred 4 bits at a time, and
the maximum addressable memory was only 640 bytes. The 4004 was designed for use in a calculator
but proved to be useful for many other functions because of its inherent programmability. For exam-
ple, the 4004 was used in traffic light controllers, blood analyzers, and even in the NASA Pioneer 10
deep space probe!

In April 1972, Intel released the 8008 processor, which originally ran at a clock speed of 200KHz
(0.2MHz). The 8008 processor contained 3,500 transistors and was built on the same 10-micron
process as the previous processor. The big change in the 8008 was that it had an 8-bit data bus, which
meant it could move data 8 bits at a time—twice as much as the previous chip. It could also address
more memory, up to 16KB. This chip was primarily used in dumb terminals and general-purpose cal-
culators.

The next chip in the lineup was the 8080, introduced in April 1974, running at a clock rate of 2MHz.
Due mostly to the faster clock rate, the 8080 processor had 10 times the performance of the 8008. The
8080 chip contained 6,000 transistors and was built on a 6-micron process. Similar to the previous
chip, the 8080 had an 8-bit data bus, so it could transfer 8 bits of data at a time. The 8080 could
address up to 64KB of memory, significantly more than the previous chip.

It was the 8080 that helped start the PC revolution because this was the processor chip used in what
is generally regarded as the first personal computer, the Altair 8800. The CP/M operating system was
written for the 8080 chip, and Microsoft was founded and delivered its first product: Microsoft BASIC
for the Altair. These initial tools provided the foundation for a revolution in software because thou-
sands of programs were written to run on this platform.

In fact, the 8080 became so popular that it was cloned. A company called Zilog formed in late 1975,
joined by several ex-Intel 8080 engineers. In July 1976, it released the Z-80 processor, which was a
vastly improved version of the 8080. It was not pin compatible but instead combined functions such
as the memory interface and RAM refresh circuitry, which enabled cheaper and simpler systems to be
designed. The Z-80 also incorporated a superset of 8080 instructions, meaning it could run all 8080
programs. It also included new instructions and new internal registers, so software designed for the
Z-80 would not necessarily run on the older 8080. The Z-80 ran initially at 2.5MHz (later versions ran
up to 10MHz) and contained 8,500 transistors. The Z-80 could access 64KB of memory.

RadioShack selected the Z-80 for the TRS-80 Model 1, its first PC. The chip also was the first to be
used by many pioneering systems, including the Osborne and Kaypro machines. Other companies fol-
lowed, and soon the Z-80 was the standard processor for systems running the CP/M operating system
and the popular software of the day.

Intel released the 8085, its follow-up to the 8080, in March 1976. Even though it predated the Z-80 by
several months, it never achieved the popularity of the Z-80 in personal computer systems. It was
popular as an embedded controller, finding use in scales and other computerized equipment. The
8085 ran at SMHz and contained 6,500 transistors. It was built on a 3-micron process and incorpo-
rated an 8-bit data bus.

Along different architectural lines, MOS Technologies introduced the 6502 in 1976. This chip was
designed by several ex-Motorola engineers who had worked on Motorola’s first processor, the 6800.
The 6502 was an 8-bit processor like the 8080, but it sold for around $25, whereas the 8080 cost
about $300 when it was introduced. The price appealed to Steve Wozniak, who placed the chip in his
Apple I and Apple II designs. The chip was also used in systems by Commodore and other system
manufacturers. The 6502 and its successors were also used in game consoles, including the original
Nintendo Entertainment System (NES) among others. Motorola went on to create the 68000 series,
which became the basis for the Apple Macintosh line of computers. Today those systems use the
PowerPC chip, also by Motorola and a successor to the 68000 series.
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All these previous chips set the stage for the first PC processors. Intel introduced the 8086 in June
1978. The 8086 chip brought with it the original x86 instruction set that is still present in current
x86-compatible chips such as the Pentium 4 and AMD Athlon. A dramatic improvement over the
previous chips, the 8086 was a full 16-bit design with 16-bit internal registers and a 16-bit data bus.
This meant that it could work on 16-bit numbers and data internally and also transfer 16 bits at a
time in and out of the chip. The 8086 contained 29,000 transistors and initially ran at up to SMHz.
The chip also used 20-bit addressing, so it could directly address up to 1IMB of memory. Although not
directly backward-compatible with the 8080, the 8086 instructions and language were very similar
and enabled older programs to quickly be ported over to run. This later proved important to help
jumpstart the PC software revolution with recycled CP/M (8080) software.

Although the 8086 was a great chip, it was expensive at the time and more importantly required an
expensive 16-bit support chip and board design. To help bring costs down, in 1979, Intel released a
crippled version of the 8086 called the 8088. The 8088 processor used the same internal core as the
8086, had the same 16-bit registers, and could address the same 1MB of memory, but the external
data bus was reduced to 8 bits. This enabled support chips from the older 8-bit 8085 to be used, and
far less expensive boards and systems could be made. These reasons are why IBM chose the crippled
chip, the 8088, for the first PC.

This decision would affect history in several ways. The 8088 was fully software compatible with the
8086, so it could run 16-bit software. Also, because the instruction set was very similar to the previous
8085 and 8080, programs written for those older chips could be quickly and easily modified to run.
This enabled a large library of programs to be quickly released for the IBM PC, thus helping it become
a success. The overwhelming blockbuster success of the IBM PC left in its wake the legacy of requiring
backward-compatibility with it. To maintain the momentum, Intel has pretty much been forced to
maintain backward-compatibility with the 8088/8086 in most of the processors it has released since
then.

To date, backward-compatibility has been maintained, but innovating and adding new features has
still been possible. One major change in processors was the move from the 16-bit internal architecture
of the 286 and earlier processors to the 32-bit internal architecture of the 386 and later chips, which
Intel calls IA-32 (Intel Architecture, 32-bit). Unfortunately, it was a full 10 years before mainstream
software caught up and began using the 32-bit instructions. IA-32 was introduced with the 386DX
processor in 1985, but it wasn’t until 1995 that Windows 95 became the first mainstream operating
system to support IA-32. Despite being a new architecture, backward-compatibility was still main-
tained because all the IA-32 chips still executed 16-bit instructions.

Now we are poised for another major jump, as Intel has introduced IA-64 (Intel Architecture, 64-bit)
in the form of the Itanium and Itanium 2 processors. For the next few years, this will remain a server-
oriented (meaning high-end and expensive) processor architecture, but I certainly believe it will be far
fewer than 10 years before IA-64-based processors become mainstream. Just as IA-32 chips execute
16-bit instructions for backward-compatibility, the IA-64 chips also execute IA-32 (and even 16-bit)
instructions.

AMD has developed its own competitive but different 64-bit architecture; it's called x86-64 and will
be available in chips called the Opteron (for servers) and Athlon 64 (for PCs). The AMD x86-64
architecture differs from IA-64 in that it is more of an extension of the existing IA-32 architecture
rather than a whole new 64-bit architecture. As such, it is expected to run existing 32-bit code faster
than [A-64-based processors can. Unfortunately, any code developed explicitly for IA-64 won’t run
on x86-64 processors because the instruction sets and architectures are inherently different. The
Itanium (IA-64) was released in March 2001, and is already building a strong code base in the server
and workstation market; however, the first x86-64 “Hammer” processors won’t be made available
until the third quarter of 2003. Even before its release, x86-64 has gained the support of several



Processor Specifications |  Chapter 3 41

prominent operating system and application vendors such as Microsoft, Red Hat and SuSE (Linux),
IBM and Oracle (databases), and SAP.

In some ways the success of the PC, and the Intel architecture it contains, has limited the growth of
the personal computer. New architectures have to be backward-compatible to fit into the PC scheme.
In other ways, however, its success has caused a huge number of programs, peripherals, and acces-
sories to be developed and the PC to become a de facto standard in the industry. The original 8088
processor used in the first PC contained close to 30,000 transistors and ran at less than SMHz. Intel’s
Itanium 2 processor based on the Madison core, which incorporates three levels of cache (including
6MB of integrated L3 cache), includes an incredible 410 million transistors (the largest ever in a single
processor chip) on a 374 sq.mm (over 19.3mm square) die using 0.13-micron technology. This estab-
lishes new records for transistor count as well as the amount of on-die cache. Models with one billion
transistors or more are in development. Intel has also released processors running at speeds well
beyond 3GHz, and AMD is not very far behind. And the progress doesn’t stop there because, accord-
ing to Moore’s Law, processing speed and transistor counts are doubling every 1.5-2 years.

Processor Specifications

Many confusing specifications often are quoted in discussions of processors. The following sections
discuss some of these specifications, including the data bus, address bus, and speed. The next section
includes a table that lists the specifications of virtually all PC processors.

Processors can be identified by two main parameters: how wide they are and how fast they are. The
speed of a processor is a fairly simple concept. Speed is counted in megahertz (MHz) and gigahertz
(GHz), which means millions and billions, respectively, of cycles per second—and faster is better! The
width of a processor is a little more complicated to discuss because three main specifications in a
processor are expressed in width. They are

H Data I/O bus
B Address bus

B Internal registers

Note that the processor data bus is also called the front side bus (FSB), processor side bus (PSB), or just
CPU bus. All these terms refer to the bus that is between the CPU and the main chipset component
(North Bridge or Memory Controller Hub). Intel uses the FSB or PSB terminology, whereas AMD uses
only FSB. Personally I usually just like to say “CPU bus” in conversation or when speaking during my
training seminars because that is the least confusing of the terms while also being completely accu-
rate.

The number of bits a processor is designated can be confusing. All modern processors have 64-bit data
buses; however, that does not mean they are classified as 64-bit processors. Processors such as the
Pentium 4 and Athlon XP are 32-bit processors because their internal registers are 32 bits wide,
although their data I/O buses are 64 bits wide and their address buses are 36 bits wide (both wider
than their predecessors, the Pentium and K6 processors). The Itanium series and the AMD Opteron
and Athlon 64 are 64-bit processors because their internal registers are 64 bits wide.

First, I'll present some tables describing the differences in specifications between all the PC processors;
then the following sections will explain the width and other specifications in more detail. Refer to
these tables as you read about the various processor specifications, and the information in the tables
will become clearer.

Table 3.1 lists the primary specifications for the Intel family of processors used in IBM and compatible
PCs. Table 3.2 lists the Intel-compatible processors from AMD, Cyrix, NexGen, IDT, and Rise.
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Table 3.1 Intel Processor Specifications
Internal Data Bus Max. Level 1 L1 Cache

Processor CPU Clock Voltage Register Size Width Memory Cache Type
8088 1x 5v 16-bit 8-bit 1MB — —
8086 1x 5v 16-bit 16-bit 1MB = =
286 1x 5v 16-bit 16-bit 16MB — —
386SX 1x 5v 32-bit 16-bit 16MB — —
386SL 1x 3.3v 32-bit 16-bit 16MB OKB' WT
386DX 1x 5v 32-bit 32-bit 4GB — —
486SX 1x 5v 32-bit 32-bit 4GB 8KB WT
4865X? 2x 5v 32-bit 32-bit 4GB 8KB WT
487SX 1x 5v 32-bit 32-bit 4GB 8KB WT
486DX 1x 5v 32-bit 32-bit 4GB 8KB WT
486512 1x 3.3v 32-bit 32-bit 4GB 8KB WT
486DX? 2x 5v 32-bit 32-bit 4GB 8KB WT
486DX* 2x=3x 3.3v 32-bit 32-bit 4GB 16KB WT
486 Pentium OD  2.5x 5v 32-bit 32-bit 4GB 2x16KB WB
Pentium 60/66 1x 5v 32-bit 64-bit 4GB 2x8KB WB
Pentium 75-200 1.5x-3x 3.3v-3.5v  32-bit 64-bit 4GB 2x8KB WB
Pentium MMX 1.5x—4.5x 1.8v-2.8v  32-bit 64-bit 4GB 2x16KB WB
Pentium Pro 2x-3x 3.3v 32-bit 64-bit 64GB 2x8KB WB
Pentium I 3.5x—4.5x 1.8v-2.8v  32-bit 64-bit 64GB 2x16KB WB
Pentium Il PE 3.5x-6x 1.6v 32-bit 64-bit 64GB 2x16KB WB
Celeron 3.5x-4.5x 1.8v-2.8v  32-bit 64-bit 64GB 2x16KB WB
Celeron A 3.5x—8x 1.5v-2v 32-bit 64-bit 64GB 2x16KB WB
Celeron I 4.5x-11.5x  1.5v-2v 32-bit 64-bit 64GB 2x16KB WB
Celeron I1IB 9x—14x 1.5v 32-bit 64-bit 64GB 2x16KB WB
Pentium Il 4x—6x 1.8v-2v 32-bit 64-bit 64GB 2x16KB WB
Pentium IlIE 4x-9x 1.3v-1.7v  32-bit 64-bit 64GB 2x16KB WB
Pentium IlIB 8.5x-10.5x  1.45v 32-bit 64-bit 64GB 2x16KB WB
Pentium Il Xeon 4x—4.5x 1.8v-2.8v  32-bit 64-bit 64GB 2x16KB WB
Pentium Il Xeon 5x—-6x 1.8v-2.8v  32-bit 64-bit 64GB 2x16KB WB
Pentium IlIE Xeon  4.5x—6.5x 1.65v 32-bit 64-bit 64GB 2x16KB WB
Celeron 4 4.25x 1.6v 32-bit 64-bit 64GB 2x16KB WB
Pentium 4 3-5x 1.7v 32-bit 64-bit 64GB 12+8KB WB
Pentium 4A 4x—6x 1.3v 32-bit 64-bit 64GB 12+8KB WB
Pentium 4 Xeon 3x-5x 1.7v 32-bit 64-bit 64GB 12+8KB WB
ltanium 3x-5x 1.6v 64-bit 64-bit 16TB 2x16KB WB
ltanium 2 3x-5x 1.6v 64-bit 128-bit 16TB 2x16KB WB
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L2 Cache Multimedia Date
Level 2 Cache Speed Integral FPU Instructions  No. of Transistors Introduced
— — — — 29,000 June 79
= = = = 29,000 June 78
— — — — 134,000 Feb. ‘82
— Bus — — 275,000 June ‘88
— Bus — — 855,000 Oct. '90
— Bus — — 275,000 Oct. ‘85
— Bus — — 1.185M April ‘91
= Bus = = 1.185M April ‘94
— Bus Yes — 1.2M April ‘91
= Bus Yes = 1.2M April ‘89
— Bus Opt. — 1.4M Nov. ‘92
— Bus Yes — 1.2M March ‘92
— Bus Yes — 1.6M Feb. ‘94
= Bus Yes = 3.1M Jan. ‘95
— Bus Yes — 3.1M March ‘93
— Bus Yes — 3.3M Oct. ‘94
— Bus Yes MMX 4.5M Jan. ‘97
256KB, 512KB, TMB Cores Yes — 5.5M Nov. ‘95
512KB 1/2 core Yes MMX 7.5M May 97
256KB Core Yes MMX 27 .4M Jan. '99
OKB — Yes MMX 7.5M April ‘98
128KB Core Yes MMX 19M Aug. ‘98
128KB Core Yes SSE 28.1M4 Feb. ‘00
256KB Core Yes SSE 44M5 Oct. ‘01
512KB 1/2 core Yes SSE 9.5M Feb. ‘99
256KB Core Yes SSE 28.1M Oct. ‘99
512KB Core Yes SSE 44M June ‘01
512KB, 1MB, 2MB Core?® Yes MMX 7.5M April ‘98
512KB, 1MB, 2MB Core® Yes SSE 9.5M March 99
256KB, 1MB, 2MB Core Yes SSE 28.1M, 84M, 140M  Oct. ‘99, May ‘00
128KB Core Yes SSE2 42M¢ May ‘02
256KB Core Yes SSE2 42M Nov. ‘00
512KB Core Yes SSE2 55M Jan. ‘02
256KB Core Yes SSE2 42M May ‘01
9Q6KB” Core Yes MMX 25M May ‘01

96KB” Core Yes MMX 221M June ‘02
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Table 3.2 AMD, Cyrix, NexGen, IDT, Rise and VIA Processors

Internal Data Bus Max. Level 1

Processor CPU Clock Voltage Register Size  Width Memory Cache
AMD K5 1.5x-1.75x 3.5V 32-bit 64-bit 4GB 16+8KB
AMD Ké 2.5x—4.5x 2.2V-3.2V 32-bit 64-bit 4GB 2x32KB
AMD Ké-2 2.5x—6x 1.9V-2.4V 32-bit 64-bit 4GB 2x32KB
AMD Ké-3 3.5x—4.5x 1.8V-2.4V 32-bit 64-bit 4GB 2x32KB
AMD Athlon 5x=10x 1.6V-1.8V 32-bit 64-bit 4GB 2x64KB
AMD Duron 5x=10x 1.5V-1.8V 32-bit 64-bit 4GB 2x64KB
AMD Athlon TB 5x=10x 1.5V-1.8V 32-bit 64-bit 4GB 2x64KB
AMD Athlon XP/MP 5x—6.5x 1.5V-1.8V 32-bit 64-bit 4GB 2x64KB
AMD Athlon XP “Barton”  5.5x—6.5x 1.65V 32-bit 64-bit 4GB 2x64KB
AMD Opteron 1x—4.5x 1.55V 64-bit 128-bit 1TB 2x64KB
“Sledgehammer”
Cyrix 6x86 2x 2.5V-3.5V 32-bit 64-bit 4GB 16KB
Cyrix 6x86MX/MII 2x-3.5x 2.2V-2.9V 32-bit 64-bit 4GB 64KB
Cyrix Il 2.5%=7x 2.2V 32-bit 64-bit 4GB 64KB
NexGen Nx586 2x 4V 32-bit 64-bit 4GB 2x16KB
IDT Winchip 3x—4x 3.3V-3.5V 32-bit 64-bit 4GB 2x32KB
IDT Winchip2/2A 2.33x-4x 3.3V-3.5V 32-bit 64-bit 4GB 2x32KB
Rise mPé 2x-3.5x 2.8V 32-bit 64-bit 4GB 2x8KB
VIA C38 6x—8x 1.6V 32-bit 64-bit 4GB 64KB
VIA C3° 6x—8x 1.35V 32-bit 64-bit 4GB 64KB
VIA C31° 5.5x—6x 1.35V 32-bit 64-bit 4GB 64KB
VIA C3" 7.5x=10.5x 1.4V 32-bit 64-bit 4GB 64KB

FPU = Floating-point unit (internal math coprocessor) Enh. 3DNow! = 3DNow! plus 24 additional instructions for

WT = Write-Through cache (caches reads only) graphics and sound processing

WB = Write-Back cache (caches both reads and writes) 3DNow! Pro = Enh. 3DNow! plus SSE instructions for graph-

M = Millions ics and sound processing

Bus = Processor external bus speed (motherboard speed) SSE = Streaming SIMD (single instruction multiple data)

Core = Processor internal core speed (CPU speed); typically  Extensions; MMX plus 70 additional instructions for graphics

on-die and sound processing

MMX = Multimedia extensions; 57 additional instructions  SSE2 = Streaming SIMD Extensions 2; SSE plus 144 addi-

for graphics and sound processing tional instructions for graphics and sound processing

3DNow! = MMX plus 21 additional instructions for graph-
ics and sound processing

Note

In Table 3.1 the Pentium Pro processor includes 256KB, 512KB, or TMB of fullcore speed L2 cache in a separate die within the chip. The
earlier Pentium 1I/1ll processors include 512KB of halfcore speed L2 cache on the processor card. The Celeron, Pentium Il PE, and Pentium IlIE
and llIB processors include fullcore speed L2 cache integrated directly in the processor die. The Celeron Iil uses the same die as the Penfium
IIE, but half of the on-die cache is disabled, leaving 128KB funcfional. Older Celerons were based on the Pentium Il and Ill; the Celeron 4 is
a Penfium 4. The later Pentium 4A includes 512KB of on-die fullcore speed L2 cache.

The transistor count figures do not include the external (offdie] 256KB, 512KB, TMB, or 2MB L2 cache built info the Pentium Pro, Pentium
I1/11l, Xeon, and AMD Athlon CPU packages or the 2MB or 4MB of L3 cache in the ltanium. The extemal L2 cache in those processors con-
fains an additional 15.5 (256KB), 31 (512KB), 62 million [TMB), or 124 million (2MB) transistors in separate chips, whereas the external
2MB or 4MB of L3 cache in the Itanium includes up to 300 million fransistors!

Note in Table 3.2 that the original AMD Athlon included 512KB of L2 cache via separate chips, running at onehalf, twofifths, or onethird the
core speed, and Athlon TB or XP models include 256KB or 512KB of ondie L2 af fullcore speed.




Processor Specifications |  Chapter 3 45
L1 Cache Level 2 L2 Cache Integral  Multimedia No. of Date
Type Cache Speed FPU Instructions Transistors  Introduced
WB — Bus Yes — 4.3M March ‘96
WB = Bus Yes MMX 8.8M April ‘97
WB — Bus Yes 3DNow! 9.3M May ‘98
WB 256KB Core Yes 3DNow! 21.3M Feb. ‘99
WB 512KB 1/2-1/3 core  Yes Enh. 3DNow! 22M June ‘99
WB 64KB Core?® Yes Enh. 3DNow! 25M June ‘00
WB 256KB Core Yes Enh. 3DNow! 37M June ‘00
WB 256KB Core Yes 3DNow! Pro 37.5M Oct. ‘01
WB 512KB Core Yes 3DNow! Pro 54.3M Feb. ‘03
WB 1MB Core Yes 3DNow! Pro 105.9M Apr. ‘03
WB — Bus Yes — 3M Feb. ‘96
WB = Bus Yes MMX 6.5M May ‘97
WB 256KB Core® Yes 3DNow! 22M Feb. ‘00
WB = Bus Yes = 3.5M March ‘94
WB — Bus Yes MMX 5.4M Oct. '97
WB = Bus Yes 3DNow! 5.9M Sept. ‘98
WB — Bus Yes MMX 3.6M Oct. '98
WB 128KB Bus Yes MMX, 3DNow! 15.2M Mar. ‘01
WB 128KB Bus Yes MMX, 3DNow! 15.4M Mar. ‘01
WB 128KB Bus Yes MMX, 3DNow! 15.5M Sep. ‘01
WB 128KB Bus Yes MMX, 3DNow! 20.5M Jan. ‘02

1.The 386SL contains an integral-cache controller, but the
cache memory must be provided outside the chip.

2.Intel later marketed SL Enhanced versions of the SX, DX,
and DX2 processors. These processors were available in
both 5V and 3.3V versions and included power manage-
ment capabilities.

3.L2 cache runs at full-core speed but is contained in a

separate chip die.

4.128KB functional L2 cache (256KB total, 128KB dis-
abled) uses the same die as the Pentium IIIE.

5.256KB functional L2 cache (512KB total, 256KB dis-
abled) uses the same die as the Pentium IIIB.

Data 1/0 Bus

6.128KB functional L2 cache (256KB total, 128KB disabled)
uses the same die as the Pentium 4.

7.The Itanium also includes an additional 2MB (150M
transistors) or 4MB (300M transistors) of integrated on-
cartridge L3 cache running at full-core speed. The
Itanium 2 includes 3MB of on-die L3 cache.

8. Samuel 2 core (improved version of Cyrix III core).

9. Ezra core.

10. Ezra-T core.

11. Nehemiah core.

Perhaps the most important features of a processor are the speed and width of its external data bus.
This defines the rate at which data can be moved into or out of the processor.

The processor bus discussed most often is the external data bus—the bundle of wires (or pins) used to
send and receive data. The more signals that can be sent at the same time, the more data can be
transmitted in a specified interval and, therefore, the faster (and wider) the bus. A wider data bus is
like having a highway with more lanes, which enables greater throughput.

Data in a computer is sent as digital information consisting of a time interval in which a single wire
carries 3.3V or 5V to signal a 1 data bit or OV to signal a O data bit. The more wires you have, the
more individual bits you can send in the same time interval. All modern processors from the original
Pentium through the latest Pentium 4, Athlon XP, Athlon 64, and even the Itanium and Itanium 2
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have a 64-bit (8-byte) wide data bus. Therefore, they can transfer 64 bits of data at a time to and from
the motherboard chipset or system memory.

A good way to understand this flow of information is to consider a highway and the traffic it carries. If a
highway has only one lane for each direction of travel, only one car at a time can move in a certain direc-
tion. If you want to increase traffic flow, you can add another lane so that twice as many cars pass in a spec-
ified time. You can think of an 8-bit chip as being a single-lane highway because 1 byte flows through at a
time. (1 byte equals 8 individual bits.) The 16-bit chip, with 2 bytes flowing at a time, resembles a two-lane
highway. You might have four lanes in each direction to move a large number of automobiles; this structure
corresponds to a 32-bit data bus, which has the capability to move 4 bytes of information at a time. Taking
this further, a 64-bit data bus is like having an 8-lane highway moving data in and out of the chip.

Another ramification of the data bus in a chip is that the width of the data bus also defines the size of
a bank of memory. So, a processor with a 32-bit data bus such as the 486, reads and writes memory 32
bits at a time. Pentium-class processors, including the Pentium III, Celeron, Pentium 4, and Athlon XP,
read and write memory 64 bits at a time. 64-bit processors such as the Athlon 64 and Itanium series
also read and write memory 64 bits at a time.

In 486 class systems, because standard 72-pin single inline memory modules (SIMMs) are only 32 bits
wide, they must be installed one at a time in most 486 class systems. When used in 64-bit Pentium
class systems, they must be installed two at a time. The current module standard, dual inline memory
modules (DIMMs), are 64 bits wide. So, they are normally installed one at a time in Pentium or newer
systems. Each DIMM is equal to a complete bank of memory on a 64-bit data bus, which makes system
configuration easy because they can then be installed or removed one at a time.

Starting in 2003 and beyond, these classic rules for adding DIMM memory will begin to change, as dual-
channel chipsets such as the Intel 865 and 875 for the Pentium 4/Celeron 4 and the first Athlon 64
chipsets are introduced. To improve memory performance, these and most, if not all, future chipsets will
support and eventually require that DIMM memory modules be installed in identical pairs.

The Rambus inline memory modules (RIMMs) used in some Pentium III and 4 systems are somewhat of
an anomaly because they play by a different set of rules. They are typically only 16 or 32 bits wide.
Depending on the module type and chipset, they are either used individually or in pairs.

See "Memory Banks,” p. 460.

Address Bus

The address bus is the set of wires that carries the addressing information used to describe the memory
location to which the data is being sent or from which the data is being retrieved. As with the data bus,
each wire in an address bus carries a single bit of information. This single bit is a single digit in the
address. The more wires (digits) used in calculating these addresses, the greater the total number of
address locations. The size (or width) of the address bus indicates the maximum amount of RAM a chip
can address.

The highway analogy in the “Data I/O Bus” section can be used to show how the address bus fits in. If the
data bus is the highway and the size of the data bus is equivalent to the number of lanes, the address bus
relates to the house number or street address. The size of the address bus is equivalent to the number of
digits in the house address number. For example, if you live on a street in which the address is limited to a
two-digit (base 10) number, no more than 100 distinct addresses (00-99) can exist for that street (10?). Add
another digit, and the number of available addresses increases to 1,000 (000-999), or 10°.

Computers use the binary (base 2) numbering system, so a two-digit number provides only four unique
addresses (00, 01, 10, and 11), calculated as 22. A three-digit number provides only eight addresses
(000-111), which is 23. For example, the 8086 and 8088 processors use a 20-bit address bus that calcu-
lates as a maximum of 2% or 1,048,576 bytes (1MB) of address locations. Table 3.3 describes the
memory-addressing capabilities of processors.
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Table 3.3 Processor Memory-Addressing Capabilities

Processor Address Kilobytes Megabytes Gigabytes Terabytes
Family Bus Bytes (KB) (MB) (GB) (TB)
8088/8086 20-bit 1,048,576 1,024 1 — —
286/386SX 24-bit 16,777,216 16,384 16 = =
386DX/486/  32-bit 4,294,967,296 4,194,304 4,096 4 —
Pentium/Ké

Pentium Pro, 36-bit 68,719,476,736 67,108,864 65,536 64 =
Pentium I,

Pentium lIl,

Celeron,

Pentium

4, Athlon,

Duron,

Athlon 64

Opteron 40-bit 1,099,511,627,776 1,073,741,824 1,048,576 1024 1
ltanium 44-bit 17,592,186,044,416 17,179,869,184 16,777,216 16,384 16

The data bus and address bus are independent, and chip designers can use whatever size they want for
each. Usually, however, chips with larger data buses have larger address buses. The sizes of the buses
can provide important information about a chip’s relative power, measured in two important ways.
The size of the data bus is an indication of the chip’s information-moving capability, and the size of
the address bus tells you how much memory the chip can handle.

Internal Registers (Internal Data Bus)

The size of the internal registers indicates how much information the processor can operate on at one
time and how it moves data around internally within the chip. This is sometimes also referred to as the
internal data bus. A register is a holding cell within the processor; for example, the processor can add
numbers in two different registers, storing the result in a third register. The register size determines the
size of data on which the processor can operate. The register size also describes the type of software or
commands and instructions a chip can run. That is, processors with 32-bit internal registers can run 32-
bit instructions that are processing 32-bit chunks of data, but processors with 16-bit registers can’t. Most
advanced processors today—chips from the 386 to the Pentium 4—use 32-bit internal registers and can
therefore run the same 32-bit operating systems and software. The Itanium and Athlon 64 processors
have 64-bit internal registers, which require new operating systems and software to fully be utilized.

Some very old processors have an internal data bus (made up of data paths and storage units called
registers) that is larger than the external data bus. The 8088 and 386SX are examples of this structure.
Each chip has an internal data bus twice the width of the external bus. These designs, which some-
times are called hybrid designs, usually are low-cost versions of a “pure” chip. The 386SX, for example,
can pass data around internally with a full 32-bit register size; for communications with the outside
world, however, the chip is restricted to a 16-bit-wide data path. This design enabled a systems
designer to build a lower-cost motherboard with a 16-bit bus design and still maintain software and
instruction set compatibility with the full 32-bit 386. However, both the 8088 and the 386SX had
lower performance than the 8086 and 386DX processors at the same speeds.

Internal registers often are larger than the data bus, which means the chip requires two cycles to fill a
register before the register can be operated on. For example, both the 386SX and 386DX have internal
32-bit registers, but the 386SX must “inhale” twice (figuratively) to fill them, whereas the 386DX can

do the job in one “breath.” The same thing would happen when the data is passed from the registers

back out to the system bus.
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The Pentium is an example of this type of design. All Pentiums have a 64-bit data bus and 32-bit
registers—a structure that might seem to be a problem until you understand that the Pentium has two
internal 32-bit pipelines for processing information. In many ways, the Pentium is like two 32-bit
chips in one. The 64-bit data bus provides for very efficient filling of these multiple registers. Multiple
pipelines are called superscalar architecture, which was introduced with the Pentium processor.

»»  See "Pentium Processors,” p. 128.

More advanced sixth-generation processors, such as the Pentium III, Athlon XP, and Pentium 4, have
as many as six internal pipelines for executing instructions. Although some of these internal pipes are
dedicated to special functions, these processors can execute as many as six (Pentium 4) or nine
(Athlon XP) operations in one clock cycle.

Processor Modes

All Intel and Intel-compatible 32-bit processors (from the 386 on up) can run in several modes.
Processor modes refer to the various operating environments and affect the instructions and capabili-

ties of the chip. The processor mode controls how the processor sees and manages the system mem-
ory and the tasks that use it.

The three modes of possible operation are as follows:

B Real mode (16-bit software)
B Protected mode (32-bit software)

B Virtual real mode (16-bit programs within a 32-bit environment)

Real Mode

The original IBM PC included an 8088 processor that could execute 16-bit instructions using 16-bit
internal registers and could address only 1MB of memory using 20 address lines. All original PC soft-
ware was created to work with this chip and was designed around the 16-bit instruction set and 1MB
memory model. For example, DOS and all DOS software, Windows 1.x through 3.x, and all Windows
1.x through 3.x applications are written using 16-bit instructions. These 16-bit operating systems and
applications are designed to run on an original 8088 processor.

4« See "Infernal Registers (Infernal Data Bus),” p. 47.
44 See "Address Bus,” p. 46.

Later processors such as the 286 could also run the same 16-bit instructions as the original 8088, but
much faster. In other words, the 286 was fully compatible with the original 8088 and could run all 16-bit
software just the same as an 8088, but, of course, that software would run faster. The 16-bit instruction
mode of the 8088 and 286 processors has become known as real mode. All software running in real mode
must use only 16-bit instructions and live within the 20-bit (1MB) memory architecture it supports.
Software of this type is usually single-tasking—only one program can run at a time. No built-in protection
exists to keep one program from overwriting another program or even the operating system in memory,
so if more than one program is running, one of them could bring the entire system to a crashing halt.

Protected (32-Bit) Mode

Then came the 386, which was the PC industry’s first 32-bit processor. This chip could run an entirely
new 32-bit instruction set. To take full advantage of the 32-bit instruction set, a 32-bit operating sys-
tem and a 32-bit application were required. This new 32-bit mode was referred to as protected mode,
which alludes to the fact that software programs running in that mode are protected from overwriting
one another in memory. Such protection helps make the system much more crash-proof because an
errant program can’t very easily damage other programs or the operating system. In addition, a
crashed program can be terminated while the rest of the system continues to run unaffected.
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Knowing that new operating systems and applications—which take advantage of the 32-bit protected
mode—would take some time to develop, Intel wisely built a backward-compatible real mode into the
386. That enabled it to run unmodified 16-bit operating systems and applications. It ran them quite
well—much more quickly than any previous chip. For most people, that was enough. They did not
necessarily want any new 32-bit software; they just wanted their existing 16-bit software to run more
quickly. Unfortunately, that meant the chip was never running in the 32-bit protected mode, and all
the features of that capability were being ignored.

When a high-powered processor such as a Pentium 4 is running DOS (real mode), it acts like a “Turbo
8088.” Turbo 8088 means the processor has the advantage of speed in running any 16-bit programs; it oth-
erwise can use only the 16-bit instructions and access memory within the same 1MB memory map of the
original 8088. Therefore, if you have a 256MB Pentium 4 or Athlon system running Windows 3.x or DOS,
you are effectively using only the first megabyte of memory, leaving the other 255MB largely unused!

New operating systems and applications that ran in the 32-bit protected mode of the modern proces-
sors were needed. Being stubborn, we resisted all the initial attempts at getting switched over to a 32-
bit environment. It seems that as a user community, we are very resistant to change and would be
content with our older software running faster rather than adopting new software with new features.
I'll be the first one to admit that I was one of those stubborn users myself!

Because of this resistance, true 32-bit operating systems such as Unix or variants (such as Linux), OS/2,
and even Windows NT/2000 or XP have taken a long time in getting a mainstream share in the PC
marketplace. Windows XP is the first full 32-bit OS that has become a true mainstream product, and
that is primarily because Microsoft has coerced us in that direction with Windows 95, 98, and Me
(which are mixed 16-/32-bit systems). Windows 3.x was the last full 16-bit operating system. In fact, it
was not really considered a complete operating system because it ran on top of DOS.

The Itanium processor family and the AMD Opteron add 64-bit native capability to the table for
servers, whereas the AMD Athlon 64 provides this capability for desktop computers. Both processors
run all the existing 32-bit software, but to fully take advantage of the processor, a 64-bit OS and appli-
cations are required. Microsoft has released 64-bit versions of Windows XP, and several companies
have released 64-bit applications for networking and workstation use.

Note

The Intel ltanium family and the AMD Athlon 64 /Opteron use different 64-bit architectures. Thus, 4-bit software written for
one will not work on the other without being recompiled by the software vendor. This means that software written specifi-

cally for the Intel 64-bit architecture will not run on the AMD 64-bit processors and vice versa.

Virtual Real Mode

The key to the backward compatibility of the Windows 32-bit environment is the third mode in the
processor: virtual real mode. Virtual real is essentially a virtual real mode 16-bit environment that runs
inside 32-bit protected mode. When you run a DOS prompt window inside Windows, you have cre-
ated a virtual real mode session. Because protected mode enables true multitasking, you can actually
have several real mode sessions running, each with its own software running on a virtual PC. These
can all run simultaneously, even while other 32-bit applications are running.

Note that any program running in a virtual real mode window can access up to only 1MB of memory,
which that program will believe is the first and only megabyte of memory in the system. In other
words, if you run a DOS application in a virtual real window, it will have a 640KB limitation on mem-
ory usage. That is because there is only 1IMB of total RAM in a 16-bit environment and the upper
384KB is reserved for system use. The virtual real window fully emulates an 8088 environment, so that
aside from speed, the software runs as if it were on an original real mode-only PC. Each virtual
machine gets its own 1MB address space, an image of the real hardware BIOS routines, and emulation
of all other registers and features found in real mode.
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Virtual real mode is used when you use a DOS window to run a DOS or Windows 3.x 16-bit program.
When you start a DOS application, Windows creates a virtual DOS machine under which it can run.

One interesting thing to note is that all Intel and Intel-compatible (such as AMD and Cyrix) proces-
sors power up in real mode. If you load a 32-bit operating system, it automatically switches the
processor into 32-bit mode and takes control from there.

It’s also important to note that some 16-bit (DOS and Windows 3.x) applications misbehave in a
32-bit environment, which means they do things that even virtual real mode does not support.
Diagnostics software is a perfect example of this. Such software does not run properly in a real-mode
(virtual real) window under Windows. In that case, you can still run your Pentium 4 in the original
no-frills real mode by either booting to a DOS floppy or, in the case of Windows 9x (excluding Me),
interrupting the boot process and commanding the system to boot plain DOS. This is accomplished
on Windows 9x systems by pressing the F8 key when you see the prompt Starting Windows... on
the screen or immediately after the beep when the power on self test (POST) is completed. In the lat-
ter case, it helps to press the F8 key multiple times because getting the timing just right is difficult
and Windows 9x looks for the key only during a short two-second time window.

If successful, you will then see the Startup menu. You can select one of the command prompt choices
that tell the system to boot plain 16-bit real mode DOS. The choice of Safe Mode Command Prompt
is best if you are going to run true hardware diagnostics, which do not normally run in protected
mode and should be run with a minimum of drivers and other software loaded.

Note that even though Windows Me is based on Windows 98, Microsoft removed the Startup menu
option in an attempt to further wean us from any 16-bit operation. Windows NT, 2000, and XP also
lack the capability to interrupt the startup in this manner. For these operating systems, you need a
Startup Disk (floppy), which you can create and then use to boot the system in real mode. Generally,
you would do this to perform certain maintenance procedures, such as running hardware diagnostics
or doing direct disk sector editing.

Although real mode is used by 16-bit DOS and “standard” DOS applications, special programs are
available that “extend” DOS and allow access to extended memory (over 1MB). These are sometimes
called DOS extenders and usually are included as part of any DOS or Windows 3.x software that uses
them. The protocol that describes how to make DOS work in protected mode is called DOS protected
mode interface (DPMI).

DPMI was used by Windows 3.x to access extended memory for use with Windows 3.x applications. It
allowed these programs to use more memory even though they were still 16-bit programs. DOS extenders
are especially popular in DOS games because they enable them to access much more of the system mem-
ory than the standard 1MB most real mode programs can address. These DOS extenders work by switch-
ing the processor in and out of real mode. In the case of those that run under Windows, they use the
DPMI interface built into Windows, enabling them to share a portion of the system'’s extended memory.

Another exception in real mode is that the first 64KB of extended memory is actually accessible to the PC
in real mode, despite the fact that it’s not supposed to be possible. This is the result of a bug in the original
IBM AT with respect to the 21st memory address line, known as A20 (AO is the first address line). By
manipulating the A20 line, real-mode software can gain access to the first 64KB of extended memory—the
first 64KB of memory past the first megabyte. This area of memory is called the high memory area (HMA).

Processor Speed Ratings

A common misunderstanding about processors is their different speed ratings. This section covers
processor speed in general and then provides more specific information about Intel, AMD, and
VIA/Cyrix processors.
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A computer system'’s clock speed is measured as a frequency, usually expressed as a number of cycles per
second. A crystal oscillator controls clock speeds using a sliver of quartz sometimes contained in what
looks like a small tin container. Newer systems include the oscillator circuitry in the motherboard
chipset, so it might not be a visible separate component on newer boards. As voltage is applied to the
quartz, it begins to vibrate (oscillate) at a harmonic rate dictated by the shape and size of the crystal
(sliver). The oscillations emanate from the crystal in the form of a current that alternates at the har-
monic rate of the crystal. This alternating current is the clock signal that forms the time base on which
the computer operates. A typical computer system runs millions of these cycles per second, so speed is
measured in megahertz. (One hertz is equal to one cycle per second.) An alternating current signal is like
a sine wave, with the time between the peaks of each wave defining the frequency (see Figure 3.1).

Clock Cycles
'«<—— One cycle —>

Voltage

Time

Figure 3.1 Alternating current signal showing clock cycle timing.

Note

The hertz was named for the German physicist Heinrich Rudolf Hertz. In 1885, Hertz confirmed the electromagnetic the-

ory, which states that light is a form of electromagnetic radiation and is propagated as waves.

A single cycle is the smallest element of time for the processor. Every action requires at least one cycle
and usually multiple cycles. To transfer data to and from memory, for example, a modern processor
such as the Pentium 4 needs a minimum of three cycles to set up the first memory transfer and then
only a single cycle per transfer for the next three to six consecutive transfers. The extra cycles on the
first transfer typically are called wait states. A wait state is a clock tick in which nothing happens. This
ensures that the processor isn’t getting ahead of the rest of the computer.

See “SIMMs, DIMMs, and RIMMs,” p. 441.
The time required to execute instructions also varies:
B 8086 and 8088. The original 8086 and 8088 processors take an average of 12 cycles to execute a
single instruction.
W 286 and 386. The 286 and 386 processors improve this rate to about 4.5 cycles per instruction.

B 486. The 486 and most other fourth-generation Intel-compatible processors, such as the AMD
5x86, drop the rate further, to about 2 cycles per instruction.

B Pentium, K6 series. The Pentium architecture and other fifth-generation Intel-compatible proces-
sors, such as those from AMD and Cyrix, include twin instruction pipelines and other improve-
ments that provide for operation at one or two instructions per cycle.

B Pentium Pro, Pentium 1l/11l/4/Celeron, and Athlon/Athlon XP/Duron. These P6 and P7 (sixth- and
seventh-generation) processors can execute as many as three or more instructions per cycle.
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Different instruction execution times (in cycles) make comparing systems based purely on clock speed
or number of cycles per second difficult. How can two processors that run at the same clock rate per-
form differently with one running “faster” than the other? The answer is simple: efficiency.

The main reason the 486 was considered fast relative to a 386 is that it executes twice as many
instructions in the same number of cycles. The same thing is true for a Pentium; it executes about
twice as many instructions in a given number of cycles as a 486. Therefore, given the same clock
speed, a Pentium is twice as fast as a 486, and consequently a 133MHz 486 class processor (such as
the AMD 5x86-133) is not even as fast as a 7S5MHz Pentium! That is because Pentium megahertz are
“worth” about double what 486 megahertz are worth in terms of instructions completed per cycle.
The Pentium II and III are about 50% faster than an equivalent Pentium at a given clock speed
because they can execute about that many more instructions in the same number of cycles.

Comparing relative processor performance, you can see that a 1GHz Pentium III is about equal to a (the-
oretical) 1.5GHz Pentium, which is about equal to a 3GHz 486, which is about equal to a 6GHz 386 or
286, which is about equal to a 12GHz 8088. The original PC’s 8088 ran at only 4.77MHz; today, we have
systems that are comparatively at least 2,500 times faster! As you can see, you must be careful in com-
paring systems based on pure MHz alone because many other factors affect system performance.

Evaluating CPU performance can be tricky. CPUs with different internal architectures do things differ-
ently and can be relatively faster at certain things and slower at others. To fairly compare various
CPUs at different clock speeds, Intel has devised a specific series of benchmarks called the iCOMP
(Intel Comparative Microprocessor Performance) index that can be run against processors to produce a rel-
ative gauge of performance. The iCOMP index benchmark has been updated twice and released in
original iCOMP, iCOMP 2.0, and now iCOMP 3.0 versions.

Table 3.4 shows the relative power, or iCOMP 2.0 index, for several processors.

Note

Note that this reflects the most recent iCOMP index. Intel uses other benchmarks for the Pentium 4.

Table 3.4 Intel iCOMP 2.0 Index Ratings

Processor iCOMP 2.0 Index Processor iCOMP 2.0 Index
Pentium 75 67 Pentium Pro 200 220
Pentium 100 90 Celeron 300 226
Pentium 120 100 Pentium Il 233 267
Pentium 133 111 Celeron 300A 296
Pentium 150 114 Pentium Il 266 303
Pentium 166 127 Celeron 333 318
Pentium 200 142 Pentium Il 300 332
Pentium-MMX 166 160 Pentium Il OverDrive 300 351
Pentium Pro 150 168 Pentium Il 333 366
Pentium-MMX 200 182 Pentium Il 350 386
Pentium Pro 180 197 Pentium Il OverDrive 333 387
Pentium-MMX 233 203 Pentium Il 400 440
Celeron 266 213 Pentium Il 450 483

The iCOMP 2.0 index is derived from several independent benchmarks and is a stable indication of relative
processor performance. The benchmarks balance integer with floating-point and multimedia performance.
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When Intel developed the Pentium III, it discontinued the iCOMP 2.0 index and released the iCOMP
3.0 index. iCOMP 3.0 is an updated benchmark that incorporates an increasing use of 3D, multimedia,
and Internet technology and software, as well as the increasing use of rich data streams and computer-
intensive applications, including 3D, multimedia, and Internet technology. iCOMP 3.0 combines six
benchmarks: WinTune 98 Advanced CPU Integer test, CPUmark 99, 3D WinBench 99-3D Lighting and
Transformation Test, MultimediaMark 99, Jmark 2.0 Processor Test, and WinBench 99-FPU WinMark.
These newer benchmarks take advantage of the SSE (Streaming SIMD Extensions), additional graphics
and sound instructions built into the PIII. Without taking advantage of these new instructions, the
PIII would benchmark at about the same speed as a PII at the same clock rate.

Table 3.5 shows the iCOMP Index 3.0 ratings for Pentium II and III processors.

Table 3.5 Intel iCOMP 3.0 Ratings

Processor iCOMP 3.0 Index Processor iCOMP 3.0 Index
Pentium Il 350 1000 Pentium Ill 650 2270

Pentium Il 450 1240 Pentium Ill 700 2420

Pentium Ill 450 1500 Pentium IIl 750 2540

Pentium Ill 500 1650 Pentium IIl 800 2690

Pentium Ill 550 1780 Pentium IIl 866 2890

Pentium Ill 600 1930 Pentium IIl 1000 3280

Pentium Ill 600E 2110

Intel currently rates the Pentium 4 using the commercially available BAPCo SYSmark 2002 benchmark
suite. The ratings for the various versions of the chip are shown in Table 3.6.

Table 3.6 Intel Pentium 4 SYSmark 2002 Ratings

Pentium 4 SYSmark 2002 Pentium 4 SYSmark 2002
1.50GHz 159 2.20GHZ! 227

1.60GHz 166 2.26GHz? 239

1.70GHz 174 2.40GHz? 245

1.80GHz 179 2.53GHz? 254

1.90GHz 186 2.80GHz? 295

2.00GHz 193 3.06GHz? 315

2.00AGHZ' 212

1. 0.13 micron process, 512K L2 Cache, 400MHz CPU bus
2. 0.13 micron process, 512K L2 Cache, 533MHz CPU bus

SYSmark 2002 is a commercially available application-based benchmark that reflects the normal usage
of business users employing modern Internet content creation and Microsoft Office applications.
SYSmark 2002 incorporates the following applications, which it uses for testing:

B Internet Content Generation. Includes Adobe Photoshop 6.01, Premiere 6.0, Microsoft Windows
Media Encoder 7.1, Macromedia Dreamweaver 4, and Flash 5

B Office Productivity. Includes Microsoft Word 2002, Excel 2002, PowerPoint 2002, Outlook 2002,
Access 2002, Netscape Communicator 6.0, Dragon NaturallySpeaking Preferred v.5, WinZip 8.0,
and McAfee VirusScan 5.13
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SYSmark runs various scripts to do actual work using these applications and is used by many companies
for testing and comparing PC systems and components. It is a much more modern and real-world
benchmark than the iCOMP benchmark Intel previously used, and because it is available to anybody, the
results can be independently verified. SYSmark 2002 can be purchased from BAPCo at www.bapco.com.

Processor Speeds and Markings Versus Motherboard Speed

Another confusing factor when comparing processor performance is that virtually all modern proces-
sors since the 486DX2 run at some multiple of the motherboard speed. For example, a Pentium 4
2.53GHz chip runs at a multiple of 19/4 (4.75x) times the motherboard speed of 533MHz, whereas an
AMD Athlon XP 2800+ using the latest Barton core (2.083GHz) runs at 75/12 (6.25x) times the moth-
erboard speed of 33MHz. Up until early 1998, most motherboards ran at 66MHz or less. Starting in
April 1998, Intel released both processors and motherboard chipsets designed to run at 100MHz.

By late 1999, chipsets and motherboards running at 133MHz became available to support the newer
Pentium IIT processors. At that time, AMD Athlon motherboards and chipsets were introduced run-
ning a 100MHz clock but using a double transfer technique for an effective 200MHz data rate
between the Athlon processor and the main chipset North Bridge chip.

In 2000 and 2001, processor bus speeds advanced further to 266MHz for the AMD Athlon and Intel
Itanium and 400MHz to 533MHz for the Pentium 4. In 2002, the AMD Athlon XP processors began to
support a processor bus speed of 333MHz. In 2003, Intel introduced the first Pentium 4 processors that
supported a processor bus speed of 800MHz. Typically, the speed of the CPU bus is selected to match
whatever memory types Intel and AMD want to support. Most of the modern CPU bus speeds are based
on the speeds of the CPU as well as the available SDRAM, DDR SDRAM, and RDRAM memory. Note that
the processor bus speed of Pentium 4 processors is not directly equivalent to a particular memory speed.

Note

See Chapter 4, "Motherboards and Buses,” for more information on chipsets and bus speeds.

You can set the motherboard speed and multiplier setting via jumpers or another configuration mech-
anism (such as BIOS setup) on the motherboard. Modern systems use a variable-frequency synthesizer
circuit usually found in the main motherboard chipset to control the motherboard and CPU speed.
Most Pentium motherboards have three or four speed settings. The processors used today are available
in a variety of versions that run at different frequencies based on a given motherboard speed. For
example, most of the Pentium chips run at a speed that is some multiple of the true motherboard
speed. For example, Pentium-class processors and motherboards run at the speeds shown in Table 3.7.

Note

For information on specific AMD, Cyrix, or VIA processors, see their respective sections lafer in this chapter.

Table 3.7 Intel Processor and Motherboard Speeds

CPU Speed CPU Clock Motherboard
CPU Type (MHz) Multiplier Speed (MHz)
Pentium 75 1.5x 50
Pentium 60 1x 60
Pentium 90 1.5x 60
Pentium 120 2x 60
Pentium 150 2.5x 60
Pentium/Pentium Pro 180 3x 60

Pentium 66 1x 66
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Table 3.7 Continued
CPU Speed CPU Clock Motherboard
CPU Type (MHz) Multiplier Speed (MHz)
Pentium 100 1.5x 66
Pentium 133 2x 66
Pentium/Pentium Pro 166 2.5x 66
Pentium/Pentium Pro 200 3x 66
Pentium/Pentium |l 233 3.5x 66
Pentium(Mobile)/Pentium 11/ 266 4x 66
Celeron
Pentium Il/Celeron 300 4.5x 66
Pentium II/Celeron 333 5x 66
Pentium II/Celeron 366 5.5x 66
Celeron 400 6x 66
Celeron 433 6.5x 66
Celeron 466 7x 66
Celeron 500 7.5x 66
Celeron 533 8x 66
Celeron 566 8.5x 66
Celeron 600 9x 66
Celeron 633 9.5x 66
Celeron 667 10x 66
Celeron 700 10.5x 66
Celeron 733 11x 66
Celeron 766 11.5x 66
Pentium I 350 3.5x 100
Pentium I 400 4x 100
Pentium 11/l 450 4.5x 100
Pentium Il 500 5x 100
Pentium Il 550 5.5x 100
Pentium Il 600 6x 100
Pentium Il 650 6.5x 100
Pentium Il 700 7x 100
Pentium Il 750 7.5x 100
Pentium Ill/Celeron 800 8x 100
Pentium Ill/Celeron 850 8.5x 100
Pentium Ill/Celeron 900 9x 100
Pentium Ill/Celeron 950 9.5x 100
Pentium Ill/Celeron 1000 10x 100
Pentium Ill/Celeron 1100 11x 100
Pentium Ill/Celeron 1200 12x 100
Pentium Ill/Celeron 1300 13x 100
Pentium Ill/Celeron 1400 14x 100
Pentium lll 533 4x 133
Pentium Il 600 4.5x 133
Pentium Il 667 5x 133
Pentium Il 733 5.5x 133
Pentium Il 800 6x 133
Pentium Il 866 6.5x 133
Pentium lll 933 7x 133




56 Chapter 3 Microprocessor Types and Specifications

Table 3.7 Continued

CPU Speed CPU Clock Motherboard
CPU Type (MHz) Multiplier Speed (MHz)
Pentium I 1000 7.5x 133
Pentium I 1066 8x 133
Pentium I 1133 8.5x 133
Pentium Il 1200 9x 133
Pentium Il 1266 9.5x 133
Pentium I 1333 10x 133
Pentium I 1400 10.5x 133
Pentium 4 1300 3.25x 400
Pentium 4 1400 3.5x 400
Pentium 4 1500 3.75x 400
Pentium 4 1600 4x 400
Pentium 4/Celeron 1700 4.25x 400
Pentium 4 1800 4.5x 400
Pentium 4 1900 4.75x 400
Pentium 4 2000 5x 400
Pentium 4 2200 5.5x 400
Pentium 4 2400 6x 400
Pentium 4 2266 4.25x 533
Pentium 4 2400 4.5x 533
Pentium 4 2500 6.25X 400
Pentium 4 2533 4.75x 533
Pentium 4 2600 6.5x 400
Pentium 4 2660 5x 533
Pentium 4 2800 5.25x 533
Pentium 4 3060 5.75x 533
Pentium 4 3200 4x 800
Pentium 4 3400 4.25x 800
ltanium 733 2.75x 266
ltanium 800 3x 266
Itanium 2 1000 2.5x 400

If all other variables are equal—including the type of processor, the number of wait states (empty
cycles) added to different types of memory accesses, and the width of the data bus—you can compare
two systems by their respective clock rates. However, the construction and design of the memory con-
troller (contained in the motherboard chipset) as well as the type and amount of memory installed
can have an enormous effect on a system’s final execution speed.

In building a processor, a manufacturer tests it at various speeds, temperatures, and pressures. After
the processor is tested, it receives a stamp indicating the maximum safe speed at which the unit will
operate under the wide variation of temperatures and pressures encountered in normal operation.
These ratings are clearly marked on the processor package.

Cyrix Processor Speeds

Cyrix/IBM/VIA 6x86 processors—which were designed to compete with the Intel Pentium, early
Pentium II, and AMD KS and K6 series of processors—used a PR (performance rating) scale that was
not equal to the true clock speed in megahertz. For example, the Cyrix 6x86MX/MII-PR366 actually
runs at only 250MHz (2.5x100MHz). This is a little misleading—you must set up the motherboard as
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if a 250MHz processor were being installed, instead of the 366MHz you might suspect. Unfortunately,
this led people to believe these systems were faster than they really were.

Table 3.8 shows the relationship between the Cyrix 6x86, 6x86MX, and M-II P-Ratings versus the
actual chip speeds in MHz.

Table 3.8 Cyrix P-Ratings Versus Actual Chip Speeds in MHz

Actual CPU Clock Motherboard

CPU Type P-Rating Speed (MHz) Multiplier Speed (MHz)
6x86 PR9O 80 2x 40
6x86 PR120 100 2x 50
6x86 PR133 110 2x 55
6x86 PR150 120 2x 60
6x86 PR166 133 2x 66
6x86 PR200 150 2x 75
6x86MX PR133 100 2x 50
6x86MX PR133 110 2x 55
6x86MX PR150 120 2x 60
6x86MX PR150 125 2.5x 50
6x86MX PR166 133 2x 66
6x86MX PR166 137.5 2.5x 55
6x86MX PR166 150 3x 50
6x86MX PR166 150 2.5x 60
6x86MX PR200 150 2x 75
6x86MX PR200 165 3x 55
6x86MX PR200 166 2.5x 66
6x86MX PR200 180 3x 60
6x86MX PR233 166 2x 83
6x86MX PR233 187.5 2.5x 75
6x86MX PR233 200 3x 66
6x86MX PR266 207.5 2.5x 83
6x86MX PR266 225 3x 75
6x86MX PR266 233 3.5x 66
M-Il PR300 225 3x 75
M-l PR300 233 3.5x 66
M-Il PR333 250 3x 83
M-l PR366 250 2.5x 100
M-Il PR400 285 3x 95
M-Il PR433 300 3x 100
Cyrix Ill PR433 350 3.5x 100
Cyrix Il PR466 366 3x 122
Cyrix Il PR500 400 3x 133
Cyrix Il PR533 433 3.5x 124
Cyrix Il PR533 450 4.5x 100

Note that a given P-Rating can mean several different actual CPU speeds—for example, a Cyrix
6x86MX-PR200 might actually be running at 150MHz, 165MHz, 166MHz, or 180MHz, but not at
200MHz.

This P-Rating was supposed to indicate speed in relation to an Intel Pentium processor, but the
processor being compared to in this case is the original non-MMX, small L1 cache version running on
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an older motherboard platform with an older chipset and slower technology memory. The P-Rating
did not compare well against the Celeron, Pentium II, or Pentium III processors. In other words, the
MII-PR366 really ran at only 250MHz and compared well against Intel processors running at closer to
that speed, making the ratings somewhat misleading.

AMD Processor Speeds
AMD’s Athlon XP processors are excellent performers and have several notable features, but they
unfortunately bring with them a resurrection of the infamous Cyrix/AMD performance rating. This is
a simulated MHz number that does not indicate the actual speed of the chip but instead indicates an
estimate of the relative MHz of a first-generation Intel Pentium 4 that would be approximately equal
in performance. If this sounds confusing, that’s because it is!

Table 3.9 shows the P-Rating and actual speeds of the AMD K5, K6, Athlon, Athlon XP, and Duron
Pprocessors.

Table 3.9 AMD P-Ratings Versus Actual Chip Speeds in MHz

Actual CPU Clock Motherboard

CPU Type P-Rating Speed (MHz) Multiplier Speed (MHz)
K5 75 75 1.5x 50
K5 90 90 1.5x 60
K5 100 100 1.5x 66
K5 120 90 1.5x 60
K5 133 100 1.5x 66
K5 166 116 1.75x 66
Ké 166 166 2.5x 66
Ké 200 200 3x 66
Ké 233 233 3.5x 66
Ké 266 266 4x 66
Ké 300 300 4.5x 66
Ké-2 233 233 3.5x 66
Ké-2 266 266 4x 66
Ké-2 300 300 4.5x 66
Ké-2 300 300 3x 100
Ké-2 333 333 5x 66
Ké-2 333 333 3.5x 95
Ké-2 350 350 3.5x 100
Ké-2 366 366 5.5x 66
Ké-2 380 380 4x 95
Ké-2 400 400 6x 66
Ké-2 400 400 4x 100
Ké-2 450 450 4.5x 100
Ké-2 475 475 5x 95
Ké-2 500 500 5x 100
Ké6-2 533 533 5.5x 97
Ké-2 550 550 5.5x 100
Ké-3 400 400 4x 100
Ké-3 450 450 4.5x 100
Athlon 500 500 2.5x 200
Athlon 550 550 2.75x 200

Athlon/Duron 600 600 3x 200
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Table 3.9 Continued

Actual CPU Clock Motherboard
CPU Type P-Rating Speed (MHz) Multiplier Speed (MHz)
Athlon/Duron 650 650 3.25x 200
Athlon/Duron 700 700 3.5x 200
Athlon/Duron 750 750 3.75x 200
Athlon/Duron 800 800 4x 200
Athlon/Duron 850 850 4.25x 200
Athlon/Duron 900 900 4.5x 200
Athlon/Duron 950 950 4.75x 200
Athlon/Duron 1000 1000 5x 200
Athlon/Duron 1100 1100 5.5x 200
Athlon/Duron 1200 1200 6x 200
Athlon/Duron 1300 1300 6.5x 200
Athlon/Duron 1400 1400 7x 200
Athlon 1000 1000 3.75x 266
Athlon 1133 1133 4.25x 266
Athlon 1200 1200 4.5x 266
Athlon 1333 1333 5x 266
Athlon 1400 1400 5.25x 266
Athlon XP 1500+ 1333 5x 266
Athlon XP 1600+ 1400 5.25x 266
Athlon XP 1700+ 1466 5.5x 266
Athlon XP 1800+ 1533 5.75x 266
Athlon XP 1900+ 1600 6x 266
Athlon XP 2000+ 1666 6.25x 266
Athlon XP 2100+ 1733 6.5x 266
Athlon XP 2200+ 1800 6.75x 266
Athlon XP 2400+ 2000 7.5x 266
Athlon XP 2500+* 1833 5.5x 333
Athlon XP 2600+ 2083 6.25x 333
Athlon XP 2600+ 2133 8x 266
Athlon XP 2700+ 2167 6.5x 333
Athlon XP 2800+* 2083 6.25x 333
Athlon XP 2800+ 2250 6.75x 333
Athlon XP 3000+* 2167 6.5x 333
Athlon XP 3200+* 2333 7x 333

Note that the 200MHz and 266MHz bus speeds in the Athlon/Duron use 100MHz and 133MHz clock signals and
two transfers per cycle for double the effective rate. Some motherboards refer to the CPU bus speed by the half-speed
100MHz or 133MHz clock and therefore use twice the clock multiplier settings shown here.

*These processors use the Barton core, which uses a larger 512KB cache instead of other Athlon XP models’ 256KB
cache to improve performance.

AMD'’s performance tests show that the 1.8GHz Athlon runs at the same “performance level” as a the-
oretical 2.2GHz Pentium 4, so it calls the chip an Athlon XP 2200+, assigning the 2200+ number as a
designation of performance relative to Pentium 4 MHz. This type of marketing, where a chip is
assigned a number indicating a relative—rather than a true—speed rating, has been tried before with
limited success. In some cases it left a bad impression with customers who felt that they were
deceived when they found out the true MHz rating of the chips and systems they had purchased.
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I liken the performance numbers AMD is using to the wind chill factor often used by weather reporters
in the winter. There is of course the REAL temperature, and then there is the so-called wind chill factor,
which is an estimated rating of how cold it “feels.” The model numbers AMD uses with the new
Athlon XP are like a “speed factor,” which is supposed to tell you how fast the processor “feels” com-
pared to a Pentium 4. (However, AMD does insist its performance rating numbers are not meant to be
directly associated with the Pentium 4.)

AMD’s marketing problem is real: How do you market a chip that performs faster than your rival when
both are running at the same clock speed? An AMD Athlon XP with an actual clock speed of 2GH is sig-
nificantly faster than a 2GHz Pentium 4 and in fact performs about equal to a 2.4GHz Pentium 4 (hence,
AMD calls this model the Athlon XP 2400+). This apparent disparity in performance is because the P4
uses a different architecture that utilizes a deeper instruction pipeline with more stages. The Pentium 4
has a 20-stage pipeline, which compares to an 11-stage pipeline in the Athlon and a 10-stage pipeline in
the Pentium III/Celeron.

A deeper pipeline effectively breaks instructions down into smaller micro-steps, which allows overall
higher clock rates to be achieved using the same silicon technology. However, it also means that over-
all fewer instructions can be executed in a single cycle as compared with the Athlon (or Pentium III).
This is because, if a branch prediction or speculative execution step fails (which happens fairly fre-
quently inside the processor as it attempts to line up instructions in advance), the entire pipeline has
to be flushed and refilled. Thus, if you compared an Athlon to a Pentium III to a Pentium 4 all running
at the same clock speed, the Athlon and Pentium III would both beat the Pentium 4 running typical
benchmarks because they would execute more instructions in the same number of cycles.

Although this would sound bad for the Pentium 4, it really isn’t. In fact, it is part of the design. Intel’s rea-
soning is that even though the deeper pipeline might be 30% less efficient overall, it more than makes up
for this by allowing at least 50% greater clock speeds than the Athlon or Pentium III with shorter pipelines.
The deeper 20-stage pipeline in the P4 architecture enables significantly higher clock speeds to be achieved
using the same silicon die process as other chips. As an example, the Athlon XP and Pentium 4 were origi-
nally made using the same 0.18-micron process (which describes the line width of components etched on
the chips). The P4’s 20-stage pipeline enables the 0.18-micron die process to result in chips running up to
2.0GHz, whereas the same process achieves only 1.73GHz in the 11-stage Athlon XP and only 1.13GHz in
the 10-stage Pentium III/Celeron. Using the newer 0.13-micron process, the Pentium 4 currently runs up to
3.06GHz and the Athlon XP tops out at 2.083GHz (3000+ model) in the same introduction timeframe.
Even though the Pentium 4 executes fewer instructions in each cycle, the overall higher cycling speeds
make up for the loss of efficiency. So, for the initial crop of Athlon XP and Pentium 4 processors, in the
end, higher clock speed versus more efficient processing effectively cancel each other out.

Unfortunately, the P-rating becomes very confusing for higher speeds because for speeds over 2GHz,
Intel has adopted a 0.13-micron (smaller) die, doubled the L2 cache from 256KB to 512KB, and in
some models increased the CPU bus speed from 400MHz to 533MHz. The P-rating system compares
only to the OLDER (slower) 0.18-micron Pentium 4 design and does not quite match up numerically to
the newer 0.13-micron Pentium 4 chips, especially those with the 533MHz processor bus. The problem
is AMD has created a comparative rating scale but is comparing against a moving target. Although the
latest AMD Athlon XPs are built on a .13-micron process (Thoroughbred and Barton cores) and now
offer 512KB of full-speed on-die L2 cache (Barton core), the rating system names for the latest Barton-
core Athlon XP processors—2800+, 3000+, and 3200+—don’t really compare well to 2.8GHz, 3.06GHz,
and 3.2GHz Pentium 4 processors.

And there is another problem: The relative comparisons change depending on which benchmarks you
run. As applications and operating system software are rewritten to understand the deeper 20-stage
pipeline of the Pentium 4 (and that is already happening), fewer internal processor prediction and
speculation mistakes will be made, and thus the pipeline will be flushed and refilled fewer times.
Overall instruction efficiency will rise for the Pentium 4, meaning newer software optimized for the
deeper pipeline will actually run faster on the same Pentium 4 processor. This can have the effect of
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further tainting the relative comparisons AMD is making now, potentially rendering them inaccurate
in the future. In spite of this, AMD’s new 64-bit Athlon 64 desktop processors will still use a similar
naming convention, although the 64-bit Opteron server processor does not.

There’s no question that AMD’s claims about its Athlon XP processors are true: They do beat less-
efficient processors that run “faster” in terms of clock speed. The only problem is that the design of the
Pentium 4 allows significantly higher clock speeds to be achieved using the same manufacturing process.

Many systems display the clock speed of the processor during the initial boot cycle. Windows XP also
displays the CPU clock speed on the General tab of the System Properties sheet. AMD would prefer
that systems no longer indicate processor speed directly. In fact, AMD does not recommend or validate
motherboards using the Athlon XP if they display the processor’s actual clock speed. In the future, the curi-
ous will need to use a third-party program such as SiSoft Sandra or the Intel Frequency ID Utility to
find out the true clock speed of their processors after it is installed.

Note

If you want to defermine the designed clock speed for any type of Athlon processor [the actual clock speed could vary

according to motherboard overclocking, underclocking, or power management clock speed adjusiments), go o AMD’s
Web site and download the Data Sheet for the processor model you are interested in. You will find a table in each data
sheet that lists the actual MHz (divide by 1000 for the GHz| for each model. The latest Athlon XPs are Model 10, and
earlier models are Model 8 and Model 6.

One thing is clear in all of this confusion: Raw MHz (or GHz) is not always a good way to compare
chips, and generating pseudo-MHz numbers can only make things more confusing for the uninitiated.

Overclocking
In some systems, the processor speed can be set higher than the rating on the chip; this is called over-
clocking the chip. In many cases, you can get away with a certain amount of overclocking because
Intel, AMD, and others often build safety margins into their ratings. So, a chip rated for, say, S00MHz
might in fact run at 900MHz or more but instead be down-rated to allow for a greater margin of relia-
bility. By overclocking, you are using this margin and running the chip closer to its true maximum
speed. I don’t normally recommend overclocking for a novice, but if you are comfortable playing with
your system settings, and you can afford and are capable of dealing with any potential consequences,
overclocking might enable you to get 10%-20% or more performance from your system.

Overclocking Pitfalls
If you are intent on overclocking, there are several issues to consider. One is that most Intel processors
since the Pentium II are multiplier-locked before they are shipped out. Therefore, the chip ignores any
changes to the multiplier setting on the motherboard. Actually, both Intel and AMD lock the multipliers
on most of their newer processors, but the AMD processors use solder bridges on top of the chip that
can be manipulated if you are careful and somewhat mechanically inclined. Although originally done to
prevent re-markers from fraudulently relabeling processors (creating “counterfeit” chips), this has
impacted the computing performance enthusiast, leaving tweaking the motherboard bus speed as the
only easy way (or in some cases, the only way possible) to achieve a clock speed higher than standard.

You can run into problems increasing motherboard bus speed, as well. Most Intel motherboards, for exam-
ple, simply don’t support clock speeds other than the standard 66MHz, 100MHz, 133MHz, 400MHz, and
533MHez settings; the Intel D845PEBT2 motherboard, introduced in late 2002, is an exception. Also all the
Intel boards with speed settings done via software (BIOS Setup), with the exception of the D845PEBT2
motherboard, read the proper settings from the installed processor and allow only those settings. In other
words, you simply plug in the processor, and the Intel motherboard won't allow any settings other than
what that processor is designed for. Fortunately, most other brands do allow changing the bus speeds.
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Note

You can learn more about this Intel motherboard’s major components in Chapter 4 and about the BIOS seftings in

Chapter 5, "BIOS.”

Even if you could trick the processor into accepting a different clock multiplier setting, the jump from
66MHz to 100MHz or from 100 to 133MHz is a large one, and many processors will not make that
much of a jump reliably. For example, a Pentium III 800E runs at a 100MHz bus speed with an 8x
multiplier. Bumping the motherboard speed to 133MHz causes the processor to try to run at 8x133, or
1066MHz. It is not certain that the chip would run reliably at that speed. Likewise, a Celeron 600E
runs at 9x66MHz. Raising the bus speed to 100MHz causes the chip to try and run at 9x100MHz, or
900MHz, another potentially unsuccessful change.

A board that supports intermediate speed settings and allows the settings to be changed in smaller incre-
ments is necessary. This is because a given chip is generally overclockable by a certain percentage. The
smaller the steps you can take when increasing speed, the more likely that you'll be able to come close
to the actual maximum speed of the chip without going over. For example, the Asus P3V4X mother-
board supports front-side bus speed settings of 66MHz, 75SMHz, 83MHz, 90MHz, 95MHz, 100MHz,
103MHz, 105MHz, 110MHz, 112MHz, 115MHz, 120MHz, 124MHz, 133MHz, 140MHz, and 150MHz. By
setting the 800MHz Pentium IIIE to increments above 100MHz, you’d have the following:

Muiltiplier (Fixed) Bus Speed Processor Speed
8x 100MHz 800MHz

8x 103MHz 824MHz

8x 105MHz 840MHz

8x 110MHz 880MHz

8x 112MHz 896MHz

8x 115MHz 920MHz

8x 120MHz 960MHz

8x 124MHz 992MHz

8x 133MHz 1066MHz

Likewise, using this motherboard with a Celeron 600, you could try settings above the standard
66MHz bus speed as follows:

Muiltiplier (Fixed) Bus Speed Processor Speed
9x 66MHz 600MHz
9x 75MHz 675MHz
9x 83MHz 747MHz
9x 90MHz 810MHz
9x 95MHz 855MHz
9x 100MHz 900MHz

Typically, a 10%-20% increase is successful, so with this motherboard, you are likely to get your
processor running 100MHz or faster than it was originally designed for.

An issue when it comes to increasing CPU bus speeds is that the other buses in the system will typi-
cally be similarly affected. Thus, if you increase the CPU bus speed by 10%, you might also be increas-
ing the PCI or AGP bus by the same amount, and your video, network, or other cards might not be
able to keep up. This is something that varies from board to board, so you have to consider each
example as a potentially unique case.



Processor Specifications Chapter 3 63

Overclocking Socket A Processors

The AMD Athlon and Duron processors in the FC-PGA (flip-chip pin grid array) format, which plugs
into Socket A, have special solder bridges on the top face of the chip that can be modified to change
or remove the lock from the internal multiplier on the chip. This can increase the speed of the chip
without changing the motherboard bus speed, thus affecting other buses or cards.

The selected multiplier is set or locked by very small solder connections between solder dots (contacts)
on the surface of the chip. You can completely unlock the chip by bridging or disconnecting the
appropriate dots. Unfortunately, it is somewhat difficult to add or remove these bridges; you usually
have to mask off the particular bridge you want to create and, rather than dripping solder onto it, liter-
ally paint the bridge with silver or copper paint. For example, you can use the special copper paint sold
in small vials at any auto parts store for repairing the window defogger grids. The real problem is that
the contacts are very small, and if you bridge to adjacent rather than opposite contacts, you can render
the chip nonfunctional. An exacto knife or razor blade can be used to remove the bridges if desired. If
you are not careful, you can easily damage a processor worth several hundred dollars. If you are leery
of making such changes, you should try bus overclocking instead because this is done in the BIOS
Setup and can easily be changed or undone without any mechanical changes to the chip.

CPU Voltage Settings

Another trick used by overclockers is playing with the voltage settings for the CPU. All modern CPU
sockets and slots, including Slot 1, Slot A, Socket 8, Socket 370, Socket 423, Socket 478, and Socket A,
have automatic voltage detection. With this detection, the system detects and sets the correct voltage
by reading certain pins on the processor. Some motherboards, such as those made by Intel, do not
allow any manual changes to these settings. Other motherboards, such as the Asus P3V4X mentioned
earlier, allow you to tweak the voltage settings from the automatic setting up or down by tenths of a
volt. Some experimenters have found that by either increasing or decreasing voltage slightly from the
standard, a higher speed of overclock can be achieved with the system remaining stable.

My recommendation is to be careful when playing with voltages because you can damage the chip in this
manner. Even without changing voltage, overclocking with an adjustable bus speed motherboard is very
easy and fairly rewarding. I do recommend you make sure you are using a high-quality board, good mem-
ory, and especially a good system chassis with additional cooling fans and a heavy-duty power supply. See
Chapter 21, “Power Supply and Chassis/Case,” for more information on upgrading power supplies and
chassis. Especially when overclocking, it is essential that the system components and the CPU remain
properly cooled. Going a little bit overboard on the processor heatsink and adding extra cooling fans to
the case never hurts and in many cases helps a great deal when hotrodding a system in this manner.

Note

One good source of online overclocking information is located af http://www.tomshardware.com. It includes, among

other things, fairly thorough overclocking FAQs and an ongoing survey of users who have successfully [and sometimes
unsuccessfully) overclocked their CPUs. Note that many of the newer Intel processors incorporate fixed bus multiplier ratios
that effectively prevent or certainly reduce the ability to overclock. Unfortunately, this can be overridden with a simple hard-
ware fix, and many counterfeit processor vendors are selling re-marked [overclocked) chips.

Cache Memory

As processor core speeds increased, memory speeds could not keep up. How could you run a processor
faster than the memory from which you feed it without having performance suffer terribly? The
answer was cache. In its simplest terms, cache memory is a high-speed memory buffer that temporarily
stores data the processor needs, allowing the processor to retrieve that data faster than if it came from
main memory. But there is one additional feature of a cache over a simple buffer, and that is intelli-
gence. A cache is a buffer with a brain.
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A buffer holds random data, usually on a first in, first out, or first in, last out basis. A cache, on the
other hand, holds the data the processor is most likely to need in advance of it actually being needed.
This enables the processor to continue working at either full speed or close to it without having to
wait for the data to be retrieved from slower main memory. Cache memory is usually made up of sta-
tic RAM (SRAM) memory integrated into the processor die, although older systems with cache also
used chips installed on the motherboard.

See "Cache Memory: SRAM," p. 425.

Two levels of processor/memory cache are used in a modern PC, called Level 1 (L1) and Level 2 (L2)
(some server processors such as the Itanium series from Intel also have Level 3 cache). These caches
and how they function are described in the following sections.

Internal Level 1 Cache

All modern processors starting with the 486 family include an integrated L1 cache and controller. The
integrated L1 cache size varies from processor to processor, starting at 8KB for the original 486DX and
now up to 32KB, 64KB, or more in the latest processors.

To understand the importance of cache, you need to know the relative speeds of processors and mem-
ory. The problem with this is that processor speed usually is expressed in MHz or GHz (millions or bil-
lions of cycles per second), whereas memory speeds are often expressed in nanoseconds (billionths of
a second per cycle). Most newer types of memory express the speed in either MHz or in megabyte per
second (MBps) bandwidth (throughput).

Both are really time- or frequency-based measurements, and a chart comparing them can be found in
Table 6.3 in Chapter 6, “Memory.” In this table, you will note that a 233MHz processor equates to
4.3-nanosecond cycling, which means you would need 4ns memory to keep pace with a 200MHz
CPU. Also note that the motherboard of a 233MHz system typically runs at 66MHz, which corre-
sponds to a speed of 15ns per cycle and requires 15ns memory to keep pace. Finally, note that 60ns
main memory (common on many Pentium-class systems) equates to a clock speed of approximately
16MHz. So, a typical Pentium 233 system has a processor running at 233MHz (4.3ns per cycle), a
motherboard running at 66MHz (15ns per cycle), and main memory running at 16MHz (60ns per
cycle). This might seem like a rather dated example, but in a moment, you will see that the figures
listed here make it easy for me to explain how cache memory works.

Because L1 cache is always built into the processor die, it runs at the full-core speed of the processor
internally. By full-core speed, I mean this cache runs at the higher clock multiplied internal processor
speed rather than the external motherboard speed. This cache basically is an area of very fast memory
built into the processor and is used to hold some of the current working set of code and data. Cache
memory can be accessed with no wait states because it is running at the same speed as the processor
core.

Using cache memory reduces a traditional system bottleneck because system RAM is almost always
much slower than the CPU; the performance difference between memory and CPU speed has become
especially large in recent systems. Using cache memory prevents the processor from having to wait for
code and data from much slower main memory, therefore improving performance. Without the L1
cache, a processor would frequently be forced to wait until system memory caught up.

Cache is even more important in modern processors because it is often the only memory in the entire
system that can truly keep up with the chip. Most modern processors are clock multiplied, which
means they are running at a speed that is really a multiple of the motherboard into which they are
plugged. The Pentium 4 2.8GHz, for example, runs at a multiple of 5.25 times the true motherboard
speed of 533MHz. The main memory is one half this speed (266MHz) because the Pentium 4 uses a
quad-pumped memory bus. Because the main memory is plugged into the motherboard, it can run
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only at 266MHz maximum. The only 2.8GHz memory in such a system is the L1 and L2 caches built
into the processor core. In this example, the Pentium 4 2.8GHz processor has 20KB of integrated L1
cache (8KB data cache and 12KB execution trace cache) and 512KB of L2, all running at the full speed
of the processor core.

See "Memory Module Speed,” p. 461.

If the data the processor wants is already in the internal cache, the CPU does not have to wait. If the
data is not in the cache, the CPU must fetch it from the Level 2 cache or (in less sophisticated system
designs) from the system bus, meaning main memory directly.

How Cache Works

To learn how the L1 cache works, consider the following analogy.

This story involves a person (in this case you) eating food to act as the processor requesting and operat-
ing on data from memory. The kitchen where the food is prepared is the main memory (SIMM/DIMM)
RAM. The cache controller is the waiter, and the L1 cache is the table at which you are seated.

Okay, here’s the story. Say you start to eat at a particular restaurant every day at the same time. You
come in, sit down, and order a hot dog. To keep this story proportionately accurate, let’s say you nor-
mally eat at the rate of one bite (byte? <g>) every four seconds (233MHz = about 4ns cycling). It also
takes 60 seconds for the kitchen to produce any given item that you order (60ns main memory).

So, when you first arrive, you sit down, order a hot dog, and you have to wait for 60 seconds for the
food to be produced before you can begin eating. After the waiter brings the food, you start eating at
your normal rate. Pretty quickly you finish the hot dog, so you call the waiter over and order a ham-
burger. Again you wait 60 seconds while the hamburger is being produced. When it arrives, you again
begin eating at full speed. After you finish the hamburger, you order a plate of fries. Again you wait,
and after it is delivered 60 seconds later, you eat it at full speed. Finally, you decide to finish the meal
and order cheesecake for dessert. After another 60-second wait, you can eat cheesecake at full speed.
Your overall eating experience consists of mostly a lot of waiting, followed by short bursts of actual
eating at full speed.

After coming into the restaurant for two consecutive nights at exactly 6 p.m. and ordering the same
items in the same order each time, on the third night the waiter begins to think, “I know this guy is
going to be here at 6 p.m., order a hot dog, a hamburger, fries, and then cheesecake. Why don't I
have these items prepared in advance and surprise him? Maybe I'll get a big tip.” So you enter the
restaurant and order a hot dog, and the waiter immediately puts it on your plate, with no waiting!
You then proceed to finish the hot dog and right as you are about to request the hamburger, the
waiter deposits one on your plate. The rest of the meal continues in the same fashion, and you eat
the entire meal, taking a bite every four seconds, and never have to wait for the kitchen to prepare
the food. Your overall eating experience this time consists of all eating, with no waiting for the food
to be prepared, due primarily to the intelligence and thoughtfulness of your waiter.

This analogy exactly describes the function of the L1 cache in the processor. The L1 cache itself is the
table that can contain one or more plates of food. Without a waiter, the space on the table is a simple
food buffer. When stocked, you can eat until the buffer is empty, but nobody seems to be intelligently
refilling it. The waiter is the cache controller who takes action and adds the intelligence to decide
which dishes are to be placed on the table in advance of your needing them. Like the real cache con-
troller, he uses his skills to literally guess which food you will require next, and if and when he
guesses right, you never have to wait.

Let’s now say on the fourth night you arrive exactly on time and start off with the usual hot dog. The
waiter, by now really feeling confident, has the hot dog already prepared when you arrive, so there is
no waiting.
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Just as you finish the hot dog, and right as he is placing a hamburger on your plate, you say “Gee, I'd
really like a bratwurst now; I didn’t actually order this hamburger.” The waiter guessed wrong, and the
consequence is that this time you have to wait the full 60 seconds as the kitchen prepares your brat.
This is known as a cache miss, in which the cache controller did not correctly fill the cache with the
data the processor actually needed next. The result is waiting, or in the case of a sample 233MHz
Pentium system, the system essentially throttles back to 16MHz (RAM speed) whenever a cache miss
occurs.

According to Intel, the L1 cache in most of its processors has approximately a 90% hit ratio (some
processors, such as the Pentium 4, are slightly higher). This means that the cache has the correct data
90% of the time, and consequently the processor runs at full speed—233MHz in this example—90%
of the time. However, 10% of the time the cache controller guesses wrong and the data has to be
retrieved out of the significantly slower main memory, meaning the processor has to wait. This essen-
tially throttles the system back to RAM speed, which in this example was 60ns or 16MHz.

In this analogy, the processor was 14 times faster than the main memory. Memory speeds have
increased from 16MHz (60ns) to 333MHz (3.0ns) or faster in the latest systems, but processor speeds
have also risen to 3GHz and beyond, so even in the latest systems, memory is still 7.5 or more times
SLOWER than the processor. Cache is what makes up the difference.

The main feature of L1 cache is that it has always been integrated into the processor core, where it
runs at the same speed as the core. This, combined with the hit ratio of 90% or greater, makes L1
cache very important for system performance.

Level 2 Cache

To mitigate the dramatic slowdown every time an L1 cache miss occurs, a secondary (L2) cache is
employed.

Using the restaurant analogy I used to explain L1 cache in the previous section, I'll equate the L2
cache to a cart of additional food items placed strategically in the restaurant such that the waiter can
retrieve food from the cart in only 15 seconds (versus 60 seconds from the kitchen). In an actual
Pentium class (Socket 7) system, the L2 cache is mounted on the motherboard, which means it runs
at motherboard speed—66MHz, or 15ns in this example. Now, if you ask for an item the waiter did
not bring in advance to your table, instead of making the long trek back to the kitchen to retrieve the
food and bring it back to you 60 seconds later, he can first check the cart where he has placed addi-
tional items. If the requested item is there, he will return with it in only 15 seconds. The net effect in
the real system is that instead of slowing down from 233MHz to 16MHz waiting for the data to come
from the 60ns main memory, the data can instead be retrieved from the 15ns (66MHz) L2 cache. The
effect is that the system slows down from 233MHz to 66MHz.

Newer processors have integrated L2 cache that runs at the same speed as the processor core, which is
also the same speed as the L1 cache. For the analogy to describe these newer chips, the waiter would
simply place the cart right next to the table you were seated at in the restaurant. Then, if the food
you desired wasn’t on the table (L1 cache miss), it would merely take a longer reach over to the adja-
cent L2 cache (the cart, in this analogy) rather than a 15-second walk to the kitchen as with the older
designs.

Cache Performance and Design

Just as with the L1 cache, most L2 caches have a hit ratio also in the 90% range; therefore, if you look
at the system as a whole, 90% of the time it will be running at full speed (233MHz in this example)
by retrieving data out of the L1 cache. Ten percent of the time it will slow down to retrieve the data
from the L2 cache. Ninety percent of the time the processor goes to the L2 cache, the data will be in
the L2, and 10% of that time it will have to go to the slow main memory to get the data because of
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an L2 cache miss. So, by combining both caches, our sample system runs at full processor speed 90%
of the time (233MHz in this case), at motherboard speed 9% (90% of 10%) of the time (66MHz in this
case), and at RAM speed about 1% (10% of 10%) of the time (16MHz in this case). You can clearly see
the importance of both the L1 and L2 caches; without them the system uses main memory more
often, which is significantly slower than the processor.

This brings up other interesting points. If you could spend money doubling the performance of either
the main memory (RAM) or the L2 cache, which would you improve? Considering that main memory
is used directly only about 1% of the time, if you doubled performance there, you would double the
speed of your system only 1% of the time! That doesn’t sound like enough of an improvement to jus-
tifty much expense. On the other hand, if you doubled L2 cache performance, you would be doubling
system performance 9% of the time, a much greater improvement overall. I'd much rather improve
L2 than RAM performance.

The processor and system designers at Intel and AMD know this and have devised methods of
improving the performance of L2 cache. In Pentium (P5) class systems, the L2 cache usually was
found on the motherboard and had to therefore run at motherboard speed. Intel made the first dra-
matic improvement by migrating the L2 cache from the motherboard directly into the processor and
initially running it at the same speed as the main processor. The cache chips were made by Intel and
mounted next to the main processor die in a single chip housing. This proved too expensive, so with
the Pentium II Intel began using cache chips from third-party suppliers such as Sony, Toshiba, NEC,
Samsung, and others. Because these were supplied as complete packaged chips and not raw die, Intel
mounted them on a circuit board alongside the processor. This is why the Pentium II was designed as
a cartridge rather than what looked like a chip.

One problem was the speed of the available third-party cache chips. The fastest ones on the market
were 3ns or higher, meaning 333MHz or less in speed. Because the processor was being driven in
speed above that, in the Pentium II and initial Pentium III processors Intel had to run the L2 cache at
half the processor speed because that is all the commercially available cache memory could handle.
AMD followed suit with the Athlon processor, which had to drop L2 cache speed even further in
some models to two-fifths or one-third the main CPU speed to keep the cache memory speed less
than the 333MHz commercially available chips.

Then a breakthrough occurred, which first appeared in Celeron processors 300A and above. These had
128KB of L2 cache, but no external chips were used. Instead, the L2 cache had been integrated
directly into the processor core just like the L1. Consequently, both the L1 and L2 caches now would
run at full processor speed, and more importantly scale up in speed as the processor speeds increased
in the future. In the newer Pentium III, as well as all the Xeon and Celeron processors, the L2 cache
runs at full processor core speed, which means there is no waiting or slowing down after an L1 cache
miss. AMD also achieved full-core speed on-die cache in its later Athlon and Duron chips. Using on-
die cache improves performance dramatically because the 9% of the time the system would be using
the L2 it would now remain at full speed instead of slowing down to one-half or less the processor
speed or, even worse, slow down to motherboard speed as in Socket 7 designs. Another benefit of on-
die L2 cache is cost, which is less because now fewer parts are involved.

Let’s revisit the restaurant analogy using a modern Pentium 4 2GHz. You would now be taking a
bite every half second (2GHz = 0.5ns cycling). The L1 cache would also be running at that speed, so
you could eat anything on your table at that same rate (the table = L1 cache). The real jump in
speed comes when you want something that isn’t already on the table (L1 cache miss), in which
case the waiter reaches over to the cart (which is now directly adjacent to the table) and nine out of
ten times is able to find the food you want in only one-half second (L2 speed = 2GHz or 0.5ns
cycling). In this more modern system, you would run at 2GHz 99% of the time (L1 and L2 hit
ratios combined) and slow down to RAM speed (wait for the kitchen) only 1% of the time as before.
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With faster memory running at 400MHz (2.5ns), you would have to wait only 2.5 seconds for the
food to come from the kitchen. If only restaurant performance would increase at the same rate
processor performance has!

Cache Organization

You know that cache stores copies of data from various main memory addresses. Because the cache
cannot hold copies of the data from all the addresses in main memory simultaneously, there has to be
a way to know which addresses are currently copied into the cache so that, if we need data from
those addresses, it can be read from the cache rather than from the main memory. This function is
performed by Tag RAM, which is additional memory in the cache that holds an index of the addresses
that are copied into the cache. Each line of cache memory has a corresponding address tag that stores
the main memory address of the data currently copied into that particular cache line. If data from a
particular main memory address is needed, the cache controller can quickly search the address tags to
see whether the requested address is currently being stored in the cache (a hit) or not (a miss). If the
data is there, it can be read from the faster cache; if it isn’t, it has to be read from the much slower
main memory.

Various ways of organizing or mapping the tags affect how cache works. A cache can be mapped as
fully associative, direct-mapped, or set associative.

In a fully associative mapped cache, when a request is made for data from a specific main memory
address, the address is compared against all the address tag entries in the cache tag RAM. If the
requested main memory address is found in the tag (a hit), the corresponding location in the cache is
returned. If the requested address is not found in the address tag entries, a miss occurs and the data
must be retrieved from the main memory address instead of the cache.

In a direct-mapped cached, specific main memory addresses are preassigned to specific line locations
in the cache where they will be stored. Therefore, the tag RAM can use fewer bits because when you
know which main memory address you want, only one address tag needs to be checked and each tag
needs to store only the possible addresses a given line can contain. This also results in faster operation
because only one tag address needs to be checked for a given memory address.

A set associative cache is a modified direct-mapped cache. A direct-mapped cache has only one set of
memory associations, meaning a given memory address can be mapped into (or associated with) only
a specific given cache line location. A two-way set associative cache has two sets, so that a given
memory location can be in one of two locations. A four-way set associative cache can store a given
memory address into four different cache line locations (or sets). By increasing the set associativity,
the chance of finding a value increases; however, it takes a little longer because more tag addresses
must be checked when searching for a specific location in the cache. In essence, each set in an n-way
set associative cache is a sub-cache that has associations with each main memory address. As the
number of sub-caches or sets increases, eventually the cache becomes fully associative—a situation in
which any memory address can be stored in any cache line location. In that case, an n-way set asso-
ciative cache is a compromise between a fully associative cache and a direct-mapped cache.

In general, a direct-mapped cache is the fastest at locating and retrieving data from the cache because
it has to look at only one specific tag address for a given memory address. However, it also results in
more misses overall than the other designs. A fully associative cache offers the highest hit ratio but is
the slowest at locating and retriving the data because it has many more address tags to check through.
An n-way set associative cache is a compromise between optimizing cache speed and hit ratio, but the
more associativity there is, the more hardware (tag bits, comparator circuits, and so on) is required,
making the cache more expensive. Obviously, cache design is a series of tradeoffs, and what works
best in one instance might not work best in another. Multitasking environments such as Windows are
good examples of environments in which the processor needs to operate on different areas of mem-
ory simultaneously and in which an n-way cache can improve performance.
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The organization of the cache memory in the 486 and MMX Pentium family is called a four-way set
associative cache, which means that the cache memory is split into four blocks. Each block also is orga-
nized as 128 or 256 lines of 16 bytes each. The following table shows the associativity of various
processor L1 and L2 caches.

Processor L1 Cache Associativity L2 Cache Associativity
486 Four-way Not in CPU

Pentium (non-MMX) Two-way Not in CPU

Pentium MMX Four-way Not in CPU

Pentium Pro/II/1lI Four-way Four-way (off-die)

Pentium Ill/4 Four-way Eight-way (on-die)

The contents of the cache must always be in sync with the contents of main memory to ensure that
the processor is working with current data. For this reason, the internal cache in the 486 family is a
write-through cache. Write-through means that when the processor writes information out to the
cache, that information is automatically written through to main memory as well.

By comparison, the Pentium and later chips have an internal write-back cache, which means that
both reads and writes are cached, further improving performance. Even though the internal 486 cache
is write-through, the system can employ an external write-back cache for increased performance. In
addition, the 486 can buffer up to 4 bytes before actually storing the data in RAM, improving effi-
ciency in case the memory bus is busy.

Another feature of improved cache designs is that they are nonblocking. This is a technique for reduc-
ing or hiding memory delays by exploiting the overlap of processor operations with data accesses. A
nonblocking cache enables program execution to proceed concurrently with cache misses as long as
certain dependency constraints are observed. In other words, the cache can handle a cache miss much
better and enable the processor to continue doing something nondependent on the missing data.

The cache controller built into the processor also is responsible for watching the memory bus when
alternative processors, known as bus masters, are in control of the system. This process of watching
the bus is referred to as bus snooping. If a bus master device writes to an area of memory that also is
stored in the processor cache currently, the cache contents and memory no longer agree. The cache
controller then marks this data as invalid and reloads the cache during the next memory access, pre-
serving the integrity of the system.

All PC processor designs that support cache memory include a feature known as a translation look-
aside buffer (TLB) to improve recovery from cache misses. The TLB is a table inside the processor that
stores information about the location of recently accessed memory addresses. The TLB speeds up the
translation of virtual addresses to physical memory addresses. To improve TLB performance, several
recent processors have increased the number of entries in the TLB, as AMD did when it moved from
the Athlon Thunderbird core to the Palomino core. Pentium 4 processors that support HT Technology
have a separate instruction TLB (iTLB) for each virtual processor thread.

See "Hyper-Threading Technology,” p. 75.

As clock speeds increase, cycle time decreases. Newer systems don’t use cache on the motherboard any
longer because the faster DDR-SDRAM or RDRAM used in modern Pentium 4/Celeron or Athlon sys-
tems can keep up with the motherboard speed. Modern processors all integrate the L2 cache into the
processor die just like the L1 cache. This enables the L2 to run at full-core speed because it is now a
part of the core. Cache speed is always more important than size. The rule is that a smaller but faster
cache is always better than a slower but bigger cache. Table 3.10 illustrates the need for and function
of L1 (internal) and L2 (external) caches in modern systems.
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Table 3.10 CPU Speeds Relative to Cache, RAM, and Motherboard

CPU Type Pentium Pentium Pro Pentium Il AMD Ké6-2
CPU speed 233MHz 200MHz 450MHz 550MHz

L1 cache speed 4.3ns (233MHz) 5.0ns (200MHz) 2.2ns (450MHz) 1.8ns (550MHz)
L1 cache size 16K 32K 32K 64K

L2 cache type onboard on-chip on-chip onboard

L2 speed ratio — 1/1 1/2 —

L2 cache speed 15ns (66MHz) 5ns (200MHz) 4.4ns (225MHz) 10ns (100MHz)
L2 cache size varies' 256KB? 512KB varies'

CPU bus speed 66MHz 66MHz 100MHz 100MHz
Memory bus speed 60ns (16MHz) 60ns (16MHz) 10ns (100MHz) 10ns (100MHz)
CPU Type AMD Ké6-3 Duron Athlon Athlon XP
CPU speed 450MHz 1.3GHz 1.4GHz 2.167GHz

L1 cache speed 2.2ns (450MHz) 0.77ns (1.3GHz) 0.71ns (1.4GHz) 0.46ns (2.167GHz)
L1 cache size 64K 128K 128K 128K

L2 cache type on-die on-die on-die on-die
L25peedraﬁo 1/1 1/1 1/1 1/1

L2 cache speed

L2 cache size

2.2ns (450MHz)
256KB

0.77ns (1.3GHz)
64KB

0.71ns (1.4GHz)
256KB

0.46ns (2.167GHz)
512KB

CPU bus speed 100MHz 200MHz 266MHz 333MHz
Memory bus speed 10ns (100MHz) 5ns (200MHz) 3.8ns (266MHz) 3.0ns (333MHz)
CPU Type Pentium llI Celeron/370 Celeron/478 Pentium 4
CPU speed 1.4GHz 1.4GHz 2.2GHz 2.53GHz

L1 cache speed

L1 cache size

L2 cache type

L2 speed ratio

L2 cache speed

L2 cache size

CPU bus speed
Memory bus speed

0.71ns (1.4GHz)
32K

on-die

1/1

0.71ns (1.4GHz)
512KB

133MHz

7.5ns (133MHz)

0.71ns (1.4GHz)
32K

on-die

1/1

0.71ns (1.4GHz)
256KB

100MHz

10ns (100MHz)

0.45ns (2.2GHz)
20K

on-die

1/1

0.45ns (2.2GHz)
128KB

400MHz

2.5ns (400MHz)?

0.3%ns (2.53GHz)
20K

on-die

1/1

0.3%9ns (2.53GHz)
512KB

533MHz

1.9ns (533MHz)?

1. The L2 cache is on the motherboard, and the amount depends on which board is chosen and how much is installed.

2. The Pentium Pro was also available with 512KB and 1024KB L2 cache.

3. Note RDRAM used on some motherboards with these processors technically runs at SOOMHz or 1066MHz, but the
RDRAM bus is only 32 bits wide, resulting in a bandwidth of either 3.2GBps or 4.2GBps, which is equivalent in
bandwidth to running at 400MHz or 533MHz at the 64-bit width of the processor data bus. Some motherboards for
these processors use DDR266 or DDR333 memory instead, which has a bandwidth of 2.1GBps or 2.7GBps.

4. This example is based on the AMD Athlon XP 3000+, which uses the Barton core. Palomino- and Thoroughbred-
core versions of the Athlon XP have 256KB L2 caches.

As you can see, having two levels of cache between the very fast CPU and the much slower main
memory helps minimize any wait states the processor might have to endure, especially those with the
on-die L2. This enables the processor to keep working closer to its true speed.
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Processor Features

As new processors are introduced, new features are continually added to their architectures to help
improve everything from performance in specific types of applications to the reliability of the CPU as
a whole. The next few sections take a look at some of these technologies, including System
Management Mode (SMM), Superscalar Execution, MMX, SSE, 3DNow!, and HT Technology.

SMM (Power Management)

Spurred on primarily by the goal of putting faster and more powerful processors in laptop computers,
Intel has created power-management circuitry. This circuitry enables processors to conserve energy use
and lengthen battery life. This was introduced initially in the Intel 486SL processor, which is an
enhanced version of the 486DX processor. Subsequently, the power-management features were uni-
versalized and incorporated into all Pentium and later processors. This feature set is called SMM,
which stands for systern management mode.

SMM circuitry is integrated into the physical chip but operates independently to control the proces-
sor’s power use based on its activity level. It enables the user to specify time intervals after which the
CPU will be partially or fully powered down. It also supports the Suspend/Resume feature that allows
for instant power on and power off, used mostly with laptop PCs. These settings are typically con-
trolled via system BIOS settings.

Superscalar Execution

44

The fifth-generation Pentium and newer processors feature multiple internal instruction execution
pipelines, which enable them to execute multiple instructions at the same time. The 486 and all pre-
ceding chips can perform only a single instruction at a time. Intel calls the capability to execute more
than one instruction at a time superscalar technology. This technology provides additional perfor-
mance compared with the 486.

See "Pentium Processors,” p. 128.

Superscalar architecture usually is associated with high-output Reduced Instruction Set Computer
(RISC) chips. A RISC chip has a less complicated instruction set with fewer and simpler instructions.
Although each instruction accomplishes less, overall the clock speed can be higher, which can usually
increase performance. The Pentium is one of the first Complex Instruction Set Computer (CISC) chips
to be considered superscalar. A CISC chip uses a richer, fuller-featured instruction set, which has more
complicated instructions. As an example, say you wanted to instruct a robot to screw in a light bulb.
Using CISC instructions you would say:

1. Pick up the bulb.
2. Insert it into the socket.

3. Rotate clockwise until tight.

Using RISC instructions, you would say something more along the lines of

1. Lower hand.

2, Grasp bulb.

3. Raise hand.

4. Insert bulb into socket.

5. Rotate clockwise one turn.

6. Is bulb tight? If not, repeat step 5.
7. End.
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Overall, many more RISC instructions are required to do the job because each instruction is simpler
(reduced) and does less. The advantage is that there are fewer overall commands the robot (or proces-
sor) has to deal with and it can execute the individual commands more quickly, and thus in many
cases execute the complete task (or program) more quickly as well. The debate goes on whether RISC
or CISC is really better, but in reality there is no such thing as a pure RISC or CISC chip—it is all just
a matter of definition, and the lines are somewhat arbitrary.

Intel and compatible processors have generally been regarded as CISC chips, although the fifth- and
sixth-generation versions have many RISC attributes and internally break CISC instructions down into
RISC versions.

MMX Technology

MMX technology was originally named for multimedia extensions, or matrix math extensions,
depending on whom you ask. Intel officially states that it is actually not an abbreviation and stands for
nothing other than the letters MMX (not being an abbreviation was apparently required so that the
letters could be trademarked); however, the internal origins are probably one of the preceding. MMX
technology was introduced in the later fifth-generation Pentium processors as a kind of add-on that
improves video compression/decompression, image manipulation, encryption, and I/O processing—all
of which are used in a variety of today’s software.

MMX consists of two main processor architectural improvements. The first is very basic; all MMX chips
have a larger internal L1 cache than their non-MMX counterparts. This improves the performance of any
and all software running on the chip, regardless of whether it actually uses the MMX-specific instructions.

The other part of MMX is that it extends the processor instruction set with 57 new commands or
instructions, as well as a new instruction capability called single instruction, multiple data (SIMD).

Modern multimedia and communication applications often use repetitive loops that, while occupying
10% or less of the overall application code, can account for up to 90% of the execution time. SIMD
enables one instruction to perform the same function on multiple pieces of data, similar to a teacher
telling an entire class to “sit down,” rather than addressing each student one at a time. SIMD enables
the chip to reduce processor-intensive loops common with video, audio, graphics, and animation.

Intel also added 57 new instructions specifically designed to manipulate and process video, audio, and
graphical data more efficiently. These instructions are oriented to the highly parallel and often repeti-
tive sequences frequently found in multimedia operations. Highly parallel refers to the fact that the
same processing is done on many data points, such as when modifying a graphic image. The main
drawbacks to MMX were that it worked only on integer values and used the floating-point unit for
processing, so time was lost when a shift to floating-point operations was necessary. These drawbacks
were corrected in the additions to MMX from Intel and AMD.

Intel licensed the MMX capabilities to competitors such as AMD and Cyrix, who were then able to
upgrade their own Intel-compatible processors with MMX technology.

SSE and SSE2

In February 1999, Intel introduced the Pentium III processor and included in that processor an update
to MMX called Streaming SIMD Extensions (SSE). These were also called Katmai New Instructions
(KNI) up until their debut because they were originally included on the Katmai processor, which was
the codename for the Pentium III. The Celeron 533A and faster Celeron processors based on the
Pentium III core also support SSE instructions. The earlier Pentium II and Celeron 533 and lower
(based on the Pentium II core) do not support SSE.

SSE includes 70 new instructions for graphics and sound processing over what MMX provided. SSE
is similar to MMX; in fact, besides being called KNI, SSE was also called MMX-2 by some before it
was released. In addition to adding more MMX style instructions, the SSE instructions allow for
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floating-point calculations and now use a separate unit within the processor instead of sharing the
standard floating-point unit as MMX did.

SSE2 was introduced in November 2000, along with the Pentium 4 processor, and adds 144 additional
SIMD instructions. SSE2 also includes all the previous MMX and SSE instructions.

The Streaming SIMD Extensions consist of new instructions, including SIMD floating-point, addi-
tional SIMD integer, and cacheability control instructions. Some of the technologies that benefit from
the Streaming SIMD Extensions include advanced imaging, 3D video, streaming audio and video
(DVD playback), and speech-recognition applications. The benefits of SSE include the following:

B Higher resolution and higher quality image viewing and manipulation for graphics software

B High-quality audio, MPEG2 video, and simultaneous MPEG2 encoding and decoding for multi-
media applications

B Reduced CPU utilization for speech recognition, as well as higher accuracy and faster response
times when running speech-recognition software

The SSE and SSE2 instructions are particularly useful with MPEG2 decoding, which is the standard
scheme used on DVD video discs. SSE-equipped processors should therefore be more capable of per-
forming MPEG2 decoding in software at full speed without requiring an additional hardware MPEG2
decoder card. SSE-equipped processors are much better and faster than previous processors when it
comes to speech recognition, as well.

One of the main benefits of SSE over plain MMX is that it supports single-precision floating-point
SIMD operations, which have posed a bottleneck in the 3D graphics processing. Just as with plain
MMX, SIMD enables multiple operations to be performed per processor instruction. Specifically, SSE
supports up to four floating-point operations per cycle; that is, a single instruction can operate on
four pieces of data simultaneously. SSE floating-point instructions can be mixed with MMX instruc-
tions with no performance penalties. SSE also supports data prefetching, which is a mechanism for
reading data into the cache before it is actually called for.

Note that for any of the SSE instructions to be beneficial, they must be encoded in the software you are
using, so SSE-aware applications must be used to see the benefits. Most software companies writing
graphics- and sound-related software today have updated those applications to be SSE aware and use the
features of SSE. For example, high-powered graphics applications such as Adobe Photoshop support SSE
instructions for higher performance on processors equipped with SSE. Microsoft includes support for SSE
in its DirectX 6.1 and later video and sound drivers, which are included with Windows 98 Second
Edition, Windows Me, Windows NT 4.0 (with service pack 5 or later), Windows 2000, and Windows XP.

SSE is an extension to MMX, and SSE2 is an extension to SSE; therefore, processors that support SSE2 also
support the SSE instructions, and processors that support SSE also support the original MMX instructions.
This means that standard MMX-enabled applications run as they did on MMX-only processors.

3DNow!, Enhanced 3DNow!, and Professional 3DNow!

3DNow! technology was originally introduced as AMD’s alternative to the SSE instructions in the Intel
processors. Actually, 3DNow! was first introduced in the K6 series before Intel released SSE in the Pentium
III, and then AMD added Enhanced 3DNow! to the Athlon and Duron processors. The latest version,
Professional 3DNow!, was introduced in the first Athlon XP processors. AMD licensed MMX from Intel,
and all its K6 series, Athlon, Duron, and later processors include full MMX instruction support. Not want-
ing to additionally license the SSE instructions being developed by Intel, AMD first came up with a differ-
ent set of extensions beyond MMX called 3DNow!. Introduced in May 1998 in the K6-2 processor,
enhanced when the Athlon was introduced in June 1999, 3DNow!, and Enhanced 3DNow! are sets of
instructions that extend the multimedia capabilities of the AMD chips beyond MMX. This enables greater
performance for 3D graphics, multimedia, and other floating-point-intensive PC applications.
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3DNow! technology is a set of 21 instructions that uses SIMD techniques to operate on arrays of data
rather than single elements. Enhanced 3DNow! adds 24 more instructions (19 SSE and 5 DSP/
communcations instructions) to the original 21 for a total of 45 new instructions. Positioned as an
extension to MMX technology, 3DNow! is similar to the SSE found in the Pentium III and Celeron
processors from Intel. According to AMD, 3DNow! provides approximately the same level of improve-
ment to MMX as did SSE, but in fewer instructions with less complexity. Although similar in capability,
they are not compatible at the instruction level, so software specifically written to support SSE does not
support 3DNow!, and vice versa. The latest version of 3DNow!, 3DNow! Professional, adds 51 SSE com-
mands to 3DNow! Enhanced, meaning that 3DNow! Professional now supports all SSE commands,
meaning that AMD chips now essentially have SSE capability. Unfortunately AMD does not yet include
SSE2, which is currently found only on the Pentium 4 and Pentium 4-based Celeron processors.

Just as with SSE, 3DNow! also supports single precision floating-point SIMD operations and enables
up to four floating-point operations per cycle. 3DNow! floating-point instructions can be mixed with
MMX instructions with no performance penalties. 3DNow! also supports data prefetching.

Also like SSE, 3DNow! is well supported by software, including Windows 9x, Windows NT 4.0, and all
newer Microsoft operating systems. 3DNow!-specific support is no longer a big issue if you are using
an Athlon XP or Athlon 64 processor because they now fully support SSE through their support of
3DNow! Professional.

Dynamic Execution

First used in the P6 or sixth-generation processors, dynamic execution enables the processor to exe-
cute more instructions on parallel, so tasks are completed more quickly. This technology innovation is
comprised of three main elements:

B Multiple branch prediction. Predicts the flow of the program through several branches

B Dataflow analysis. Schedules instructions to be executed when ready, independent of their order
in the original program

W Speculative execution. Increases the rate of execution by looking ahead of the program counter
and executing instructions that are likely to be necessary

Branch Prediction

Branch prediction is a feature formerly found only in high-end mainframe processors. It enables the
processor to keep the instruction pipeline full while running at a high rate of speed. A special
fetch/decode unit in the processor uses a highly optimized branch prediction algorithm to predict the
direction and outcome of the instructions being executed through multiple levels of branches, calls,
and returns. It is similar to a chess player working out multiple strategies in advance of game play by
predicting the opponent’s strategy several moves into the future. By predicting the instruction out-
come in advance, the instructions can be executed with no waiting.

Dataflow Analysis

Dataflow analysis studies the flow of data through the processor to detect any opportunities for out-of-
order instruction execution. A special dispatch/execute unit in the processor monitors many instruc-
tions and can execute these instructions in an order that optimizes the use of the multiple superscalar
execution units. The resulting out-of-order execution of instructions can keep the execution units
busy even when cache misses and other data-dependent instructions might otherwise hold things up.

Speculative Execution

Speculative execution is the processor’s capability to execute instructions in advance of the actual program
counter. The processor’s dispatch/execute unit uses dataflow analysis to execute all available instructions
in the instruction pool and store the results in temporary registers. A retirement unit then searches the



Processor Features | Chapter 3 75

instruction pool for completed instructions that are no longer data dependent on other instructions to
run or which have unresolved branch predictions. If any such completed instructions are found, the
results are committed to memory by the retirement unit or the appropriate standard Intel architecture in
the order they were originally issued. They are then retired from the pool.

Dynamic execution essentially removes the constraint and dependency on linear instruction sequenc-
ing. By promoting out-of-order instruction execution, it can keep the instruction units working rather
than waiting for data from memory. Even though instructions can be predicted and executed out of
order, the results are committed in the original order so as not to disrupt or change program flow.
This enables the P6 to run existing Intel architecture software exactly as the P5 (Pentium) and previ-
ous processors did—just a whole lot more quickly!

Dual Independent Bus Architecture

The Dual Independent Bus (DIB) architecture was first implemented in the sixth-generation processors
from Intel and AMD. DIB was created to improve processor bus bandwidth and performance. Having
two (dual) independent data I/O buses enables the processor to access data from either of its buses
simultaneously and in parallel, rather than in a singular sequential manner (as in a single-bus sys-
tem). The main (often called front-side) processor bus is the interface between the processor and the
motherboard or chipset. The second (back-side) bus in a processor with DIB is used for the L2 cache,
enabling it to run at much greater speeds than if it were to share the main processor bus.

Note

The DIB architecture is explained more fully in Chapter 4. For an example of the typical system architecture, see Figure 4.45.

Two buses make up the DIB architecture: the L2 cache bus and the main CPU bus, often called FSB
(front-side bus). The P6 class processors from the Pentium Pro to the Celeron, Pentium II/11I/4, and
Athlon/Duron processors can use both buses simultaneously, eliminating a bottleneck there. The dual
bus architecture enables the L2 cache of the newer processors to run at full speed inside the processor
core on an independent bus, leaving the main CPU bus (FSB) to handle normal data flowing in and
out of the chip. The two buses run at different speeds. The front-side bus or main CPU bus is coupled
to the speed of the motherboard, whereas the back-side or L2 cache bus is coupled to the speed of the
processor core. As the frequency of processors increases, so does the speed of the L2 cache.

The key to implementing DIB was to move the L2 cache memory off the motherboard and into the

processor package. L1 cache always has been a direct part of the processor die, but L2 was larger and
originally had to be external. By moving the L2 cache into the processor, the L2 cache could run at

speeds more like the L1 cache, much faster than the motherboard or processor bus.

DIB also enables the system bus to perform multiple simultaneous transactions (instead of singular
sequential transactions), accelerating the flow of information within the system and boosting perfor-
mance. Overall, DIB architecture offers up to three times the bandwidth performance over a single-
bus architecture processor.

Hyper-Threading Technology
Computers with two or more physical processors have long had a performance advantage over single-
processor computers when the operating system supported multiple processors, as is the case with
Windows NT 4.0, 2000, XP Professional, and Linux. However, dual-processor motherboards and sys-
tems have always been more expensive than otherwise-comparable single processor systems, and
upgrading a dual-processor-capable system to dual-processor status can be difficult with only one
processor because of the need to match processor speeds and specifications. However, Intel’s new
Hyper-Threading (HT) Technology allows a single processor to handle two independent sets of
instructions at the same time. In essence, HT Technology converts a single physical processor into two
virtual processors.
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Intel originally introduced HT Technology in its line of Xeon processors for servers in March 2002. HT
Technology enables multiprocessor servers to act as if they had twice as many processors installed. HT
Technology was introduced on Xeon workstation-class processors with a 533MHz system bus and later
found its way into PC processors, with the Pentium 4 3.06GHz processor in November 2002.

How Hyper-Threading Works
Internally, an HT-enabled processor has two sets of general-purpose registers, control registers, and
other architecture components, but both logical processors share the same cache, execution units, and
buses. During operations, each logical processor handles a single thread (see Figure 3.2).
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Figure 3.2 A processor with HT Technology enabled can fill otherwise-idle time with a second process,
improving multitasking and performance of multithreading single applications.

Although the sharing of some processor components means that the overall speed of an HT-enabled
system isn’t as high as a true dual-processor system would be, speed increases of 25% or more are pos-
sible when multiple applications or a single multithreaded application is being run.

Hyper-Threading Requirements

The first HT-enabled processor is the Intel Pentium 4 3.06GHz. All faster Pentium 4 models also sup-
port HT Technology, as do all processors 2.4GHz and faster which use the 800MHz bus. However, an
HT-enabled P4 processor by itself can’t bring the benefits of HT Technology to your system. You also
need the following:

B A compatible motherboard (chipset). It might need a BIOS upgrade.

B BIOS support to enable/disable HT Technology. If your operating system doesn’t support HT
Technology, you should disable this feature.

B A compatible operating system such as Windows XP Home or Professional Editions. When hyper-
threading is enabled on these operating systems, the Device Manager shows two processors.

Most of Intel’s recent chipsets for the Pentium 4 support HT Technology; see the listing in Chapter 4
for details. However, if your motherboard or computer was released before HT Technology was intro-
duced, you will need a BIOS upgrade from the motherboard or system vendor to be able to use HT
Technology. Although Windows NT 4.0 and Windows 2000 are designed to use multiple physical
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processors, HT Technology requires specific operating system optimizations to work correctly. Linux
distributions based on kernel 2.4.18 and higher also support HT Technology.

Early test results indicate that HT Technology already provides a good performance boost in existing
applications. After applications are rewritten to be HT aware, performance increases still further.

Processor Manufacturing

Processors are manufactured primarily from silicon, the second most common element on the planet
(only the element oxygen is more common). Silicon is the primary ingredient in beach sand; how-
ever, in that form it isn’t pure enough to be used in chips.

The manner in which silicon is formed into chips is a lengthy process that starts by growing pure sili-
con crystals via what is called the Czochralski method (named after the inventor of the process). In
this method, electric arc furnaces transform the raw materials (primarily quartz rock that is mined)
into metallurgical-grade silicon. Then to further weed out impurities, the silicon is converted to a lig-
uid, distilled, and then redeposited in the form of semiconductor-grade rods, which are 99.999999%
pure. These rods are then mechanically broken up into chunks and packed into quartz crucibles,
which are loaded into electric crystal pulling ovens. There the silicon chunks are melted at more than
2,500° Fahrenheit. To prevent impurities, the ovens usually are mounted on very thick concrete
cubes—often on a suspension to prevent any vibration, which would damage the crystal as it forms.

After the silicon is melted, a small seed crystal is inserted into the molten silicon and slowly rotated (see
Figure 3.3). As the seed is pulled out of the molten silicon, some of the silicon sticks to the seed and hard-
ens in the same crystal structure as the seed. By carefully controlling the pulling speed (10-40 millimeters
per hour) and temperature (approximately 2,500°F), the crystal grows with a narrow neck that then
widens into the full desired diameter. Depending on the chips being made, each ingot is 200mm (approx-
imately 8") or 300mm (12") in diameter and more than 5 feet long, weighing hundreds of pounds.

Seed

Single silicon crystal
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Figure 3.3 Growing a pure silicon ingot in a high-pressure, high-temperature oven.
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The ingot is then ground into a perfect 200mm- (8") or 300mm-diameter (12") cylinder, with a small,
flat cut on one side for positioning accuracy and handling. Each ingot is then cut with a high-
precision diamond saw into more than a thousand circular wafers, each less than a millimeter thick
(see Figure 3.4). Each wafer is then polished to a mirror-smooth surface.

Shroud

Diamond
saw blade

Figure 3.4 Slicing a silicon ingot into wafers with a diamond saw.

Chips are manufactured from the wafers using a process called photolithography. Through this photo-
graphic process, transistors and circuit and signal pathways are created in semiconductors by deposit-
ing different layers of various materials on the chip, one after the other. Where two specific circuits
intersect, a transistor or switch can be formed.

The photolithographic process starts when an insulating layer of silicon dioxide is grown on the wafer
through a vapor deposition process. Then a coating of photoresist material is applied, and an image of
that layer of the chip is projected through a mask onto the now light-sensitive surface.

Doping is the term used to describe chemical impurities added to silicon (which is naturally a non-
conductor), creating a material with semiconductor properties. The projector uses a specially created
mask, which is essentially a negative of that layer of the chip etched in chrome on a quartz plate.
Modern processors have 20 or more layers of material deposited and partially etched away (each
requiring a mask) and up to six or more layers of metal interconnects.

As the light passes through a mask, the light is focused on the wafer surface, exposing the photoresist
with the image of that layer of the chip. Each individual chip image is called a die. A device called a
stepper then moves the wafer over a little bit, and the same mask is used to imprint another chip die
immediately next to the previous one. After the entire wafer is imprinted with a layer of material and
photoresist, a caustic solution washes away the areas where the light struck the photoresist, leaving
the mask imprints of the individual chip circuit elements and pathways. Then, another layer of semi-
conductor material is deposited on the wafer with more photoresist on top, and the next mask is used
to expose and then etch the next layer of circuitry. Using this method, the layers and components of
each chip are built one on top of the other until the chips are completed.

Some of the masks are used to add the metallization layers, which are the metal interconnects used to tie
all the individual transistors and other components together. Most chips use aluminum interconnects,
although during 2002 many moved to copper. The first commercial PC processor chip to use copper was
the 0.18-micron Athlon made in AMD’s Dresden fab, and Intel has shifted the Pentium 4 to copper with
the 0.13-micron Northwood version (see Figure 3.5). Copper is a better conductor than aluminum and
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allows smaller interconnects with less resistance, meaning smaller and faster chips can be made. The rea-
son copper hadn’t been used until recently is that there were difficult corrosion problems to overcome
during the manufacturing process that were not as much of a problem with aluminum. Now that these
problems have been solved, more and more chips will be fabricated with copper interconnects.

Note

The Pentium Il and Celeron chips with the "coppermine” (codename for the O.18-micron die used in those chips) die used

aluminum and not copper metal inferconnects as many people assume. In fact, the chip name had nothing to do with
metal; the codename instead came from the Coppermine River in the Northwest Territory of Canada. Intel has long had a
fondness for using codenames based on rivers (and sometimes, other geological features), especially those in the north-
west region of the North American continent. For example, an older version of the Penfium Il (0.25-micron die) was code-
named Katmai, after an Alaskan river. Infel codenames read like the travel itinerary of a whitewater rafting enthusiast:
Deerfield, Foster, Northwood, Tualatin, Gallatin, McKinley, and Madison are all rivers in Oregon, California, Alaska,

Montana, and—in the case of Deerfield—Massachusetts and Vermont.

A completed circular wafer has as many chips imprinted on it as can possibly fit. Because each chip
usually is square or rectangular, there are some unused portions at the edges of the wafer, but every
attempt is made to use every square millimeter of surface.

Figure 3.5 200mm wafer of the 0.13-micron Pentium 4 processors.

The industry is going through several transitions in chip manufacturing. The trend in the industry is
to use both larger wafers and a smaller chip die process. Process refers to the size and spacing of the
individual circuits and transistors on the chip. In late 2001 and into 2002, chip manufacturing
processes began moving from the 0.18-micron to the 0.13-micron process, the metal interconnects on
the die began moving from aluminum to copper, and wafers began moving from 200mm (8") to
300mm (12") in diameter. The larger 300mm wafers alone enable more than double the number of
chips to be made, compared to the 200mm used previously. The smaller 0.13-micron process enables
more transistors to be incorporated into the die while maintaining a reasonable die size and allowing
for a sufficient yield. This means the trend for incorporating more and more cache within the die will
continue, and transistor counts will rise to 1 billion per chip or more by 2007.

As an example of how this can affect a particular chip, let’s look at the Pentium 4. The standard wafer
size used in the industry for many years was 200mm in diameter, or just under 8". This results in a
wafer of about 31,416 square millimeters in area. The first version of the Pentium 4 with the
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Willamette core used a 0.18-micron process with aluminum interconnects on a die that was 217
square millimeters in area, had 42 million transistors, and was made on 200mm wafers. Therefore, up
to 145 of these chips could fit on a 200mm (8") wafer.

The newer Pentium 4 processors with the Northwood core use a smaller 0.13-micron process with
copper interconnects on a die that is 131 square millimeters in area with 55 million transistors.
Northwood has double the on-die L2 cache (512KB) as compared to Willamette, which is why the
transistor count is significantly higher. Even with the higher transistor count, the smaller 0.13-micron
process results in a die that is more than 60% smaller, allowing up to 240 chips to fit on the same
200mm (8") wafer that could hold only 145 Willamette die.

Starting in early 2002, Intel began producing Northwood on the larger 300mm wafers, which have a sur-
face area of 70,686 square millimeters. These wafers have 2.25 times the surface area of the smaller
200mm wafers, enabling more than double the number of chips to be produced per wafer. In the case of
the Pentium 4 Northwood, up to 540 chip dies fit on a 300mm wafer. By combining the smaller die with
the larger wafer, Pentium 4 production has increased by more than 3.7 times since the chip was first
introduced. This is one reason newer chips are often more plentiful and less expensive than older ones.

The next transition in the industry will be to a 0.09-micron process sometime in 2003, a 0.065-
micron process in 2005, and a 0.045 process in 2007. These advancements in process will allow 1 bil-
lion transistors per chip in 2007! All these will still be made on 300mm wafers because the next wafer
transition isn’t expected until 2015, when a transition to 450mm wafers is being considered. Table
3.11 lists the CPU process transitions.

Table 3.11 Past, Current, and Future CPU Process Transitions

Date: 1989 1991 1993 1995 1997 1999 2001 2003 2005 2007 2009
Process: 1.0 0.8 0.5 0.35 0.25 0.18 0.13 0.09 0.065 0.045 0.032

Note that not all the chips on each wafer will be good, especially as a new production line starts. As
the manufacturing process for a given chip or production line is perfected, more and more of the
chips will be good. The ratio of good to bad chips on a wafer is called the yield. Yields well under 50%
are common when a new chip starts production; however, by the end of a given chip’s life, the yields
are normally in the 90% range. Most chip manufacturers guard their yield figures and are very secre-
tive about them because knowledge of yield problems can give their competitors an edge. A low yield
causes problems both in the cost per chip and in delivery delays to their customers. If a company has
specific knowledge of competitors’ improving yields, it can set prices or schedule production to get
higher market share at a critical point.

After a wafer is complete, a special fixture tests each of the chips on the wafer and marks the bad ones
to be separated out later. The chips are then cut from the wafer using either a high-powered laser or
diamond saw.

After being cut from the wafers, the individual dies are then retested, packaged, and retested again.
The packaging process is also referred to as bonding because the die is placed into a chip housing in
which a special machine bonds fine gold wires between the die and the pins on the chip. The package
is the container for the chip die, and it essentially seals it from the environment.

After the chips are bonded and packaged, final testing is done to determine both proper function and
rated speed. Different chips in the same batch often run at different speeds. Special test fixtures run
each chip at different pressures, temperatures, and speeds, looking for the point at which the chip
stops working. At this point, the maximum successful speed is noted and the final chips are sorted
into bins with those that tested at a similar speed. For example, the Pentium 4 2.0A, 2.2, 2.26, 2.4,
and 2.53GHz are all exactly the same chip made using the same die. They were sorted at the end of
the manufacturing cycle by speed.
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One interesting thing about this is that as a manufacturer gains more experience and perfects a partic-
ular chip assembly line, the yield of the higher-speed versions goes way up. So, of all the chips pro-
duced from a single wafer, perhaps more than 75% of them check out at the highest speed and only
25% or less run at the lower speeds. The paradox is that Intel often sells a lot more of the lower-
priced, lower-speed chips, so it just dips into the bin of faster ones, labels them as slower chips, and
sells them that way. People began discovering that many of the lower-rated chips actually ran at
speeds much higher than they were rated, and the business of overclocking was born.

Processor Remarking

An interesting problem then arose: Unscrupulous vendors began re-marking slower chips and reselling
them as if they were faster. Often the price between the same chip at different speed grades can be
substantial—in the hundreds of dollars—so by changing a few numbers on the chip, the potential
profits can be huge. Because most of the Intel and AMD processors are produced with a generous
safety margin—that is, they typically run well past their rated speeds—the re-marked chips would
seem to work fine in most cases. Of course, in many cases they wouldn’t work fine, and the system
would end up crashing or locking up periodically.

At first, the re-marked chips were just a case of rubbing off the original numbers and restamping with
new official-looking numbers. These were easy to detect, though. Re-markers then resorted to manu-
facturing completely new processor housings, especially for the plastic-encased Slot 1 and Slot A
processors from Intel and AMD. Although it might seem to be a huge bother to make a custom plastic
case and swap it with the existing case, because the profits can be huge, criminals find it very lucra-
tive. This type of re-marking is a form of organized crime and isn’t just some kid in his basement with
sandpaper and a rubber stamp.

Intel and AMD have seen fit to put a stop to some of the re-marking by building overclock protection
in the form of a multiplier lock into most of their newer chips. This is usually done in the bonding or
cartridge manufacturing process, where the chips are intentionally altered so they won'’t run at any
speeds higher than they are rated. Usually this involves changing the bus frequency (BF) pins or traces
on the chip, which control the internal multipliers the chip uses. Even so, enterprising individuals
have found ways to run their motherboards at bus speeds higher than normal, so even though the
chip won't allow a higher multiplier, you can still run it at a speed higher than it was designed for.

Be Wary of PIl and PIll Slot 1 Overclocking Fraud

If you're still interested in purchasing Slot 1 processors, note that unscrupulous individuals have devised a small logic circuit

that bypasses the multiplier lock, enabling the chip to run at higher multipliers. This small circuit can be hidden in the Pll or
Plll cartridge, and then the chip can be re-marked or relabeled fo falsely indicate it is a higherspeed version. This type of
chip remarketing fraud is far more common in the industry than people want fo believe. In fact, if you purchase your sys-
fem or processor from a local computer flea market show, you have an excellent chance of getting a re-marked chip. | rec-
ommend purchasing processors only from more reputable direct distributors or dealers. You can contact Intel, AMD, or VIA

for a list of them.

The real problem with the overclock protection as implemented by Intel and AMD is that the professional
counterfeiter has often been able to figure out a way around it by modifying the chip physically. Socketed
processors are much more immune to these re-marking attempts, but it is still possible, particularly because
the evidence can be hidden under a heatsink. To protect yourself from purchasing a fraudulent chip, verify
the specification numbers and serial numbers with Intel and AMD before you purchase. Also beware where
you buy your hardware. Purchasing over online auction sites can be extremely dangerous because defraud-
ing the purchaser is so easy. Also, traveling computer show/flea market arenas can be a hotbed of this type
of activity. Finally, I recommend purchasing only “boxed” or retail-packaged versions of the Intel and
AMD processors, rather than the raw OEM versions. The boxed versions are shrink-wrapped and contain a
high-quality heatsink, documentation, and a 3-year warranty with the manufacturer.
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Fraudulent computer components are not limited to processors. I have seen fake memory
(SIMMs/DIMMs), fake mice, fake video cards, fake SCSI cards, fake cache memory, counterfeit operat-
ing systems and applications, and even fake motherboards. The hardware that is faked usually works
but is of inferior quality to the type it is purporting to be. For example, one of the most highly coun-
terfeited pieces of hardware at one time was the Microsoft mouse. They originally sold for $35 whole-
sale, yet I could purchase cheap mice from overseas manufacturers for as little as $2.32 each. It didn't
take somebody long to realize that if they made the $2 mouse look like a $35 Microsoft mouse, they
could sell it for $20 and people would think they were getting a genuine article for a bargain, while

the thieves ran off with a substantial profit.

PGA Chip Packaging

Variations on the pin grid array (PGA) chip packaging have been the most commonly used chip packages
over the years. They were used starting with the 286 processor in the 1980s and are still used today for
Pentium and Pentium Pro processors. PGA takes its name from the fact that the chip has a grid-like array
of pins on the bottom of the package. PGA chips are inserted into sockets, which are often of a zero inser-
tion force (ZIF) design. A ZIF socket has a lever to allow for easy installation and removal of the chip.

Most Pentium processors use a variation on the regular PGA called staggered pin grid array (SPGA), in
which the pins are staggered on the underside of the chip rather than in standard rows and columns.
This was done to move the pins closer together and decrease the overall size of the chip when a large
number of pins is required. Figure 3.6 shows a Pentium Pro that uses the dual-pattern SPGA (on the
right) next to an older Pentium 66 that uses the regular PGA. Note that the right half of the Pentium
Pro shown here has additional pins staggered among the other rows and columns.
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Figure 3.6 PGA on Pentium 66 (left) and dual-pattern SPGA on Pentium Pro (right).

Older PGA variations had the processor die mounted in a cavity underneath the substrate, with the
top surface facing up if you turned the chip upside down. The die was then wire-bonded to the chip
package with hundreds of tiny gold wires connecting the connections at the edge of the chip with the
internal connections in the package. After the wire bonding, the cavity was sealed with a metal cover.
This was an expensive and time-consuming method of producing chips, so cheaper and more efficient

packaging methods were designed.

Most modern processors are built on a form of flip-chip pin grid array (FC-PGA) packaging. This type still
plugs into a PGA socket, but the package itself is dramatically simplified. With FC-PGA, the raw silicon die
is mounted face down on the top of the chip substrate, and instead of wire bonding, the connections are
made with tiny solder bumps around the perimeter of the die. The edge is then sealed with a fillet of
epoxy. With the original versions of FC-PGA, you could see the backside of the raw die sitting on the chip.

Unfortunately, there were some problems with attaching the heatsink to an FC-PGA chip. The
heatsink sat on the top of the die, which acted as a pedestal. If you pressed down on one side of the
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heatsink excessively during the installation process (such as when you were attaching the clip), you
risked cracking the silicon die and destroying the chip. This was especially a problem as heatsinks
became larger and heavier and the force applied by the clip became greater.

AMD decreased the risk of damage by adding rubber spacers to each corner of the chip substrate, thus
preventing the heatsink from tilting excessively during installation. Still, these bumpers could compress,
and it was all too easy to crack the die. The Athlon XP currently uses FC-PGA with spacers at each cor-
ner of the substrate, and some aftermarket vendors sell specially designed shims that help provide addi-
tional protection. The Athlon 64 uses a different heatsink design, which attaches the heatsink to a clip.
The clip is then screwed to the motherboard, which helps prevent damage to the processor.

Intel revised its packaging with a newer FC-PGA2 version used in the newer Pentium III and all Pentium 4
processors. This incorporates an integrated protective metal cap called a heat spreader that sits on top of
the die, enabling larger and heavier heatsinks to be installed without any potential damage to the proces-
sor core. Ironically, the first processor for PCs to use a heat spreader was made by AMD (the K6 family).

Future packaging directions are headed toward what is called BBUL (bumpless build-up layer) packaging.
This will embed the die completely in the package; in fact, the package layers will be built up around and
on top of the die, fully encapsulating it within the package. This will embed the chip die and allow for a
full flat surface for attaching the heatsink, as well as shorter internal interconnections within the package.

Single Edge Contact and Single Edge Processor Packaging
Intel and AMD used cartridge- or board-based packaging for some of their processors from 1997
through 2000. This packaging was called single edge contact cartridge (SECC) or single edge processor
package (SEPP) and consisted of the CPU and optional separate L2 cache chips mounted on a circuit
board that looked similar to an oversized memory module and that plugged into a slot. In some cases,
the boards were covered with a plastic cartridge cover.

The SEC cartridge is an innovative—if a bit unwieldy—package design that incorporates the back-side
bus and L2 cache internally. It was used as a cost-effective method for integrating L2 cache into the
processor before it was feasible to include the cache directly inside the processor die.

A less expensive version of the SEC is called the single edge processor (SEP) package. The SEP package
is basically the same circuit board containing processor and (optional) cache, but without the fancy
plastic cover. This was used mainly by the lower-cost early Celeron processors. The SEP package plugs
directly into the same Slot 1 connector used by the standard Pentium II or III. Four holes on the
board enable the heatsink to be installed.

Slot 1, as shown in Figure 3.7, is the connection to the motherboard and has 242 pins. AMD used the
same physical slot but rotated it 180° and called it Slot A. The SEC cartridge or SEP processor is
plugged into the slot and secured with a processor-retention mechanism, which is a bracket that
holds it in place. There also might be a retention mechanism or support for the processor heatsink.
Figure 3.8 shows the parts of the cover that make up the SEC package. Note the large thermal plate
used to aid in dissipating the heat from this processor. The SEP package is shown in Figure 3.9.
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Figure 3.7 Pentium II Processor Slot 1 dimensions (metric/English).
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Figure 3.8 Pentium II Processor SEC package parts.
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Figure 3.9 Celeron Processor SEP package front-side view.

With the Pentium III, Intel introduced a variation on the SEC packaging called single edge contact car-
tridge version 2 (SECC2). This new package covered only one side of the processor board with plastic
and enables the heatsink to directly attach to the chip on the other side. This more direct thermal inter-
face allowed for better cooling, and the overall lighter package was cheaper to manufacture. A newer
Universal Retention System, consisting of a plastic upright stand, was required to hold the SECC2 pack-
age chip in place on the board. The Universal Retention System also worked with the older SEC package
as used on most Pentium II processors, as well as the SEP package used on the slot-based Celeron proces-
sors. This made it the ideal retention mechanism for all Slot 1-based processors. AMD Athlon Slot A
processors used the same retention mechanisms as Intel. Figure 3.10 shows the SECC2 package.

The main reason for switching to the SEC and SEP packages in the first place was to be able to move
the L2 cache memory off the motherboard and onto the processor in an economical and scalable way.
This was necessary because, at the time, it was not feasible to incorporate the cache directly into the
CPU core die. After building the L2 directly into the CPU die became possible, the cartridge and slot
packaging were unnecessary. Because virtually all modern processors incorporate the L2 cache on-die,
the processor packaging has gone back to the PGA socket form.
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Figure 3.10 SECC2 packaging used in newer Pentium II and III processors.

Processor Socket and Slot Types

Intel and AMD have created a set of socket and slot designs for their processors. Each socket or slot is
designed to support a different range of original and upgrade processors. Table 3.12 shows the specifi-
cations of these sockets.

Table 3.12 CPU Socket and Slot Types and Specifications

Socket
Number Pins Pin Layout Voltage Supported Processors Introduced
Socket 1 169 17x17 PGA 5V 486 SX/SX2, DX/DX2', DX4 April 89
OverDrive
Socket 2 238 19x19 PGA 5V 486 SX/SX2. DX/DX2'. DX4 March ‘92
OverDrive, 486 Pentium OverDrive
Socket 3 237 19x19 PGA 5V/3.3V 486 SX/SX2, DX/DX2, DX4, 486 Feb. ‘94
Pentium OverDrive, AMD 5x86
Socket 4 273 21x21 PGA 5v Pentium 60/66, OverDrive March ‘93
Socket 5 320 37x37 SPGA 3.3/3.5V Pentium 75-133, OverDrive Oct. ‘94
Socket 62 235 19x19 PGA 3.3V 486 DX4, 486 Pentium OverDrive Feb. ‘94
Socket 7 321 37x37 SPGA VRM Pentium 75-233+, MMX, OverDrive, Jan. '97
AMD K5/K6, Cyrix M1/l
Socket 8 387 DP-SPGA Auto VRM Pentium Pro, OverDrive Nov. ‘95
Socket 370 370 37x37 SPGA Auto VRM Celeron/Pentium Il PPGA/FC-PGA Aug. ‘98
Socket PAC418 418 38x22 S-SPGA Auto VRM ltanium May ‘01
Socket 423 423 39x39 SPGA Auto VRM Pentium 4 FC-PGA2 Nov. ‘00
Socket A (462) 462 37x37 SPGA Auto VRM AMD Athlon/Duron FC-PGA June ‘00
Socket 478 478 26x26 mPGA Auto VRM Pentium 4 FC-PGA2 Oct. ‘01
Socket 603 603 31x25 mPGA Auto VRM Xeon (P4) May ‘01
Socket 754 754 29%x29 mPGA Auto VRM Athlon 64 Sep. ‘03
Socket 940 940 31x31 mPGA AMD Opteron April '03
Slot A 242 Slot Auto VRM AMD Athlon SECC June ‘99
Slot 1 (SC242) 242 Slot Auto VRM Pentium 1I/Ill, Celeron SECC May ‘97
Slot 2 (SC330) 330 Slot Auto VRM Pentium II/1ll Xeon SECC April ‘98

1. Non-overdrive DX4 or AMD 5x86 can also be supported with the addi-

tion of an aftermarket 3.3V voltage-regulator adapter.

2. Socket 6 was a paper standard only and was never actually implemented

in any systems.

DP-SPGA = Dual-pattern staggered PGA
FC-PGA = Flip-chip PGA
FC-PGA2 = Second-generation flip-chip PGA

mPGA = Micro PGA

PAC = Pin array cartridge
PGA = Pin grid array
PPGA = Plastic PGA

S-SPGA = Split staggered PGA
SECC = Single edge contact cartridge

SPGA = Staggered PGA

VRM = Voltage regulator module
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Sockets 1, 2, 3, and 6 are 486 processor sockets and are shown together in Figure 3.11 so you can see
the overall size comparisons and pin arrangements between these sockets. Sockets 4, 5, 7, and 8 are
Pentium and Pentium Pro processor sockets and are shown together in Figure 3.12 so you can see the
overall size comparisons and pin arrangements between these sockets. More detailed drawings of each
socket are included throughout the remainder of this section with thorough descriptions of the sockets.

Socket 1 Socket 2 Socket 3 Socket 6

Figure 3.11 486 processor sockets.

Socket 4 Socket 5 Socket 7 Socket 8

Figure 3.12 Pentium and Pentium Pro processor sockets.

Zero Insertion Force

When the Socket 1 specification was created, manufacturers realized that if users were going to
upgrade processors, they had to make the process easier. The socket manufacturers found that 100 lbs.
of insertion force is required to install a chip in a standard 169-pin screw Socket 1 motherboard. With
this much force involved, you easily could damage either the chip or the socket during removal or
reinstallation. Because of this, some motherboard manufacturers began using low insertion force (LIF)
sockets, which required only 60 Ibs. of insertion force for a 169-pin chip. With the LIF or standard
socket, I usually advise removing the motherboard—that way you can support the board from behind
when you insert the chip. Pressing down on the motherboard with 60-100 lbs. of force can crack the
board if it is not supported properly. A special tool is also required to remove a chip from one of these
sockets. As you can imagine, even the low insertion force was relative, and a better solution was
needed if the average person was ever going to replace his CPU.

Manufacturers began using ZIF sockets in Socket 1 designs, and all processor sockets from Socket 2
and higher have been of the ZIF design. ZIF is required for all the higher-density sockets because the
insertion force would simply be too great otherwise. ZIF sockets almost eliminate the risk involved in
installing or removing a processor because no insertion force is necessary to install the chip and no
tool is needed to extract one. Most ZIF sockets are handle-actuated: You lift the handle, drop the chip
into the socket, and then close the handle. This design makes installing or removing a processor an
easy task.

Socket 1

The original OverDrive socket, now officially called Socket 1, is a 169-pin PGA socket. Motherboards
that have this socket can support any of the 486SX, DX, and DX2 processors and the DX2/OverDrive
versions. This type of socket is found on most 486 systems that originally were designed for
OverDrive upgrades. Figure 3.13 shows the pinout of Socket 1.
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The original DX processor draws a maximum 0.9 amps of 5V power in 33MHz form (4.5 watts) and a
maximum 1 amp in 50MHz form (5§ watts). The DX2 processor, or OverDrive processor, draws a maxi-
mum 1.2 amps at 66MHz (6 watts). This minor increase in power requires only a passive heatsink con-
sisting of aluminum fins that are glued to the processor with thermal transfer epoxy. Passive heatsinks
don’t have any mechanical components like fans. Heatsinks with fans or other devices that use power
are called active heatsinks. OverDrive processors rated at 40MHz or less do not have heatsinks.

Socket 2

When the DX2 processor was released, Intel was already working on the new Pentium processor. The
company wanted to offer a 32-bit, scaled-down version of the Pentium as an upgrade for systems that
originally came with a DX2 processor. Rather than just increasing the clock rate, Intel created an all-
new chip with enhanced capabilities derived from the Pentium.

The chip, called the Pentium OverDrive processor, plugs into a processor socket with the Socket 2 or
Socket 3 design. These sockets hold any 486 SX, DX, or DX2 processor, as well as the Pentium
OverDrive. Because this chip is essentially a 32-bit version of the (normally 64-bit) Pentium chip, many
have taken to calling it a Pentium-SX. It was available in 25/63MHz and 33/83MHz versions. The first
number indicates the base motherboard speed; the second number indicates the actual operating speed
of the Pentium OverDrive chip. As you can see, it is a clock-multiplied chip that runs at 2.5 times the
motherboard speed. Figure 3.14 shows the pinout configuration of the official Socket 2 design.
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Figure 3.13 Intel Socket 1 pinout. Figure 3.14 238-pin Intel Socket 2 configuration.

Notice that although the new chip for Socket 2 is called Pentium OverDrive, it is not a full-scale (64-
bit) Pentium. Intel released the design of Socket 2 a little prematurely and found that the chip ran too
hot for many systems. The company solved this problem by adding a special active heatsink to the
Pentium OverDrive processor. This active heatsink is a combination of a standard heatsink and a
built-in electric fan. Unlike the aftermarket glue-on or clip-on fans for processors that you might have
seen, this one actually draws 5V power directly from the socket to drive the fan. No external connec-
tion to disk drive cables or the power supply is required. The fan/heatsink assembly clips and plugs
directly into the processor and provides for easy replacement if the fan fails.
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Another requirement of the active heatsink is additional clearance—no obstructions for an area about
1.4" off the base of the existing socket to allow for heatsink clearance. The Pentium OverDrive
upgrade is difficult or impossible in systems that were not designed with this feature.

Another problem with this particular upgrade is power consumption. The 5V Pentium OverDrive
processor draws up to 2.5 amps at 5V (including the fan) or 12.5 watts, which is more than double
the 1.2 amps (6 watts) drawn by the DX2 66 processor.

Note

Intel no longer markets OverDrive processors, but it maintains technical information about them at

http://www.intel.com/support/processors/overdrive/index.htm.

Socket 3

Because of problems with the original Socket 2 specification and the enormous heat the 5V version of
the Pentium OverDrive processor generates, Intel came up with an improved design. The new proces-
sor is the same as the previous Pentium OverDrive processor, except that it runs on 3.3V and draws a
maximum 3.0 amps of 3.3V (9.9 watts) and 0.2 amp of 5V (1 watt) to run the fan—a total of 10.9
watts. This configuration provides a slight margin over the 5V version of this processor. The fan is
easy to remove from the OverDrive processor for replacement, should it ever fail.

Intel had to create a new socket to support both the DX4 processor, which runs on 3.3V, and the 3.3V
Pentium OverDrive processor. In addition to the new 3.3V chips, this new socket supports the older
5V SX, DX, DX2, and even the 5V Pentium OverDrive chip. The design, called Socket 3, is the most
flexible upgradeable 486 design. Figure 3.15 shows the pinout specification of Socket 3.

Notice that Socket 3 has one additional pin and several others plugged in compared with Socket 2.
Socket 3 provides for better keying, which prevents an end user from accidentally installing the
processor in an improper orientation. However, one serious problem exists: This socket can’t automat-
ically determine the type of voltage that is provided to it. You will likely find a jumper on the moth-
erboard near the socket to enable selecting 5V or 3.3V operation.

Caution

Because this jumper must be manually set, however, a user could insfall a 3.3V processor in this socket when it is config-
ured for 5V operation. This installation instantly destroys the chip when the system is powered on. So, it is up to the end
user to ensure that this socket is properly configured for voltage, depending on which type of processor is installed. If the
jumper is sef in 3.3V configuration and a 5V processor is installed, no harm will occur, but the system will not operate
properly unless the jumper is reset for 5V.

Socket 4

Socket 4 is a 273-pin socket designed for the original Pentium processors. The original Pentium 60MHz
and 66MHz version processors had 273 pins and plugged into Socket 4. It is a 5V-only socket because all
the original Pentium processors run on 5V. This socket accepts the original Pentium 60MHz or 66MHz
processor and the OverDrive processor. Figure 3.16 shows the pinout specification of Socket 4.

Somewhat amazingly, the original Pentium 66MHz processor consumes up to 3.2 amps of 5V power
(16 watts), not including power for a standard active heatsink (fan). The 66MHz OverDrive processor
that replaced it consumes a maximum 2.7 amps (13.5 watts), including about 1 watt to drive the fan.
Even the original 60MHz Pentium processor consumes up to 2.91 amps at 5V (14.55 watts). It might
seem strange that the replacement processor, which is twice as fast, consumes less power than the
original, but this has to do with the manufacturing processes used for the original and OverDrive
Pprocessors.
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Figure 3.15 237-pin Intel Socket 3 configuration. Figure 3.16 273-pin Intel Socket 4 configuration.

Although both processors run on 5V, the original Pentium processor was created with a circuit size of
0.8 micron, making that processor much more power-hungry than the 0.6-micron circuits used in the
OverDrive and the other Pentium processors. Shrinking the circuit size is one of the best ways to
decrease power consumption. Although the OverDrive processor for Pentium-based systems draws less
power than the original processor, additional clearance might have to be allowed for the active
heatsink assembly that is mounted on top. As in other OverDrive processors with built-in fans, the
power to run the fan is drawn directly from the chip socket, so no separate power-supply connection
is required. Also, the fan is easy to replace should it ever fail.

Socket 5

When Intel redesigned the Pentium processor to run at 75MHz, 90MHz, and 100MHz, the company
went to a 0.6-micron manufacturing process and 3.3V operation. This change resulted in lower power
consumption: only 3.25 amps at 3.3V (10.725 watts). Therefore, the 100MHz Pentium processor used
far less power than even the original 60MHz version. This resulted in lower power consumption and
enabled the extremely high clock rates without overheating.

The Pentium 75 and higher processors actually have 296 pins, although they plug into the official
Intel Socket 5 design, which calls for a total of 320 pins. The additional pins are used by the Pentium
OverDrive for Pentium processors. This socket has the 320 pins configured in a staggered PGA, in
which the individual pins are staggered for tighter clearance.

Several OverDrive processors for existing Pentiums were available. These usually were later design
chips with integral voltage regulators to enable operating on the higher voltages the older chips origi-
nally required. Intel no longer sells these; however, companies such as Evergreen and PowerLeap do
still sell upgrade chips for older systems. Figure 3.17 shows the standard pinout for Socket 5.

The Pentium OverDrive for Pentium processors has an active heatsink (fan) assembly that draws
power directly from the chip socket. The chip requires a maximum 4.33 amps of 3.3V to run the chip
(14.289 watts) and 0.2 amp of 5V power to run the fan (one watt), which results in a total power con-
sumption of 15.289 watts. This is less power than the original 66MHz Pentium processor requires, yet
it runs a chip that is as much as four times faster!
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Socket 6

The last 486 socket was designed for the 486 DX4 and the 486 Pentium OverDrive processor. Socket 6
was intended as a slightly redesigned version of Socket 3 and had an additional 2 pins plugged for
proper chip keying. Socket 6 has 235 pins and accepts only 3.3V 486 or OverDrive processors.
Although Intel went to the trouble of designing this socket, it never was built or implemented in any
systems. Motherboard manufacturers instead stuck with Socket 3.

Socket 7 (and Super7)

Socket 7 is essentially the same as Socket 5 with one additional key pin in the opposite inside corner
of the existing key pin. Socket 7, therefore, has 321 pins total in a 21x21 SPGA arrangement. The real
difference with Socket 7 is not with the socket itself, but with the companion voltage regulator mod-
ule (VRM) circuitry on the motherboard that must accompany it.

The VRM is either a small circuit board or a group of circuitry embedded in the motherboard that
supplies the proper voltage level and regulation of power to the processor.

The main reason for the VRM is that Intel and AMD wanted to drop the voltages the processors
would use from the 3.3V or 5V supplied to the motherboard by the power supply. Rather than require
custom power supplies for different processors, the VRM converts the 3.3V or 5V to the proper volt-
age for the particular CPU you are using. Intel released different versions of the Pentium and
Pentium-MMX processors that ran on 3.3V (called VR), 3.465V (called VRE), or 2.8V. Equivalent
processors from AMD, Cyrix, and others used voltages from 3.3V to 1.8V. Because of the variety of
voltages that might be required to support different processors, most motherboard manufacturers
started including VRM sockets or building adaptable VRMs into their Pentium motherboards.

Figure 3.18 shows the Socket 7 pinout.
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Figure 3.17  320-pin Intel Socket 5 configuration.
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Figure 3.18 Socket 7 (Pentium) pinout (top view).

AMD, along with Cyrix and several chipset manufacturers, pioneered an improvement or extension to
the Intel Socket 7 design called Super Socket 7 (or Super7), taking it from 66MHz to 95MHz and
100MHz. This enabled faster Socket 7-type systems to be made, supporting processors up to SO0MHz,
which are nearly as fast as some of the newer Slot 1- and Socket 370-type systems using Intel proces-
sors. Super? systems also have support for the AGP video bus, as well as Ultra DMA hard disk con-
trollers and advanced power management.

Major third-party chipset suppliers—including Acer Laboratories, Inc. (ALi); VIA Technologies; and
Silicon Integrated Systems (SiS)—all released chipsets for Super7 boards. Most of the major mother-
board manufacturers made Super7 boards in both Baby-AT and ATX form factors.

Socket 8

Socket 8 is a special SPGA socket featuring a whopping 387 pins! This was specifically designed for the
Pentium Pro processor with the integrated L2 cache. The additional pins are to enable the chipset to con-
trol the L2 cache integrated in the same package as the processor. Figure 3.19 shows the Socket 8 pinout.

Socket 370 (PGA-370)

In January 1999, Intel introduced a new socket for P6 class processors. The socket was called Socket
370 or PGA-370 because it has 370 pins and originally was designed for lower-cost PGA versions of
the Celeron and Pentium III processors. Socket 370 was originally designed to directly compete in the
lower-end system market along with the Super7 platform supported by AMD and Cyrix. However,
Intel later used it for the Pentium III processor. Initially all the Celeron and Pentium III processors
were made in SECC or SEPP format. These are essentially circuit boards containing the processor and
separate L2 cache chips on a small board that plugs into the motherboard via Slot 1. This type of
design was necessary when the L2 cache chips were made a part of the processor but were not directly
integrated into the processor die. Intel did make a multiple-die chip package for the Pentium Pro, but
this proved to be a very expensive way to package the chip, and a board with separate chips was
cheaper, which is why the Pentium II looks different from the Pentium Pro.
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Starting with the Celeron 300A processor introduced in August 1998, Intel began combining the L2
cache directly on the processor die; it was no longer in separate chips. With the cache fully integrated
into the die, there was no longer a need for a board-mounted processor. Because it costs more to make
a Slot 1 board or cartridge-type processor instead of a socketed type, Intel moved back to the socket
design to reduce the manufacturing cost—especially with the Celeron, which at that time was com-
peting on the low end with Socket 7 chips from AMD and Cyrix.

The Socket 370 (PGA-370) pinout is shown in Figure 3.20.
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Figure 3.19 Socket 8 (Pentium Pro) pinout showing power pin locations.
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Figure 3.20 Socket 370 (PGA-370) Pentium III/Celeron pinout (top view).
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The Celeron was gradually shifted over to PGA-370, although for a time both were available. All
Celeron processors at 333MHz and lower were available only in the Slot 1 version. Celeron processors
from 366MHz to 433MHz were available in both Slot 1 and Socket 370 versions; all Celeron processors
from 466MHz and up through 1.4GHz are available only in the Socket 370 version.

Starting in October 1999, Intel also introduced Pentium III processors with integrated cache that plug
into Socket 370. These use a packaging called flip chip pin grid array (FC-PGA), in which the raw die
is mounted on the substrate upside down. The slot version of the Pentium III was more expensive and
no longer necessary because of the on-die L2 cache.

Note that because of some voltage changes and one pin change, many original Socket 370 motherboards
do not accept the later FC-PGA Socket 370 versions of the Pentium III and Celeron. Pentium III processors
in the FC-PGA form have two RESET pins and require VRM 8.4 specifications. Prior motherboards
designed only for the older versions of the Celeron are referred to as legacy motherboards, and the newer
motherboards supporting the second RESET pin and VRM 8.4 specification are referred to as flexible moth-
erboards. Contact your motherboard or system manufacturer for information to see whether your socket is
the flexible version. Some motherboards, such as the Intel CA810, do support the VRM 8.4 specifications
and supply proper voltage, but without Vtt support the Pentium III processor in the FC-PGA package will
be held in RESET#. The last versions of the Pentium III and Celeron III use the Tualatin core design, which
also requires a revised socket to operate. Motherboards that can handle Tualatin-core processors are
known as Tualatin-ready and use different chipsets from those not designed to work with the Tualatin-core
processor. Companies that sell upgrade processors offer products that enable you to install a Tualatin-core
Pentium III or Celeron III processor into a motherboard that lacks built-in Tualatin support.

Installing a Pentium III processor in the FC-PGA package into an older motherboard is unlikely to damage
the motherboard. However, the processor itself could be damaged. Pentium III processors in the 0.18-
micron process operate at either 1.60V or 1.65V, whereas the Intel Celeron processors operate at 2.00V. The
motherboard could be damaged if the motherboard BIOS fails to recognize the voltage identification of the
processor. Contact your PC or motherboard manufacturer before installation to ensure compatibility.

A motherboard with a Slot 1 can be designed to accept almost any Celeron, Pentium II, or Pentium III
processor. To use the socketed Celerons and Pentium III processors, several manufacturers have made
available a low-cost slot-to-socket adapter sometimes called a slot-ket. This is essentially a Slot 1 board
containing only a Socket 370, which enables you to use a PGA processor in any Slot 1 board. A typical
slot-ket adapter is shown in the “Celeron” section later in this chapter.

See "Celeron,” p. 154.

Socket 423

Socket 423 is a ZIF-type socket introduced in November 2000 for the original Pentium 4. Figure 3.21
shows Socket 423.

Socket 423 supports a 400MHz processor bus, which connects the processor to the Memory Controller
Hub (MCH), which is the main part of the motherboard chipset and similar to the North Bridge in
earlier chipsets. Pentium 4 processors up to 2GHz were available for Socket 423; all faster versions
require Socket 478 instead.

Socket 423 uses a unique heatsink mounting method that requires standoffs attached either to the
chassis or to a special plate that mounts underneath the motherboard. This was designed to support
the weight of the larger heatsinks required for the Pentium 4. Because of this, many Socket 423 moth-
erboards require a special chassis that has the necessary additional standoffs installed. Fortunately, the
need for these standoffs was eliminated with the newer Socket 478 for Pentium 4 processors.

The processor uses five voltage ID (VID) pins to signal the VRM built into the motherboard to deliver
the correct voltage for the particular CPU you install. This makes the voltage selection completely
automatic and foolproof. Most Pentium 4 processors for Socket 423 require 1.7V. A small triangular
mark indicates the pin-1 corner for proper orientation of the chip.
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Figure 3.21 Socket 423 (Pentium 4) showing pin 1 location.

Socket 478

Socket 478 is a ZIF-type socket for the Pentium 4 and Celeron 4 (Celerons based on the Pentium 4
core) introduced in October 2001. It was specially designed to support additional pins for future
Pentium 4 processors and speeds over 2GHz. The heatsink mounting is different from the previous
Socket 423, allowing larger heatsinks to be attached to the CPU. Figure 3.22 shows Socket 478.

Socket 478 supports a 400MHz, 533MHz, or 800MHz processor bus that connects the processor to the
memory controller hub (MCH), which is the main part of the motherboard chipset.

Socket 478 uses a new heatsink attachment method that clips the heatsink directly to the mother-
board, and not the CPU socket or chassis (as with Socket 423). Therefore, any standard chassis can
be used, and the special standoffs used by Socket 423 boards are not required. The new heatsink
attachment allows for a much greater clamping load between the heatsink and processor, which

aids cooling.

Socket 478 processors use five VID pins to signal the VRM built into the motherboard to deliver the
correct voltage for the particular CPU you install. This makes the voltage selection completely auto-
matic and foolproof. A small triangular mark indicates the pin-1 corner for proper orientation of

the chip.



Processor Socket and Slot Types | Chapter 3 95

| |
MPGA478B

[1/m

A

Pin 1

00000000000000000000000000
00000000000000000000000000
0000000000000 0O00O0000000000
0000000000000 0000000000000
0000000000000 0000000000000
00000000000000000000000000
00000000000000000000000000
0000000000000000000000000
0000000000000 0O0OO00O00O0OO.

Figure 3.22 Socket 478 (Pentium 4) showing pin 1 location.

Socket A (Socket 462)

AMD introduced Socket A, also called Socket 462, in June 2000 to support the PGA versions of the
Athlon and Duron processors. It is designed as a replacement for Slot A used by the original Athlon
processor. Because the Athlon has now moved to incorporate L2 cache on-die, and the new low-cost
Duron is available only in an on-die cache version, there was no longer a need for the expensive car-
tridge packaging the original Athlon processors used.

Socket A has 462 pins and 11 plugs oriented in an SPGA form (see Figure 3.23). Socket A has the same
physical dimensions and layout as Socket 370; however, the location and placement of the plugs pre-
vent Socket 370 processors from being inserted. Socket A supports 32 voltage levels from 1.100V to
1.850V in 0.025V increments, controlled by the VIDO-VID4 pins on the processor. The automatic volt-
age regulator module circuitry typically is embedded on the motherboard.

There are 11 total plugged holes, including 2 of the outside pin holes at A1 and AN1. These are used
to allow for keying to force the proper orientation of the processor in the socket. The pinout of Socket
A is shown in Figure 3.24.

After the introduction of Socket A, AMD moved all Athlon (including all Athlon XP) processors to this
form factor, phasing out Slot A. In addition, for a time AMD also sold a reduced L2 cache version of
the Athlon called the Duron in this form factor. The Athlon 64 uses a different processor socket called
Socket 754.

Caution

Just because a chip can plug into a socket doesn’t mean it will work. The newer Athlon XP processors require different volt-
ages, BIOS, and chipset support than earlier Socket A Athlon and Duron processors. As always, make sure your mother
board supports the processor you intend to insfall.
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Socket A (Socket 462) Athlon/Duron pinout (top view).
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Socket 603

Socket 603 is used with the Intel Xeon processor in DP (dual processor) and MP (multiple processor)
configurations. These are typically used in motherboards designed for use in network file servers.
Figure 3.25 shows Socket 603.
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Figure 3.25 Socket 603 is used by the Intel Xeon processor.

Socket 754

Socket 754 is used with the new AMD Athlon 64 processor, which is AMD'’s first 64-bit processor for
desktop computers. Figure 3.26 shows an overhead view of this socket.
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Figure 3.26 Socket 754. The large cutout corner at the lower left indicates pin 1.

Processor Slots

After introducing the Pentium Pro with its integrated L2 cache, Intel discovered that the physical package
it chose was very costly to produce. Intel was looking for a way to easily integrate cache and possibly other
components into a processor package, and it came up with a cartridge or board design as the best way to
do this. To accept its new cartridges, Intel designed two types of slots that could be used on motherboards.
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Slot 1 is a 242-pin slot designed to accept Pentium II, Pentium III, and most Celeron processors. Slot
2, on the other hand, is a more sophisticated 330-pin slot designed for the Pentium II Xeon and
Pentium III Xeon processors, which are primarily for workstations and servers. Besides the extra pins,
the biggest difference between Slot 1 and Slot 2 is the fact that Slot 2 was designed to host up to four-
way or more processing in a single board. Slot 1 allows only single or dual processing functionality.

Note that Slot 2 is also called SC330, which stands for slot connector with 330 pins. Intel later discov-
ered less-expensive ways to integrate L2 cache into the processor core and no longer produces Slot 1
or Slot 2 processors. Both Slot 1 and Slot 2 processors are now obsolete, and many systems using these
processors have been retired or upgraded with socket-based motherboards.

Slot 1 (5C242)
Slot 1, also called SC242 (slot connector 242 pins), is used by the SEC design that is used with the
cartridge-type Pentium II/III and Celeron processors (see Figure 3.27).

4«€  See "Single Edge Contact and Single Edge Processor Packaging,” p. 83.
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Figure 3.27 Slot 1 connector dimensions and pin layout.

Slot 2 (SC330)

Slot 2, otherwise called SC330 (slot connector 330 pins), is used on high-end motherboards that sup-
port the Pentium II and III Xeon processors. Figure 3.28 shows the Slot 2 connector.

The Pentium II Xeon and Pentium III Xeon processors are designed in a cartridge similar to, but larger
than, that used for the standard Pentium II/III. Figure 3.29 shows the Xeon cartridge.

Pin B1 Top View )
Pin B2 Pin B165

Figure 3.28 Slot 2 (SC330) connector dimensions and pin layout.
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Slot 2 motherboards were used in higher-end systems such as workstations or servers based on the

Pentium II Xeon or Pentium III Xeon. These versions of the Xeon differ from the standard Pentium
IT and slot-based Pentium III mainly by virtue of having full-core speed L2 cache, and in some ver-
sions more of it. The additional pins allow for additional signals needed by multiple processors.

Plastic enclosure
Primary side substrate

Processor and cache Il

Thermal plate retention clips

Pin fasteners

Aluminum thermal plate

Figure 3.29 Pentium II/IIl Xeon cartridge.

CPU Operating Voltages

One trend that is clear to anybody who has been following processor design is that the operating volt-
ages have gotten lower and lower. The benefits of lower voltage are threefold. The most obvious is that
with lower voltage comes lower overall power consumption. By consuming less power, the system is
less expensive to run, but more importantly for portable or mobile systems, it runs much longer on
existing battery technology. The emphasis on battery operation has driven many of the advances in
lowering processor voltage because this has a great effect on battery life.

The second major benefit is that with less voltage and therefore less power consumption, less heat is
produced. Processors that run cooler can be packed into systems more tightly and last longer.

The third major benefit is that a processor running cooler on less power can be made to run faster. Lowering
the voltage has been one of the key factors in enabling the clock rates of processors to go higher and higher.
This is because the lower the voltage, the shorter the time needed to change a signal from low to high.

Until the release of the mobile Pentium and both desktop and mobile Pentium MMX, most processors used
a single voltage level to power both the core as well as run the input/output circuits. Originally, most
processors ran both the core and I/O circuits at 5V, which was later reduced to 3.5V or 3.3V to lower power
consumption. When a single voltage is used for both the internal processor core power as well as the exter-
nal processor bus and I/O signals, the processor is said to have a single or unified power plane design.

When originally designing a version of the Pentium processor for mobile or portable computers, Intel
came up with a scheme to dramatically reduce the power consumption while still remaining compatible
with the existing 3.3V chipsets, bus logic, memory, and other components. The result was a dual-plane
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or split-plane power design in which the processor core ran off a lower voltage while the I/O circuits
remained at 3.3V. This originally was called voltage reduction technology (VRT) and first debuted in
the Mobile Pentium processors released in 1996. Later, this dual-plane power design also appeared in
desktop processors such as the Pentium MMX, which used 2.8V to power the core and 3.3V for the I/O
circuits. Now most recent processors, whether for mobile or desktop use, feature a dual-plane power
design. Some of the more recent Mobile Pentium II processors run on as little as 1.6V for the core while
still maintaining compatibility with 3.3V components for I/O.

Knowing the processor voltage requirements is not a big issue with Socket 8, Socket 370, Socket 478,
Socket A, Socket 604, Socket 754, Socket 940, Pentium Pro (Socket 8), or Pentium II (Slot 1 or Slot 2)
processors because these sockets and slots have special VID pins the processor uses to signal to the
motherboard the exact voltage requirements. This enables the voltage regulators built into the moth-
erboard to be automatically set to the correct voltage levels by merely installing the processor.

Unfortunately, this automatic voltage setting feature was not available on Super 7, Socket 7, and
earlier motherboard and processor designs. Therefore, you usually must set jumpers or otherwise
configure the motherboard according to the voltage requirements of the processor you are
installing. Pentium (Socket 4, 5, or 7) processors have run on a number of voltages, but the most
recent MMX versions all use 2.8V—except for mobile Pentium processors, which are as low as 1.8V.
Table 3.13 lists the voltage settings used by Intel Pentium (non-MMX) Socket 7 processors that use
a single power plane and a dual power plane. A single power plane means that both the CPU core
and the I/O pins run at the same voltage, whereas a dual power plane means that the core and I/O
voltage values are different.

Table 3.13 Socket 7 Single- and Dual-Plane Processor Voltages

Voltage Core 1/0 Voltage
Setting Processor Voltage Voltage Planes
VRE (3.5V) Intel Pentium 3.5V 3.5V Single
STD (3.3V) Infel Pentium 3.3V 3.3V Single
MMX (2.8V) Intel MMX Pentium 2.8V 3.3V Dudl
VRE (3.5V) AMD K5 3.5V 3.5V Single
3.2v AMD-Ké 3.2v 3.3V Dual
2.9V AMD-Ké 2.9V 3.3V Dual
2.4V AMD-K6-2/Ké6-3 2.4V 3.3V Dual
2.2V AMD-K6/Ké-2 2.2V 3.3V Dual
VRE (3.5V) Cyrix 6x86 3.5V 3.5V Single
2.9V Cyrix 6x86MX/M-Il 2.9V 3.3V Dul
MMX (2.8V) Cyrix 6x86L 2.8V 3.3V Dul
2.45V Cyrix 6x86LV 2.45V 3.3V Dual

Generally, the acceptable range is plus or minus 5% from the nominal intended setting.

Most Socket 7 and later Pentium motherboards supply several voltages (such as 2.5V, 2.7V, 2.8V, and
2.9V) for compatibility with future devices. A voltage regulator built into the motherboard converts
the power supply voltage into the various levels the processor core requires. Check the documenta-

tion for your motherboard and processor to find the appropriate settings.

The Pentium Pro and Pentium II processors were the first to automatically determine their voltage set-
tings by controlling the motherboard-based voltage regulator through built-in VID pins. Those are
explained in more detail later in this chapter.
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See "Pentium Pro Processors,” p. 139.
See "Pentium Il Processors,” p. 143.

Note that on the STD or VRE settings, the core and I/O voltages are the same; these are single-plane
voltage settings. Any time a voltage other than STD or VRE is set, the motherboard defaults to a dual-
plane voltage setting where the core voltage can be specifically set, while the I/O voltage remains con-
stant at 3.3V no matter what.

Socket 5 was designed to supply only STD or VRE settings, so any processor that can work at those
settings can work in Socket 5 as well as Socket 7. Older Socket 4 designs can supply only 5V, and they
have a completely different pinout (fewer pins overall), so using a processor designed for Socket 7 or
Socket 5 in Socket 4 is not possible.

Most Socket 7 and later Pentium motherboards supply several voltages (such as 2.2V, 2.4V, 2.5V, 2.7V,
2.8V, and 2.9V as well as the older STD or VRE settings) for compatibility with many processors. A
voltage regulator built into the motherboard converts the power supply voltage into the various levels
required by the processor core. Check the documentation for your motherboard and processor to find
the appropriate settings.

Starting with the Pentium Pro, all newer processors (Celeron, Pentium I1/11I/4, AMD Athlon, Duron,
Athlon XP and Athlon 64) automatically determine their voltage settings by controlling the
motherboard-based voltage regulator. That’s done through built-in VID pins.

For hotrodding purposes, many newer motherboards for these processors have override settings that
allow for manual voltage adjustment if desired. Many people have found that when attempting to
overclock a processor, increasing the voltage by a tenth of a volt or so often helps. Of course, this
increases the heat output of the processor and must be accounted for with adequate heatsinking and
case cooling.

Heat and Cooling Problems

Heat can be a problem in any high-performance system. The higher-speed processors consume more
power and therefore generate more heat. The processor is usually the single most power-hungry chip
in a system, and in most situations, the fan inside your computer case is incapable of handling the
load without some help.

Heatsinks

At one time, a heatsink, a special attachment for a chip that draws heat away from the chip, was
needed only in systems in which processor heat was a problem. However, starting with the Pentium
OverDrive processors, heatsinks have been a necessity for every processor since. Several heatsink man-
ufacturers are listed in the Vendor List on the DVD.

A heatsink works like the radiator in your car, pulling heat away from the engine. In a similar fashion,
the heatsink conducts heat away from the processor so it can be vented out of the system. It does this
by using a thermal conductor (usually metal) to carry heat away from the processor into fins that
expose a high amount of surface area to moving air. This enables the air to be heated, thus cooling
the heatsink and the processor as well. Just like the radiator in your car, the heatsink depends on air-
flow. With no moving air, a heatsink is incapable of radiating the heat away. To keep the engine in
your car from overheating when the car is not moving, auto engineers incorporate a fan. Likewise,
there is always a fan somewhere inside your PC helping to move air across the heatsink and vent it
out of the system. In some name-brand systems, the fan included in the power supply is enough
when combined with a special heatsink design; in most cases, though, an additional fan must be
attached directly over the processor to provide the necessary levels of cooling. Case fans are also typi-
cal in recent systems to assist in moving the hot air out of the system and replacing it with cooler air
from the outside.
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The heatsink is clipped or, rarely today, glued to the processor. A variety of heatsinks and attachment
methods exist. Figure 3.30 shows various passive heatsinks and attachment methods.

LIF style

Clips to processor

Bond-on style ZIF style

Figure 3.30 Dassive heatsinks for socketed processors showing various attachment methods.

Tip

According to data from Intel, heatsink clips are the numbertwo desfroyer of motherboards (screwdrivers are number one).
When installing or removing a heatsink that is clipped on, be sure you don't scrape the surface of the motherboard. In
most cases, the clips hook over protrusions in the socket, and when installing or removing the clips, scratching or scraping
the surface of the board right below where the clip ends attach is very easy. | like to place a thin sheet of plastic under-
neath the edge of the clip while | work, especially if board traces that can be scratched are in the vicinity.

Heatsinks are rated for their cooling performances. Typically, the ratings are expressed as a resistance
to heat transfer, in degrees centigrade per watt (°C/W), where lower is better. Note that the resistance
varies according to the airflow across the heatsink.

tive Heatsinks

To ensure a constant flow of air and more consistent performance, many heatsinks incorporate fans
so they don’t have to rely on the airflow within the system. Heatsinks with fans are referred to as
active heatsinks (see Figure 3.31). Active heatsinks have a power connection. Older ones often used a
spare disk drive power connector, but most recent heatsinks plug into dedicated heatsink power con-
nections found on the newer motherboards.

Tip

One of the best reasons fo use the motherboard-based power connectors for the fan is that most recent system BIOS setup
programs can display the fan performance and report it to a system monitoring program. Because some processors, par-
ticularly older Athlon processors, can be destroyed in a few moments by a malfunctioning processor heatsink fan, this fea-
ture can help prevent a disasfer inside your system.

Active heatsinks use a fan or other electric cooling device that requires power to run. Active heatsinks also
require power and usually plug into the motherboard CPU fan connector (or, in older systems, a disk
drive power connector). If you do get a fan-type heatsink, be aware that some on the market are very
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poor quality. The bad ones have motors that use sleeve bearings, which freeze up after a very short life. I
recommend only fans with ball-bearing motors, which last about 10 times longer than the sleeve-bearing
types. Of course, they cost more—but only about twice as much, so you'll save money in the long run.
Expect to pay anywhere from $15 to $25 for a high-quality active fan heatsink, unless you purchase a
“boxed” processor that includes a factory-supplied, high-quality active heatsink in the box with the chip.

1 <«— Clip assembly

<—— Fan/shroud

=

N

Il

0
T

i

<—— Retention mechanism

Pentium 4 processor
mPGA478B
478-pin socket

Figure 3.31 Active heatsink suitable for a Pentium 4 processor using Socket 478.

Figure 3.32 shows an active heatsink arrangement on a Pentium II/III type processor. The Slot A-based
Athlon processors use a similar arrangement.

Shroud covering

Processor .
heatsink fans

Retention
mechanism

7
U
\\
Fan power
connector Motherboard

Figure 3.32 An active (fan-powered) heatsink and supports used with Pentium II/III-type processors.
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With the wide variety of processor speeds and construction on the market today, you also need to
match the processor speed to the speed range of the heatsink you plan to use. Heatsinks made for
faster processors have a larger cooling area, and more and more of them use a copper conducting
plate or are made of solid copper rather than less-conductive aluminum. Figure 3.33 compares two
heatsinks made for Athlon XP processors.

Aluminum contact surface has Copper contact surface has
less-efficient heat transfer more-efficient heat transfer

Figure 3.33 An all-aluminum active heatsink (left) is designed for slower processors than the copper/
aluminum model at right.

Passive heatsinks are basically aluminum-finned radiators that rely on airflow from an external source
(see Figures 3.30 and 3.34). Passive heatsinks don’t work well unless there is some airflow across the
fins, usually provided by a chassis-mounted fan that sometimes features a duct to direct airflow
directly through the fins on the heatsink. Integrating a passive heatsink is more difficult because you
must ensure that the airflow comes from some other source; however, this can be more reliable and
very cost effective if done correctly. This is why many of the larger name systems, such as those from
Dell and Gateway, often use passive heatsinks with a ducted chassis fan. Systems built by individuals
or smaller companies that don’t have the ability to engineer a custom passive cooling solution should
instead rely on an active heatsink with a built-in fan. An active heatsink provides a more certain cool-
ing solution regardless of other airflow characteristics in the system.

Processors sold as “boxed” or retail versions from Intel and AMD include high-quality active heatsinks
designed to work under the worst possible ambient conditions. One of the main reasons I recommend
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purchasing boxed processors is that you are guaranteed to get a high-quality heatsink with the proces-
sor, one that is designed to cool the processor under the worst conditions and which should last the
life of the system.

S.E.C. cartridge with
heatsink attached

Retention mechanism

Heatsink

support base
Slot 1 connector

Heatsink support
top bar

Retention mechanism
attach mounts

Figure 3.34 A passive heatsink and supports used with Pentium II/III-SECC processors.

Installing a Heatsink

To have the best possible transfer of heat from the processor to the heatsink, most heatsink manufac-
turers specify some type of thermal interface material to be placed between the processor and the
heatsink. This normally consists of a ceramic, alumina or silver-based white grease (similar to what
skiers put on their noses to block the sun) but can also be in the form of a special pad or even a type
of double-stick tape. Some are called phase-change material because they change viscosity (become
thinner) above certain temperatures, enabling them to better flow into minute gaps between the chip
and heatsink. In general, thermal greases offer higher performance than phase change materials, but
because they always have a lower viscosity, they flow more easily, can be messy to apply, and (if too
much is used) can spill from the sides onto the socket and motherboard.

No matter what type you use, a thermal interface aid such as thermal grease or phase change material can
improve heatsink performance dramatically. Thermal interface materials are rated by thermal conduc-
tance, in which case higher is better, or thermal resistance, in which case lower is better. Unfortuantely, no
industry-standard ratings exist, and because of other variables such as surface roughness and pressure, it is
often impossible to directly compare different materials even if they appear to use the same ratings scale.
Figure 3.35 shows the thermal interface pad or grease positioned between the processor and heatsink.

You can purchase thermal grease in small single-use tubes or larger versions that can service multiple
processor installations. Most of the recommended thermal greases include alumina or silver, which
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offer the lowest thermal resistances. Silver is generally the best but is significantly more expensive
with real-world differences that are very slight. One brand (Arctic Silver) has even developed a follow-
ing sufficient to cause others to counterfeit the product and name. The important thing to note is
that in the extensive tests I've seen, there has been only a couple of degrees difference in CPU temper-
ature under full load when substituting one thermal grease for another. If you want the best, choose a
compound with embedded silver. The next best option is alumina and then the less expensive (and
somewhat less effective) ceramic-based greases.

Heatsink
Thermal interface
material
Heat spreader I

Socket I

Figure 3.35 Thermal interface material helps transfer heat from the processor die to the heatsink.

Most systems on the market today use an improved motherboard form factor (shape) design called
ATX. Systems made from this type of motherboard and case allow for improved cooling of the proces-
sor because the processor is repositioned in the case and room is provided for a chassis fan or even a
duct to direct airflow over the processor. Most of these cases now feature one or more secondary fans
to further assist in cooling. The larger case-mounted fans, especially those with ducts mounted
directly over the processor, typically are more reliable than the smaller fans included in active
heatsinks. A properly designed case with a ducted cooling solution can move sufficient air across the
processor, enabling a more reliable and less-expensive passive (no fan) heatsink to be used.

See "AIX," p. 204.

The FC-PGA packaging of today’s processors is so named because the raw processor die is placed
upside down on top of the chip. This enables the heatsink to come in direct contact with the die,
resulting in the maximum heat transfer to the sink. Unfortunately, some problems have occurred that
have forced chip makers to modify their designs.

The main problem is one of force—too much and unevenly applied. Intel specifies a moderate 20 1b.
static load force for the heatsink on the die, whereas AMD specifies a very high 30 Ib. static loading
force for the spring clip to attach the heatsink on the Athlon, Duron, and Athlon XP processors. This
has resulted in many processors being damaged during heatsink installation. The reason for the
higher static load on the AMD chips is to maximize the thermal transfer because the AMD chips gen-
erally run hotter than the Intel chips. Because the die rises up from the surface of the chip, the
heatsink contacts only the die itself and overhangs in all directions. If, while installing the heatsink,
you apply too much force to one corner or edge of the heatsink, you would place an uneven force on
the die and it would crack with a loud snap. This, of course, would destroy the chip, and such damage
is normally not warranted by the chip manufacturer because it is considered improper handling and
not a manufacturer defect. Although this cracking problem affected both AMD and Intel processors, it
was much more of a problem with the AMD chips due to the higher force from the heatsink clip spec-
ified by AMD. These problems have caused many vendors to provide a warranty for the processor
only if it is sold with a motherboard and preinstalled by the vendor.
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To correct these problems, AMD and Intel both have come up with different solutions. AMD began
installing rubber pads near each of the four corners of the chip to help support the overhanging parts
of the heatsink and prevent uneven forces that result in cracking. Unfortunately, even with these
pads, you can still crack the die if you install the heatsink in a tilted or cockeyed position. To avoid
damage, the Athlon 64 uses a different heatsink mounting method that secures the heatsink to the
motherboard with a clip that is screwed into place.

Intel went one step further and now installs a metal cap called an integrated heat spreader (IHS) over
the die of its newer processors. This protects the die from direct force and helps spread out the ther-
mal contact point between the processor and the heatsink. Most of the IHS-equipped chips from Intel
allow up to a 100 Ib. static force from the heatsink and are virtually immune from the cracking prob-
lems related to improper heatsink installation. All Pentium 4, Celeron 4, and Pentium III/Celeron
Tualatin (0.13-micron) processors include this (see Figure 3.36). Ironically, AMD used the full-size IHS
method first with its K6 family of processors.

IHS——>
Substrate —>»

Processor die

Figure 3.36 Side view of Pentium 4 Socket 478 processor showing the integrated heat spreader mounted
on top of the die.

If you are installing an AMD or Intel processor that does not use an IHS metal cap, be extra careful to
keep the heatsink flat and level with the surface of the die while attaching or removing the heatsink clip.

Math Coprocessors (Floating-Point Units)

This section covers the floating-point unit (FPU) contained in the processor, which was formerly a sepa-
rate external math coprocessor in the 386 and older chips. Older central processing units designed by
Intel (and cloned by other companies) used an external math coprocessor chip. However, when Intel
introduced the 486DX, it included a built-in math coprocessor, and every processor built by Intel (and
AMD and Cyrix, for that matter) since then includes a math coprocessor. Coprocessors provide hardware
for floating-point math, which otherwise would create an excessive drain on the main CPU. Math chips
speed your computer’s operation only when you are running software designed to take advantage of the
coprocessor. All the subsequent fifth- and sixth-generation Intel and compatible processors (such as
those from AMD and Cyrix) have featured an integrated floating-point unit.

Math chips (as coprocessors sometimes are called) can perform high-level mathematical operations—long
division, trigonometric functions, roots, and logarithms, for example—at 10-100 times the speed of the
corresponding main processor. The operations performed by the math chip are all operations that make
use of noninteger numbers (numbers that contain digits after the decimal point). The need to process
numbers in which the decimal is not always the last character leads to the term floating point because the
decimal (point) can move (float), depending on the operation. The integer units in the primary CPU work
with integer numbers, so they perform addition, subtraction, and multiplication operations. The primary
CPU is designed to handle such computations; these operations are not offloaded to the math chip.

The instruction set of the math chip is different from that of the primary CPU. A program must
detect the existence of the coprocessor and then execute instructions written explicitly for that
coprocessor; otherwise, the math coprocessor draws power and does nothing else. Fortunately, most
modern programs that can benefit from the use of the coprocessor correctly detect and use the
coprocessor. These programs usually are math intensive: spreadsheet programs, database applications,
statistical programs, and graphics programs, such as computer-aided design (CAD) software. Word
processing programs do not benefit from a math chip and therefore are not designed to use one.
Table 3.14 summarizes the coprocessors available for the Intel family of processors.
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Table 3.14 Math Coprocessor Summary

Processor Coprocessor Processor Coprocessor
8086 8087 486DX2 Built-in FPU
8088 8087 486DX4/5x86 Built-in FPU
286 287 Intel Pentium/Pentium MMX Built-in FPU
386SX 387SX Cyrix 6x86/MI/MIl Built-in FPU
386DX 387DX AMD K5/K6/Athlon/Duron Built-in FPU
486SX 4875X, DX2/OverDrive! Pentium 11/11l/Celeron/Xeon Built-in FPU
4875X Built-in FPU Pentium 4 Built-in FPU
4865X2 DX2/OverDrive? Athlon 64 Built-in FPU
486DX Built-in FPU ltanium/ltanium |1 Built-in FPU

FPU = Floating-point unit

1. The 4875X chip is a modified pinout 486DX chip with the math coprocessor enabled. When you plug in a 4875X
chip, it disables the 4865X main processor and takes over all processing.

2. The DX2/OverDrive is equivalent to the SX2 with the addition of a functional FPU.

Although virtually all processors since the 486 series have built-in floating-point units, they vary in
performance. Historically, the Intel processor FPUs have dramatically outperformed those from AMD
and Cyrix, although AMD and Cyrix are achieving performance parity in their newer offerings.

Within each of the original 8087 group, the maximum speed of the math chips varies. A suffix digit
after the main number, as shown in Table 3.15, indicates the maximum speed at which a system can
run a math chip.

Table 3.15 Maximum Math Chip Speeds

Part Speed Part Speed
8087 5MHz 287 6MHz
8087-3 5MHz 287-6 6MHz
8087-2 8MHz 287-8 8MHz
8087-1 10MHz 287-10 10MHz

The 387 math coprocessors and the 486 or 487 and Pentium processors always indicate their maxi-
mum speed ratings in MHz in the part number suffix. A 486DX2-66, for example, is rated to run at
66MHz. Some processors incorporate clock multiplication, which means they can run at different
speeds compared with the rest of the system.

Most systems that use the 386 or earlier processors are socketed for a math coprocessor as an option,
but they do not include a coprocessor as standard equipment. A few systems on the market at that
time didn’t even have a socket for the coprocessor because of cost and size considerations. These sys-
tems were usually low-cost or portable systems, such as older laptops, the IBM PS/1, and the PCjr. For
more specific information about math coprocessors, see the discussions of the specific chips—8087,
287, 387, and 487SX—in the later sections. Table 3.16 shows the specifications of the various math
COProcessors.
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Table 3.16 Older Intel Math Coprocessor Specifications

Power Case Minimum Case Maximum No. of Date
Name Consumption Temperature Temperature Transistors Introduced
8087 3 watts 0°C, 32°F 85°C, 185°F 45,000 1980
287 3 watts 0°C, 32°F 85°C, 185°F 45,000 1982
287XL 1.5 watts 0°C, 32°F 85°C, 185°F 40,000 1990
387SX 1.5 watts 0°C, 32°F 85°C, 185°F 120,000 1988
387DX 1.5 watts 0°C, 32°F 85°C, 185°F 120,000 1987

Most often, you can learn which CPU and math coprocessor are installed in a particular system by
checking the markings on the chip.

Processor Bugs

Processor manufacturers use specialized equipment to test their own processors, but you have to settle
for a little less. The best processor-testing device to which you have access is a system that you know
is functional; you then can use the diagnostics available from various utility software companies or
your system manufacturer to test the motherboard and processor functions.

Companies such as Diagsoft, Symantec, Micro 2000, Trinitech, Data Depot, and others offer special-
ized diagnostics software that can test the system, including the processor. If you don’t want to pur-
chase this type of software, you can perform a quick-and-dirty processor evaluation by using the
diagnostics program supplied with your system.

Perhaps the most infamous of these bugs is the floating-point division math bug in the early Pentium
processors. This and a few other bugs are discussed in detail later in this chapter.

Because the processor is the brain of a system, most systems don’t function with a defective processor.
If a system seems to have a dead motherboard, try replacing the processor with one from a function-
ing motherboard that uses the same CPU chip. You might find that the processor in the original
board is the culprit. If the system continues to play dead, however, the problem is elsewhere, most
likely in the motherboard, memory, or power supply. See the chapters that cover those parts of the
system for more information on troubleshooting those components. I must say that in all my years of
troubleshooting and repairing PCs, I have rarely encountered defective processors.

A few system problems are built in at the factory, although these bugs or design defects are rare. By
learning to recognize these problems, you can avoid unnecessary repairs or replacements. Each proces-
sor section describes several known defects in that generation of processors, such as the infamous
floating-point error in the Pentium. For more information on these bugs and defects, see the follow-
ing sections, and check with the processor manufacturer for updates.

Processor Update Feature

All processors can contain design defects or errors. Many times, the effects of any given bug can be
avoided by implementing hardware or software workarounds. Intel documents these bugs and
workarounds well for its processors in its processor Specification Update manual; this manual is avail-
able from Intel’s Web site. Most of the other processor manufacturers also have bulletins or tips on
their Web sites listing any problems or special fixes or patches for their chips.

Previously, the only way to fix a processor bug was to work around it or replace the chip with one that
had the bug fixed. Now, a new feature built into the Intel P6 and P7 processors, including the Pentium
Pro through Pentium III, Celeron, and Pentium 4, can allow many bugs to be fixed by altering the
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microcode in the processor. Microcode is essentially a set of instructions and tables in the processor that
control how the processor operates. These processors incorporate a new feature called reprogrammable
microcode, which enables certain types of bugs to be worked around via microcode updates. The micro-
code updates reside in the motherboard ROM BIOS and are loaded into the processor by the mother-
board BIOS during the POST. Each time the system is rebooted, the fix code is reloaded, ensuring that it
will have the bug fix installed anytime the processor is operating.

The updated microcode for a given processor is provided by Intel to the motherboard manufacturer so
it can incorporate the microcode into the flash ROM BIOS for the board. This is one reason it is
important to install the most recent motherboard BIOS anytime you install a new processor. If your
processor is newer than your motherboard ROM BIOS code, it probably doesn’t include updated
microcode to support your processor. In that case, you should visit the Web site of your motherboard
manufacturer so you can download and install the latest BIOS update for your motherboard.

Processor Codenames

Intel, AMD, and Cyrix have always used codenames when talking about future processors. The code-
names usually are not supposed to become public, but they usually do. They can often be found in
online and print news and magazine articles talking about future-generation processors. Sometimes,
they even appear in motherboard manuals because the manuals are written before the processors are
officially introduced. Table 3.17 lists processor codenames for reference purposes.

Table 3.17 Processor Codenames

AMD Codename Description

X5 5x86-133 [Socket 3]

SSA5 K5 (original PR75-PR100) [Socket 5, 7]

5k86 K5 (newer PR120-PR200) [Socket 7]

Ké Original AMD K6 core; canceled

NX686 NexGen Ké core; became the K6 [Socket 7]
Little Foot 0.25um Ké [Socket 7]

Chompers K6-2 [Socket 7, Super 7]

Sharptooth K6-3 [Super 7]

Argon Formerly K7

K7 Athlon [Slot A]

K75 0.18um Athlon [Slot A]

K76 0.18um Athlon (copper interconnects) [Slot A]
K8 Athlon 64

Thunderbird Athlon [Slot A, Socket A]

Mustang Athlon w/large L2; canceled

Corvette Former mobile Athlon (now Palomino)
Palomino 0.18um Athlon XP/MP, Mobile Athlon 4 [Socket A]
Thoroughbred 0.13um Athlon XP/MP [Socket A]

Barton 0.13um Athlon XP/MP w/512K L2 [Socket A]
Spitfire Duron [Socket A]

Camaro Former Morgan

Morgan Mobile Duron and Model 7 Duron[Socket A]
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AMD Codename

Description

Appaloosa
ClawHammer
ClawHammer DP
San Diego
Odessa

SledgeHammer

VIA/Cyrix Codename

0.13um Morgan [Socket A]

Athlon 64 (64-bit CPU) [Socket 754]
Early name for Opteron DP [Socket 940]
0.09u Athlon 64

0.09u mobile Athlon 64

Opteron w/large L2 [Socket 940]

Description

Mé

M7

M9
Mlsc
Chili

M1

MIL
MIR

M2
Cayenne
Jedi
Gobi
Joshua
MXi
Jalapeno
Mojave
Serrano
Cc5

C5B
C5C
C5M
C5N
Samuel
Samuel 2
Ezra
Ezra-T
C5X
C5XL
C5YL
Nehemiah
Esther
CZA
Matthew

486DX [Socket 1, 2, 3]
486DX2/DX4 [Socket 3]

5x86 [Socket 3]

5x86 [Socket 3]

5x86 project

6x86 (3.3V/3.52V) [Socket 7]
6x86L (2.8V) [Socket 7]

6x86 on IBM 5M process
6x86MX/M-Il [Socket 7, Super 7]
MXi and Gobi

Former Joshua (before Gobi)
Former Joshua

Former Cyrix lll (canceled)
Proprietary integrated CPU
Former Mojave

M3 [Socket 370]

M4

Samuel (Winchip-4)

0.15um Samuel 2

0.13um Ezra

Ezra-T

Ezra-T (copper inferconnects)
C3 [Socket 370]

0.15um C3 [Socket 370]
0.13um C3 [Socket 370]

Ezra 1.25V [Socket 370]
Nehemiah

Nehemiah (low power, small L2)
Esther

C3 [Socket 370] with encryption
C4 [Socket 370]

0.10um Socket 478 CPU
Proprietary integrated CPU
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Table 3.17 Continued

Intel Codename

Description

P23

P23S

P23N

P4

P4S

P24

P24S

P24D
P24C

P23T

PAT

P24T
P24CT

P5

P5T

P54C
P54CQS
P54CS
P54CT(A)
P55C
P54CTB
Tillamook
Pé

P6T
Klamath
Deschutes
Drake
Tonga
Covington
Mendocino
Dixon
Katmai
Tanner
Coppermine
Tualatin
Coppermine-T
Cascades
Coppermine-128
Timna

P68

4865X [Socket 1, 2, 3]

486SX Sl-enhanced [Socket 1, 2, 3]

487SX (coprocessor) [Socket 1]

486DX [Socket 1, 2, 3]

486DX Sl-enhanced [Socket 1, 2, 3]

486DX2 [Socket 1, 2, 3]

486DX2 Sl-enhanced [Socket 1, 2, 3]
486DX2 (write-back cache) [Socket 3]
486DX4 [Socket 3]

486DXODP (486 OverDrive) [Socket 3]
486DXODPR (486 OverDrive) [Socket 1, 2, 3]
PODP5V (Pentium OverDrive) [Socket 2, 3]
Pentium OverDrive 3.3V [Socket 2, 3]

Pentium 60/66MHz [Socket 4]

Pentium OverDrive 120/133MHz [Socket 4]
Pentium 75MHz-120MHz [Socket 5, 7]
Pentium 120MHz-133MHz [Socket 5, 7]
Pentium 120MHz-200MHz [Socket 7]
Pentium OverDrive [Socket 5, 7]

Pentium MMX [Socket 7]

Pentium OverDrive MMX [Socket 5, 7]

Mobile Pentium MMX [Mobile Module]
Pentium Pro [Socket 8]

Pentium Il OverDrive [Socket 8]

0.35um Pentium Il [Slot 1]

0.25um Pentium Il [Slot 1]

0.25um Pentium Il Xeon [Slot 2]

Mobile Pentium II

Celeron (cacheless Pentium Il) [Slot 1]

0.25um Celeron w/128KB on-die L2 [Slot 1, Socket 370]
Mobile Pentium Il w/256KB on-die L2
0.25um Pentium Ill w/SSE [Slot 1]

0.25um Pentium lll Xeon w/SSE [Slot 2]
0.18um Pentium Ill w/on-die L2 [Slot 1, Socket 370]
0.13um Pentium Ill [Socket 370]

0.18um Pentium Ill w/Tualatin voltage [Socket 370]
0.18um Pentium lll Xeon [Slot 2]

0.18um Celeron w/128KB L2 [Socket 370]
Mobile Celeron w/DRAM controller; canceled
Willamette



Inte-Compatible Processors (AMD and Cyrix) | Chapter 3 113

Table 3.17 Continued

Intel Codename Description

Willamette 0.18um Pentium 4 [Socket 423, 478]
Northwood 0.13um Pentium 4 [Socket 478]
Prescott 0.09um Pentium 4 w/Hyperthreading [Socket 478]
Banias Mobile Pentium 4

Foster Xeon DP [Socket 603]

Foster MP Xeon MP [Socket 603]

Prestonia 0.13um Xeon DP [Socket 603]
Gallatin 0.13um Xeon MP [Socket 603]
Nocona 0.09um Xeon [Socket 603]

Banias Mobile Pentium 4 w/DRAM controller
P7 Former Merced (ltanium)

Merced Itanium [PAC 418]

McKinley ltanium 2 w/3MB on-die L3 [PAC 418]
Madison 0.13um ltanium 2

Deerfield Low-cost Madison

Montecito 0.09um Madison

Shavano Future ltanium family chip

Note that the codenames and information listed in these tables are used before the processor is offi-
cially introduced. After a chip is introduced, the codename is dropped and the chip is thereafter
referred to by the marketing name used at the time of the introduction. Because many of these names
refer to chips that are not yet officially released, the names or specifications might change. For chipset
codenames, see Chapter 4.

Intel-Compatible Processors (AMD and Cyrix)

Several companies—mainly AMD and Cyrix—have developed processors that are compatible with Intel
processors. These chips are fully Intel compatible, so they emulate every processor instruction in the Intel
chips. Many of the chips are also pin compatible, which means that they can be used in any system
designed to accept an Intel processor; others require a custom motherboard design. Any hardware or soft-
ware that works on Intel-based PCs will work on PCs made with these third-party CPU chips. A number of
companies currently offer Intel-compatible chips, and some of the most popular ones are discussed here.

AMD Processors

Advanced Micro Devices (AMD) has become a major player in the Pentium-compatible chip market with
its own line of Intel-compatible processors. AMD ran into trouble with Intel several years ago because its
486-clone chips used actual Intel microcode. These differences have been settled, and AMD now has a
cross-license agreement with Intel. In 1996, AMD finalized a deal to absorb NexGen, another maker of
Intel-compatible CPUs. NexGen had been working on a chip it called the Nx686, which was renamed the
K6 and introduced by AMD. AMD refined the design in the form of the K6-2 and K6-3. Its more recent
chips, called the Athlon XP and Duron, are designed similarly to the Pentium III/4 and Celeron that have
used both a similar but not identical slot and socket design. The newer AMD Athlon and Duron processors
as well as the Athlon XP are designed to use Socket A, also called Socket 462. The newest AMD processor,
the Athlon 64, is the first 64-bit processor designed for desktop computers. It uses the new Socket 754.

For a summary of the AMD processors, see Table 3.2 earlier in this chapter.
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Cy

rix

Cyrix was purchased by National Semiconductor in November 1997 and by VIA Technologies in 1999.
Prior to that, it had been a fabless company, meaning it had no chip-manufacturing capability. All the
Cyrix chips were manufactured for Cyrix first by Texas Instruments and then mainly by IBM up
through the end of 1998. Starting in 1999, National Semiconductor took over manufacturing of the
Cyrix processors. More recently, National has been purchased by VIA Technologies.

All Cyrix chips were manufactured by other companies such as IBM (who also marketed some of the
6x86 chips under its own name), National Semiconductor, and now VIA Technologies. See Table 3.2
earlier in this chapter, which summarizes the Cyrix and VIA processors.

P1 (086) First-Generation Processors

80

The first generation of processors represents the series of chips from Intel that were found in the first
PCs. IBM, as the architect of the PC at the time, chose Intel processors and support chips to build the PC
motherboard, setting a standard that would hold for many subsequent processor generations to come.

88 and 8086 Processors

Intel introduced a revolutionary new processor called the 8086 back in June 1978. The 8086 was one of
the first 16-bit processor chips on the market; at the time, virtually all other processors were 8-bit designs.
The 8086 had 16-bit internal registers and could run a new class of software using 16-bit instructions. It
also had a 16-bit external data path, so it could transfer data to memory 16 bits at a time.

The address bus was 20 bits wide, which enabled the 8086 to address a full 1IMB (2?°) of memory. This
was in stark contrast to most other chips of that time that had 8-bit internal registers, an 8-bit exter-
nal data bus, and a 16-bit address bus allowing a maximum of only 64KB of RAM (2).

Unfortunately, most of the personal computer world at the time was using 8-bit processors, which ran
8-bit CP/M (Control Program for Microprocessors) operating systems and software. The board and cir-
cuit designs at the time were largely 8-bit, as well. Building a full 16-bit motherboard and memory
system was costly, pricing such a computer out of the market.

The cost was high because the 8086 needed a 16-bit data bus rather than a less expensive 8-bit bus.
Systems available at that time were 8-bit, and slow sales of the 8086 indicated to Intel that people
weren’t willing to pay for the extra performance of the full 16-bit design. In response, Intel intro-
duced a kind of crippled version of the 8086, called the 8088. The 8088 essentially deleted 8 of the 16
bits on the data bus, making the 8088 an 8-bit chip as far as data input and output were concerned.
However, because it retained the full 16-bit internal registers and the 20-bit address bus, the 8088 ran
16-bit software and was capable of addressing a full 1MB of RAM.

For these reasons, IBM selected the 8-bit 8088 chip for the original IBM PC. Years later, IBM was criticized
for using the 8-bit 8088 instead of the 16-bit 8086. In retrospect, it was a very wise decision. IBM even
covered up the physical design in its ads, which at the time indicated its new PC had a “high-speed 16-bit
microprocessor.” IBM could say that because the 8088 still ran the same powerful 16-bit software the 8086
ran, just a little more slowly. In fact, programmers universally thought of the 8088 as a 16-bit chip
because there was virtually no way a program could distinguish an 8088 from an 8086. This enabled IBM
to deliver a PC capable of running a new generation of 16-bit software, while retaining a much less
expensive 8-bit design for the hardware. Because of this, the IBM PC was actually priced less at its intro-
duction than the most popular PC of the time, the Apple II. For the trivia buffs out there, the IBM PC
listed for $1,265 and included only 16KB of RAM, whereas a similarly configured Apple II cost $1,355.

Even though the 8088 was introduced in June 1979, the original IBM PC that used the processor did
not appear until August 1981. Back then, a significant lag time often occurred between the introduc-
tion of a new processor and systems that incorporated it. That is unlike today, when new processors
and systems using them often are released on the same day.
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The 8088 in the IBM PC ran at 4.77MHz; the average instruction on the 8088 took 12 cycles to complete.

Computer users sometimes wonder why a 640KB conventional-memory barrier exists if the 8088 chip
can address 1MB of memory. The conventional-memory barrier exists because IBM reserved 384KB of

the upper portion of the 1,024KB (1MB) address space of the 8088 for use by adapter cards and system
BIOS. The lower 640KB is the conventional memory in which DOS and software applications execute.

80186 and 80188 Processors

After Intel produced the 8086 and 8088 chips, it created versions of these chips with some of the
required support components integrated within the processor.

The relationship between the 80186 and 80188 is the same as that of the 8086 and 8088; the 80188 is
essentially an 8-bit interface version of the 80186. The advantage of the 80186 and 80188 is that they
combine on a single chip 15-20 of the 8086-8088 series system components—a fact that can greatly
reduce the number of components in a computer design. The 80186 and 80188 chips were used for
highly intelligent peripheral adapter cards of that age, such as network adapters.

8087 Coprocessor

Intel introduced the 8086 processor in 1976. The math coprocessor that was paired with the chip—
the 8087—often was called the numeric data processor (NDP), the math coprocessor, or simply the
math chip. The 8087 is designed to perform high-level math operations at many times the speed of
the main processor. The primary advantage of using this chip is the increased execution speed in
number-crunching programs, such as spreadsheet applications.

P2 (286) Second-Generation Processors

The second generation of PC processors allowed for a great leap in system speed and processing effi-
ciency. With these chips we went from moving 8 bits of data around to moving 16 bits at a time. The
following section details the second-generation PC processor, the 286.

286 Processors

The Intel 80286 (normally abbreviated as 286) processor did not suffer from the compatibility prob-
lems that damned the 80186 and 80188. The 286 chip, first introduced in 1981, is the CPU behind
the original IBM PC AT (Advanced Technology). Other computer makers manufactured what came to
be known as IBM clones, with many of these manufacturers calling their systems AT-compatible or
AT-class computers.

When IBM developed the AT, it selected the 286 as the basis for the new system because the chip pro-
vided compatibility with the 8088 used in the PC and the XT. Therefore, software written for those
chips should run on the 286. The 286 chip is many times faster than the 8088 used in the XT, and at
the time it offered a major performance boost to PCs used in businesses. The processing speed, or
throughput, of the original AT (which ran at 6MHz) is five times greater than that of the PC running
at 4.77MHz. The die for the 286 is shown in Figure 3.37.

286 systems are faster than their predecessors for several reasons. The main reason is that 286 processors
are much more efficient in executing instructions. An average instruction takes 12 clock cycles on the
8086 or 8088, but takes an average of only 4.5 cycles on the 286 processor. Additionally, the 286 chip
can handle up to 16 bits of data at a time through an external data bus twice the size of the 8088.

The 286 chip has two modes of operation: real mode and protected mode. The two modes are distinct
enough to make the 286 resemble two chips in one. In real mode, a 286 acts essentially the same as
an 8086 chip and is fully object-code compatible with the 8086 and 8088. (A processor with object-code
compatibility can run programs written for another processor without modification and execute every
system instruction in the same manner.)
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Figure 3.37 286 Processor die. Photograph used by permission of Intel Corporation.

In the protected mode of operation, the 286 was truly something new. In this mode, a program
designed to take advantage of the chip’s capabilities believes that it has access to 1GB of memory
(including virtual memory). The 286 chip, however, can address only 16MB of hardware memory. A
significant failing of the 286 chip is that it cannot switch from protected mode to real mode without
a hardware reset (a warm reboot) of the system. (It can, however, switch from real mode to protected
mode without a reset.) A major improvement of the 386 over the 286 is that software can switch the
386 from real mode to protected mode, and vice versa. See the section “Processor Modes,” earlier in
this chapter for more information.

Only a small amount of software that took advantage of the 286 chip was sold until Windows 3.0
offered standard mode for 286 compatibility; by that time, the hottest-selling chip was the 386. Still,
the 286 was Intel’s first attempt to produce a CPU chip that supported multitasking, in which multi-
ple programs run at the same time.

287 Coprocessor

The 80287, internally, is the same math chip as the 8087, although the pins used to plug them into
the motherboard are different. Both the 80287 and the 8087 operate as though they are identical.

In most systems, the 80286 internally divides the system clock by two to derive the processor clock.
The 80287 internally divides the system-clock frequency by three. For this reason, most AT-type com-
puters run the 80287 at one-third the system clock rate, which also is two-thirds the clock speed of
the 80286. Because the 286 and 287 chips are asynchronous, the interface between the 286 and 287
chips is not as efficient as with the 8088 and 8087.

P3 (386) Third-Generation Processors

The third generation represents perhaps the most significant change in processors since the first PC.
The big deal was the migration from processors that handled 16-bit operations to true 32-bit chips.
The third-generation processors were so far ahead of their time, it took fully 10 years before 32-bit
operating systems and software became mainstream, and by that time the third-generation chips had
become a memory. The following section details the third-generation processors.
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386 Processors

The Intel 80386 (usually abbreviated as 386) caused quite a stir in the PC industry because of the
vastly improved performance it brought to the personal computer. Compared with 8088 and 286 sys-
tems, the 386 chip offered greater performance in almost all areas of operation.

The 386 is a full 32-bit processor optimized for high-speed operation and multitasking operating sys-
tems. Intel introduced the chip in 1985, but the 386 appeared in the first systems in late 1986 and
early 1987. The Compaq Deskpro 386 and systems made by several other manufacturers introduced
the chip; somewhat later, IBM used the chip in its PS/2 Model 80.

The 386 can execute the real-mode instructions of an 8086 or 8088, but in fewer clock cycles. The 386
was as efficient as the 286 in executing instructions—the average instruction took about 4.5 clock
cycles. In raw performance, therefore, the 286 and 386 actually seemed to be at almost equal clock
rates. The 386 offered greater performance in other ways, mainly because of additional software capa-
bility (modes) and a greatly enhanced memory management unit (MMU). The die for the 386 is
shown in Figure 3.38.

Figure 3.38 386 processor die. Photograph used by permission of Intel Corporation.

The 386 can switch to and from protected mode under software control without a system reset—a
capability that makes using protected mode more practical. In addition, the 386 includes a new mode,
called virtual real mode, which enables several real-mode sessions to run simultaneously under pro-
tected mode.

The protected mode of the 386 is fully compatible with the protected mode of the 286. The pro-
tected mode for both chips often is called their native mode of operation because these chips are
designed for advanced operating systems such as Windows NT/2000/XP, which run only in pro-
tected mode. Intel extended the memory-addressing capabilities of 386 protected mode with a new
MMU that provided advanced memory paging and program switching. These features were exten-
sions of the 286 type of MMU, so the 386 remained fully compatible with the 286 at the system-
code level.
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38

The 386 chip’s virtual real mode was also new. In virtual real mode, the processor could run with
hardware memory protection while simulating an 8086’s real-mode operation. Multiple copies of
DOS and other operating systems, therefore, could run simultaneously on this processor, each in
a protected area of memory. If the programs in one segment crashed, the rest of the system was
protected.

Numerous variations of the 386 chip exist, some of which are less powerful and some of which are
less power hungry. The following sections cover the members of the 386-chip family and their
differences.

6DX Processors

The 386DX chip was the first of the 386 family members that Intel introduced. The 386 is a full 32-
bit processor with 32-bit internal registers, a 32-bit internal data bus, and a 32-bit external data bus.
The 386 contains 275,000 transistors in a very large scale integration (VLSI) circuit. The chip comes
in a 132-pin package and draws approximately 400 milliamperes (ma), which is less power than even
the 8086 requires. The 386 has a smaller power requirement because it is made of Complementary
Metal-Oxide Semiconductor (CMOS) materials. The CMOS design enables devices to consume
extremely low levels of power.

The Intel 386 chip was available in clock speeds ranging from 16MHz-33MHz; other manufacturers,
primarily AMD and Cyrix, offered comparable versions with speeds up to 40MHz.

The 386DX can address 4GB of physical memory. Its built-in virtual memory manager enables soft-
ware designed to take advantage of enormous amounts of memory to act as though a system has
64TB of memory. (A terabyte, or TB, is 1,099,511,627,776 bytes of memory, or about 1,000GB.)

6SX Processors

The 386SX was designed for systems designers looking for 386 capabilities at 286 system prices.
Similar to the 286, the 386SX is restricted to only 16 bits when communicating with other system
components, such as memory. Internally, however, the 386SX is identical to the DX chip; the 386SX
has 32-bit internal registers and can therefore run 32-bit software. The 386SX uses a 24-bit memory-
addressing scheme like that of the 286, rather than the full 32-bit memory address bus of the stan-
dard 386. The 386SX, therefore, can address a maximum 16MB of physical memory rather than the
4GB of physical memory the 386DX can address. Before it was discontinued, the 386SX was available
in clock speeds ranging from 16MHz to 33MHz.

The 386SX signaled the end of the 286 because of the 3865SX chip’s superior MMU and the addition
of the virtual real mode. Under a software manager such as Windows or OS/2, the 386SX can run
numerous DOS programs at the same time. The capability to run 386-specific software is another
important advantage of the 386SX over any 286 or older design. For example, Windows 3.1 runs
nearly as well on a 386SX as it does on a 386DX.

6SL Processors

The 386SL is another variation on the 386 chip. This low-power CPU had the same capabilities as the
386SX, but it was designed for laptop systems in which low power consumption was necessary. The
SL chips offered special power-management features that were important to systems that ran on bat-
teries. The SL chip also offered several sleep modes to conserve power.

The chip included an extended architecture that contained a System Management Interrupt (SMI),
which provided access to the power-management features. Also included in the SL chip was special
support for LIM (Lotus Intel Microsoft) expanded memory functions and a cache controller. The
cache controller was designed to control a 16KB—-64KB external processor cache.

These extra functions account for the higher transistor count in the SL chips (855,000) compared
with even the 386DX processor (275,000). The 386SL was available in 25MHz clock speed.
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Intel offered a companion to the 386SL chip for laptops called the 82360SL I/O subsystem. The
82360SL provided many common peripheral functions, such as serial and parallel ports, a direct mem-
ory access (DMA) controller, an interrupt controller, and power-management logic for the 386SL
processor. This chip subsystem worked with the processor to provide an ideal solution for the small
size and low power-consumption requirements of portable and laptop systems.

80387 Coprocessor

Although the 80387 chips ran asynchronously, 386 systems were designed so that the math chip ran
at the same clock speed as the main CPU. Unlike the 80287 coprocessor, which was merely an 8087

with different pins to plug into the AT motherboard, the 80387 coprocessor was a high-performance
math chip specifically designed to work with the 386.

All 387 chips used a low power-consumption CMOS design. The 387 coprocessor had two basic
designs: the 387DX coprocessor, which was designed to work with the 386DX processor, and the
387SX coprocessor, which was designed to work with the 386SX, SL, or SLC processor.

Intel originally offered several speeds for the 387DX coprocessor. But when the company designed the
33MHz version, a smaller mask was required to reduce the lengths of the signal pathways in the chip.
This increased the performance of the chip by roughly 20%.

Note

Because Intel lagged in developing the 387 coprocessor, some early 386 systems were designed with a socket for a

287 coprocessor. Performance levels associated with that union, however, leave much fo be desired.

Installing a 387DX is easy, but you must be careful to orient the chip in its socket properly; otherwise,
the chip will be destroyed. The most common cause of burned pins on the 387DX is incorrect instal-
lation. In many systems, the 387DX was oriented differently from other large chips. Follow the manu-
facturer’s installation instructions carefully to avoid damaging the 387DX; Intel’s warranty does not
cover chips that are installed incorrectly.

Several manufacturers developed their own versions of the Intel 387 coprocessors, some of which
were touted as being faster than the original Intel chips. The general compatibility record of these
chips was very good.

P4 (486) Fourth-Generation Processors

The third generation had been a large change from the previous generations of processors. With the
fourth generation, more refinement than complete redesign was accomplished. Even so, Intel, AMD,
and others managed to literally double processor performance with their fourth-generation processors.
The following section defines the fourth-generation processors from Intel, AMD, and others.

486 Processors

In the race for more speed, the Intel 80486 (normally abbreviated as 486) was another major leap for-
ward. The additional power available in the 486 fueled tremendous growth in the software industry.
Tens of millions of copies of Windows, and millions of copies of OS/2, have been sold largely because
the 486 finally made the GUI of Windows and OS/2 a realistic option for people who work on their
computers every day.

Four main features make a given 486 processor roughly twice as fast as an equivalent MHz 386 chip.
These features are

B Reduced instruction-execution time. A single instruction in the 486 takes an average of only two clock
cycles to complete, compared with an average of more than four cycles on the 386. Clock-multi-
plied versions, such as the DX2 and DX4, further reduced this to about two cycles per instruction.
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B [nternal (Level 1) cache. The built-in cache has a hit ratio of 90%-95%, which describes how
often zero-wait-state read operations occur. External caches can improve this ratio further.

B Burst-mode memory cycles. A standard 32-bit (4-byte) memory transfer takes two clock cycles.
After a standard 32-bit transfer, more data up to the next 12 bytes (or three transfers) can be
transferred with only one cycle used for each 32-bit (4-byte) transfer. Thus, up to 16 bytes of
contiguous, sequential memory data can be transferred in as little as five cycles instead of eight
cycles or more. This effect can be even greater when the transfers are only 8 bits or 16 bits each.

B Built-in (synchronous) enhanced math coprocessor (some versions). The math coprocessor runs syn-
chronously with the main processor and executes math instructions in fewer cycles than previ-
ous designs did. On average, the math coprocessor built into the DX-series chips provides two
to three times greater math performance than an external 387 chip.

The 486 chip is about twice as fast as the 386, so a 386DX-40 is about as fast as a 486SX-20. This
made the 486 a much more desirable option, primarily because it could more easily be upgraded to a
DX2 or DX4 processor at a later time. You can see why the arrival of the 486 rapidly killed off the 386
in the marketplace.

Most of the 486 chips were offered in a variety of maximum speed ratings, varying from 16MHz up to
133MHz. Additionally, 486 processors have slight differences in overall pin configurations. The DX,
DX2, and SX processors have a virtually identical 168-pin configuration, whereas the OverDrive chips
have either the standard 168-pin configuration or a specially modified 169-pin OverDrive (sometimes
also called 487SX) configuration. If your motherboard has two sockets, the primary one likely sup-
ports the standard 168-pin configuration, and the secondary (OverDrive) socket supports the 169-pin
OverDrive configuration. Most of the later 486-based motherboards with a single ZIF socket support
any of the 486 processors except the DX4. The DX4 is different because it requires 3.3V to operate
instead of SV, like most other chips up to that time.

A processor rated for a given speed always functions at any of the lower speeds. A 100MHz-rated
486DX4 chip, for example, runs at 75SMHz if it is plugged into a 25MHz motherboard. Note that
the DX2/OverDrive processors operate internally at two times the motherboard clock rate, whereas
the DX4 processors operate at two, two-and-one-half, or three times the motherboard clock rate.
Table 3.18 shows the various speed combinations that can result from using the DX2 or DX4
processors with different motherboard clock speeds.

Table 3.18 Intel DX2 and DX4 Operating Speeds Versus Motherboard Clock Speeds

DX2 DX4 DX4

(2xmode) (2.5xmode) (3xmode)
Processor Speed Speed Speed Speed DX4
16MHz Motherboard 32MHz 32MHz 40MHz 48MHz
40MHz Motherboard 80MHz 80MHz 100MHz 120MHz
20MHz Motherboard 40MHz 40MHz 50MHz 60MHz
50MHz n/a 100MHz n/a n/a
25MHz Motherboard 50MHz 50MHz 63MHz 75MHz
33MHz Motherboard 66MHz 66MHz 83MHz 100MHz

The internal multiplier of the DX4 processor is controlled by the CLKMUL (clock multiplier) signal at
pin R-17 (Socket 1) or S-18 (Socket 2, 3, or 6). In most cases, one or two jumpers will be on the board
near the processor socket to control the settings for these pins. The motherboard documentation
should cover these settings if they can be changed.
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One interesting capability here is to run the DX4-100 chip in a doubled mode with a 5S0MHz mother-
board speed. This gives you a very fast memory bus, along with the same 100MHz processor speed, as
if you were running the chip in a 33/100MHz tripled mode.

Many VL-Bus motherboards can run the VL-Bus slots in a buffered mode, add wait states, or even selec-
tively change the clock only for the VL-Bus slots to keep them compatible. In most cases, they don’t run
properly at SOMHz. Consult your motherboard—or even better, your chipset documentation—to see
how your board is set up.

Caution

When upgrading an existing system, you should be sure that your socket supports the chip you are installing. This was
especially true when putting a DX4 processor in an older sysfem. In that scenario, you needed some type of adapter to
regulate the voltage down to 3.3V. Putting the DX4 in a 5V socket destroys the chip! See the earlier section on processor
sockets for more information.

486DX Processors

The original Intel 486DX processor was introduced on April 10, 1989, and systems using this chip first
appeared during 1990. The first chips had a maximum speed rating of 25MHz; later versions of the
486DX were available in 33MHz- and 50MHz-rated versions. The 486DX originally was available only
in a 5V, 168-pin PGA version, but later became available in 5V, 196-pin plastic quad flat pack (PQFP)
and 3.3V, 208-pin small quad flat pack (SQFP). These latter form factors were available in SL enhanced
versions, which were intended primarily for portable or laptop applications in which saving power is
important.

Two main features separate the 486 processor from its predecessors:

B The 486DX integrates functions such as the math coprocessor, cache controller, and cache
memory into the chip.

B The 486 also was designed with easy installation and upgradeability in mind; double-speed
OverDrive upgrades were available for most systems.

The 486DX processor is fabricated with low-power CMOS technology. The chip has a 32-bit internal
register size, a 32-bit external data bus, and a 32-bit address bus. These dimensions are equal to those
of the 386DX processor. The internal register size is where the “32-bit” designation used in advertise-
ments comes from. The 486DX chip contains 1.2 million transistors on a piece of silicon no larger
than your thumbnail. This figure is more than four times the number of components on 386 proces-
sors and should give you a good indication of the 486 chip’s relative power. The die for the 486 is
shown in Figure 3.39.

The standard 486DX contains a processing unit, floating-point unit (math coprocessor), memory-
management unit, and cache controller with 8KB of internal-cache RAM. Due to the internal cache
and a more efficient internal processing unit, the 486 family of processors can execute individual
instructions in an average of only 2 processor cycles. Compare this figure with the 286 and 386 fami-
lies, both of which execute an average 4.5 cycles per instruction. Compare it also with the original
8086 and 8088 processors, which execute an average 12 cycles per instruction. At a given clock rate
(MHz), therefore, a 486 processor is roughly twice as efficient as a 386 processor; a 16MHz 486SX is
roughly equal to a 33MHz 386DX system; and a 20MHz 486SX is equal to a 40MHz 386DX system.
Any of the faster 486s are way beyond the 386 in performance.

The 486 is fully instruction-set-compatible with previous Intel processors, such as the 386, but offers
several additional instructions (most of which have to do with controlling the internal cache).
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Figure 3.39 486 processor die. Photograph used by permission of Intel Corporation.

Similar to the 386DX, the 486 can address 4GB of physical memory and manage as much as 64TB of
virtual memory. The 486 fully supports the three operating modes introduced in the 386: real mode,
protected mode, and virtual real mode:

B Real mode. In this mode, the 486 (similar to the 386) runs unmodified 8086-type software.

B Protected mode. In this mode, the 486 (similar to the 386) offers sophisticated memory paging
and program switching.

B Virtual real mode. In this mode, the 486 (similar to the 386) can run multiple copies of DOS or
other operating systems while simulating an 8086’s real-mode operation. Under an operating
system such as Windows or OS/2, therefore, both 16-bit and 32-bit programs can run simultane-
ously on this processor with hardware memory protection. If one program crashes, the rest of
the system is protected, and you can reboot the blown portion through various means, depend-
ing on the operating software.

The 486DX series has a built-in math coprocessor that sometimes is called an MCP (math coprocessor)
or FPU. This series is unlike previous Intel CPU chips, which required you to add a math coprocessor
if you needed faster calculations for complex mathematics. The FPU in the 486DX series is 100%
software-compatible with the external 387 math coprocessor used with the 386, but it delivers more
than twice the performance. It runs in synchronization with the main processor and executes most
instructions in half as many cycles as the 386.

486SL

The 486SL was a short-lived, standalone chip. The SL enhancements and features became available in
virtually all the 486 processors (SX, DX, and DX2) in what are called SL enhanced versions. SL
enhancement refers to a special design that incorporates special power-saving features.

The SL enhanced chips originally were designed to be installed in laptop or notebook systems that
run on batteries, but they found their way into desktop systems, as well. The SL enhanced chips fea-
tured special power-management techniques, such as sleep mode and clock throttling, to reduce
power consumption when necessary. These chips were available in 3.3V versions, as well.
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Intel designed a power-management architecture called system management mode (SMM). This
mode of operation is totally isolated and independent from other CPU hardware and software.
SMM provides hardware resources such as timers, registers, and other I/O logic that can control
and power down mobile-computer components without interfering with any of the other system
resources. SMM executes in a dedicated memory space called system management memory,
which is not visible and does not interfere with operating system and application software. SMM
has an interrupt called system management interrupt (SMI), which services power-management
events and is independent from—and a higher priority than—any of the other interrupts.

SMM provides power management with flexibility and security that were not available previously.
For example, an SMI occurs when an application program tries to access a peripheral device that is
powered down for battery savings, which powers up the peripheral device and re-executes the I/O
instruction automatically.

Intel also designed a feature called Suspend/Resume in the SL processor. The system manufacturer
can use this feature to provide the portable computer user with instant on-and-off capability. An SL
system typically can resume (instant on) in 1 second from the suspend state (instant off) to exactly
where it left off. You do not need to reboot, load the operating system, or load the applications and
their data. Instead, simply push the Suspend/Resume button and the system is ready to go.

The SL CPU was designed to consume almost no power in the suspend state. This feature means that
the system can stay in the suspend state possibly for weeks and yet start up instantly right where it
left off. An SL system can keep working data in normal RAM memory safe for a long time while it is
in the suspend state, but saving to a disk still is prudent.

486SX

The 486SX, introduced in April 1991, was designed to be sold as a lower-cost version of the 486. The
486SX is virtually identical to the full DX processor, but the chip does not incorporate the FPU or
math coprocessor portion.

As you read earlier in this chapter, the 386SX was a scaled-down (some people would say crippled)
16-bit version of the full-blown 32-bit 386DX. The 386SX even had a completely different pinout
and was not interchangeable with the more powerful DX version. The 486SX, however, is a differ-
ent story. The 486SX is, in fact, a full-blown 32-bit 486 processor that is basically pin compatible
with the DX. A few pin functions are different or rearranged, but each pin fits into the same
socket.

The 486SX chip is more a marketing quirk than new technology. Early versions of the 486SX chip
actually were DX chips that showed defects in the math-coprocessor section. Instead of being
scrapped, the chips were packaged with the FPU section disabled and sold as SX chips. This arrange-
ment lasted for only a short time; thereafter, SX chips got their own mask, which is different from
the DX mask. (A mask is the photographic blueprint of the processor and is used to etch the intricate
signal pathways into a silicon chip.) The transistor count dropped to 1.185 million (from 1.2 mil-
lion) to reflect this new mask.

The 486SX was available in 16MHz-, 20MHz-, 25MHz-, and 33MHz-rated speeds, and a 486 SX/2 was
also available that ran at up to 5S0MHz or 66MHz. The 486SX typically comes in a 168-pin version,
although other surface-mount versions are available in SL-enhanced models.

Despite what Intel’s marketing and sales information implies, no technical provision exists for
adding a separate math coprocessor to a 486SX system; neither was a separate math coprocessor
chip ever available to plug in. Instead, Intel wanted you to add a new 486 processor with a built-in
math unit and disable the SX CPU that already was on the motherboard. If this situation sounds
confusing, read on because this topic brings you to the most important aspect of 486 design:
upgradeability.
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The 487SX math coprocessor, as Intel calls it, really is a complete 25MHz 486DX CPU with an extra
pin added and some other pins rearranged. When the 487SX is installed in the extra socket provided
in a 486SX CPU-based system, the 487SX turns off the existing 486SX via a new signal on one of the
pins. The extra key pin actually carries no signal itself and exists only to prevent improper orientation
when the chip is installed in a socket.

The 487SX takes over all CPU functions from the 4865X and also provides math coprocessor function-
ality in the system. At first glance, this setup seems rather strange and wasteful, so perhaps further
explanation is in order. Fortunately, the 487SX turned out to be a stopgap measure while Intel pre-
pared its real surprise: the OverDrive processor. The DX2/OverDrive speed-doubling chips, which are
designed for the 487SX 169-pin socket, have the same pinout as the 487SX. These upgrade chips are
installed in exactly the same way as the 487SX; therefore, any system that supports the 4875X also
supports the DX2/OverDrive chips.

Although in most cases you can upgrade a system by removing the 486SX CPU and replacing it with
a 487SX (or even a DX or DX2/OverDrive), Intel originally discouraged this procedure. Instead, Intel
recommended that PC manufacturers include a dedicated upgrade (OverDrive) socket in their systems
because several risks were involved in removing the original CPU from a standard socket. (The follow-
ing section elaborates on those risks.) Now Intel recommends—or even insists on—the use of a single
processor socket of a ZIF design, which makes upgrading an easy task physically.

See "Zero Insertion Force,” p. 86.

DX2/OverDrive and DX4 Processors

On March 3, 1992, Intel introduced the DX2 speed-doubling processors. On May 26, 1992, Intel
announced that the DX2 processors also would be available in a retail version called OverDrive.
Originally, the OverDrive versions of the DX2 were available only in 169-pin versions, which meant
that they could be used only with 486SX systems that had sockets configured to support the
rearranged pin configuration.

On September 14, 1992, Intel introduced 168-pin OverDrive versions for upgrading 486DX systems.
These processors could be added to existing 486 (SX or DX) systems as an upgrade, even if those sys-
tems did not support the 169-pin configuration. When you use this processor as an upgrade, you
install the new chip in your system, which subsequently runs twice as fast.

The DX2/OverDrive processors run internally at twice the clock rate of the host system. If the mother-
board clock is 25MHz, for example, the DX2/OverDrive chip runs internally at 50MHz; likewise, if the
motherboard is a 33MHz design, the DX2/OverDrive runs at 66MHz. The DX2/OverDrive speed dou-
bling has no effect on the rest of the system; all components on the motherboard run the same as
they do with a standard 486 processor. Therefore, you do not have to change other components (such
as memory) to accommodate the double-speed chip. The DX2/OverDrive chips have been available in
several speeds. Three speed-rated versions have been offered:

B 40MHz DX2/OverDrive for 16MHz or 20MHz systems

B SOMHz DX2/OverDrive for 25MHz systems

B 66MHz DX2/OverDrive for 33MHz systems
Notice that these ratings indicate the maximum speed at which the chip is capable of running.
You could use a 66MHz-rated chip in place of the SOMHz- or 40MHz-rated parts with no problem,

although the chip will run only at the slower speeds. The actual speed of the chip is double the
motherboard clock frequency. When the 40MHz DX2/OverDrive chip is installed in a 16MHz
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486SX system, for example, the chip functions only at 32MHz—exactly double the motherboard
speed. Intel originally stated that no 100MHz DX2/OverDrive chip would be available for SOMHz
systems—which technically has not been true because the DX4 could be set to run in a clock-
doubled mode and used in a 50MHz motherboard (see the discussion of the DX4 processor in this
section).

The only part of the DX2 chip that doesn’t run at double speed is the bus interface unit, a region of
the chip that handles I/O between the CPU and the outside world. By translating between the differ-
ing internal and external clock speeds, the bus interface unit makes speed doubling transparent to the
rest of the system. The DX2 appears to the rest of the system to be a regular 486DX chip, but one that
seems to execute instructions twice as fast.

DX2/OverDrive chips are based on the 0.8-micron circuit technology that was first used in the S0MHz
486DX. The DX2 contains 1.1 million transistors in a three-layer form. The internal 8KB cache, inte-
ger, and floating-point units all run at double speed. External communication with the PC runs at
normal speed to maintain compatibility.

Besides upgrading existing systems, one of the best parts of the DX2 concept was the fact that system
designers could introduce very fast systems by using cheaper motherboard designs, rather than the
more costly designs that would support a straight high-speed clock. Therefore, a SOMHz 486DX2 sys-
tem was much less expensive than a straight S0MHz 486DX system. The system board in a 486DX-50
system operates at a true S0MHz. The 486DX2 CPU in a 486DX2-50 system operates internally at
50MHz, but the motherboard operates at only 25MHz.

You might be thinking that a true SOMHz DX processor-based system still would be faster than a
speed-doubled 25MHz system, and this generally is true. But, the differences in speed actually are very
slight—a real testament to the integration of the 486 processor and especially to the cache design.

When the processor has to go to system memory for data or instructions, for example, it must do so
at the slower motherboard operating frequency (such as 25MHz). Because the 8KB internal cache of
the 486DX2 has a hit rate of 90%-95%, however, the CPU must access system memory only 5%-10%
of the time for memory reads. Therefore, the performance of the DX2 system can come very close to
that of a true 50MHz DX system and cost much less. Even though the motherboard runs at only
33.33MHz, a system with a DX2 66MHz processor ends up being faster than a true S0MHz DX system,
especially if the DX2 system has a good L2 cache.

Many 486 motherboard designs also include a secondary cache that is external to the cache integrated
into the 486 chip. This external cache allows for much faster access when the 486 chip calls for exter-
nal-memory access. The size of this external cache can vary anywhere from 16KB to 512KB or more.
When you add a DX2 processor, an external cache is even more important for achieving the greatest
performance gain. This cache greatly reduces the wait states the processor must add when writing to
system memory or when a read causes an internal cache miss. For this reason, some systems perform
better with the DX2/OverDrive processors than others, usually depending on the size and efficiency
of the external-memory cache system on the motherboard. Systems that have no external cache still
enjoy a near-doubling of CPU performance, but operations that involve a great deal of memory access
are slower.

This brings us to the DX4 processor. Although the standard DX4 technically was not sold as a retail
part, it could be purchased from several vendors, along with the 3.3V voltage adapter needed to
install the chip in a 5V socket. These adapters have jumpers that enable you to select the DX4 clock
multiplier and set it to 2x, 2.5x, or 3x mode. In a SOMHz DX system, you could install a DX4/voltage-
regulator combination set in 2x mode for a motherboard speed of S0OMHz and a processor speed of
100MHz! Although you might not be able to take advantage of certain VL-Bus adapter cards, you will
have one of the fastest 486-class PCs available.
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Intel also sold a special DX4 OverDrive processor that included a built-in voltage regulator and
heatsink that are specifically designed for the retail market. The DX4 OverDrive chip is essentially the
same as the standard 3.3V DX4 with the main exception that it runs on 5V because it includes an on-
chip regulator. Also, the DX4 OverDrive chip runs only in the tripled speed mode, and not the 2x or
2.5x modes of the standard DX4 processor.

Note

Intel has discontinued all 486 and DX2/DX4/OverDrive processors, including the so-called Pentium OverDrive
processor.

Pentium OverDrive for 4865X2 and DX2 Systems

The Pentium OverDrive Processor became available in 1995. An OverDrive chip for 486DX4 systems
had been planned, but poor marketplace performance of the SX2/DX2 chip resulted in it never see-
ing the light of day. One thing to keep in mind about the 486 Pentium OverDrive chip is that
although it is intended primarily for SX2 and DX2 systems, it should work in any upgradeable
486SX or DX system that has a Socket 2 or Socket 3. If in doubt, check Intel’s online upgrade guide
for compatibility.

The Pentium OverDrive processor is designed for systems that have a processor socket that follows the
Intel Socket 2 specification. This processor also works in systems that have a Socket 3 design,
although you should ensure that the voltage is set for 5V rather than 3.3V. The Pentium OverDrive
chip includes a 32KB internal L1 cache and the same superscalar (multiple instruction path) architec-
ture of the real Pentium chip. Besides a 32-bit Pentium core, these processors feature increased clock-
speed operation due to internal clock multiplication and incorporate an internal write-back cache
(standard with the Pentium). If the motherboard supports the write-back cache function, increased
performance is realized. Unfortunately, most motherboards, especially older ones with the Socket 2
design, support only write-through cache.

Most tests of these OverDrive chips show them to be only slightly ahead of the DX4-100 and behind
the DX4-120 and true Pentium 60, 66, or 75. Based on the relative affordability of low-end “real”
Pentiums (in their day), it was hard not to justify making the step up to a Pentium system.

AMD 486 (5x86)

AMD made a line of 486-compatible chips that installed into standard 486 motherboards. In fact,
AMD made the fastest 486 processor available, which it called the Am5x86(TM)-P75. The name was a
little misleading because the 5x86 part made some people think that this was a fifth-generation
Pentium-type processor. In reality, it was a fast clock-multiplied (4x clock) 486 that ran at four times
the speed of the 33MHz 486 motherboard you plugged it into.

The 5x85 offered high-performance features such as a unified 16KB write-back cache and 133MHz
core clock speed; it was approximately comparable to a Pentium 75, which is why it was denoted with
a P-75 in the part number. It was the ideal choice for cost-effective 486 upgrades, where changing the
motherboard is difficult or impossible.

Not all 486 motherboards support the 5x86. The best way to verify that your motherboard supports
the chip is by checking with the documentation that came with the board. Look for keywords such as
“Am5X86,” “AMD-XS5,” “clock-quadrupled,” “133MHz,” or other similar wording. Another good way
to determine whether your motherboard supports the AMD 5x86 is to look for it in the listed models
on AMD'’s Web site.
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There are a few things to note when installing a 5x86 processor into a 486 motherboard:

B The operating voltage for the 5x86 is 3.45V +/- 0.15V. Not all motherboards have this setting, but
most that incorporate a Socket 3 design should. If your 486 motherboard is a Socket 1 or 2
design, you cannot use the 5x86 processor directly. The 3.45 volt processor does not operate in
a 5V socket and can be damaged. To convert a 5V motherboard to 3.45V, processors with
adapters could be purchased from several vendors, such as Kingston, PowerLeap, and Evergreen.
These companies and others sold the 5x86 complete with a voltage regulator adapter attached
in an easy-to-install package. These versions are ideal for older 486 motherboards that don’t
have a Socket 3 design and might still be available in the surplus or closeout market. If not, you
can create your own upgrade kit with a processor, voltage adapter, and heatsink/fan.

W [t is generally better to purchase a new motherboard, processor, and RAM than to buy one of these
adapters. Buying a new motherboard is also better than using an adapter because the older BIOS
might not understand the requirements of the processor as far as speed is concerned. BIOS
updates often are required with older boards.

B Most Socket 3 motherboards have jumpers, enabling you to set the voltage manually. Some boards
don’t have jumpers, but have voltage autodetect instead. These systems check the VOLDET pin
(pin S4) on the microprocessor when the system is powered on.

B The VOLDET pin is tied to ground (Vss) internally to the microprocessor. If you cannot find any
jumpers for setting voltage, you can check the motherboard as follows: Switch the PC off,
remove the microprocessor, connect pin S4 to a Vss pin on the ZIF socket, power on, and check
any Vcc pin with a voltmeter. This should read 3.45 (£ 0.15) volts. See the previous section on
CPU sockets for the pinout.

W The 5x86 requires a 33MHz motherboard speed, so be sure the board is set to that frequency. The 5x86
operates at an internal speed of 133MHz. Therefore, the jumpers must be set for “clock-quadrupled”
or “4x clock” mode. By setting the jumpers correctly on the motherboard, the CLKMUL pin
(pin R17) on the processor will be connected to ground (Vss). If there is no 4x clock setting, the
standard DX2 2x clock setting should work.

B Some motherboards have jumpers that configure the internal cache in either write-back (WB) or write-
through (WT) mode. They do this by pulling the WB/WT pin (pin B13) on the microprocessor to
logic High (Vcc) for WB or to ground (Vss) for WT. For best performance, configure your system
in WB mode; however, reset the cache to WT mode if problems running applications occur or
the floppy drive doesn’t work right (DMA conflicts).

B The 5x86 runs hot, so a heatsink is required. It normally must have a fan, and most upgrade kits
included a fan.

In addition to the 5x86, the AMD-enhanced 486 product line included 80MHz; 100MHz; and
120MHz CPUs. These are the A80486DX2-80SV8B (40MHzx2), A80486DX4-100SV8B (33MHzx3), and
A80486DX4-120SV8B (40MHzx3).

Cyrix/Tl 486
The Cyrix 486DX2/DX4 processors were available in 100MHz, 80MHz, 75MHz, 66MHz, and 50MHz

versions. Similar to the AMD 486 chips, the Cyrix versions are fully compatible with Intel’s 486
processors and work in most 486 motherboards.

The Cx486DX2/DX4 incorporates an 8KB write-back cache, an integrated floating-point unit,
advanced power management, and SMM, and was available in 3.3V versions.

Note

Tl originally made all the Cyrix-designed 486 processors, and under the agreement it also sold them under the Tl name.

They are essentially the same as the Cyrix chips.
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P5 (586) Fifth-Generation Processors

After the fourth-generation chips such as the 486, Intel and other chip manufacturers went back to
the drawing board to come up with new architectures and features that they would later incorporate
into what they called fifth-generation chips. This section defines the fifth-generation processors from
Intel, AMD, and others.

Pentium Processors

On October 19, 1992, Intel announced that the fifth generation of its compatible microprocessor line
(codenamed P5) would be named the Pentium processor rather than the 586, as everybody had
assumed. Calling the new chip the 586 would have been natural, but Intel discovered that it could
not trademark a number designation, and the company wanted to prevent other manufacturers from
using the same name for any clone chips they might develop. The actual Pentium chip shipped on
March 22, 1993. Systems that used these chips were only a few months behind.

The Pentium is fully compatible with previous Intel processors, but it differs from them in many ways.
At least one of these differences is revolutionary: The Pentium features twin data pipelines, which enable
it to execute two instructions at the same time. The 486 and all preceding chips can perform only a sin-
gle instruction at a time. Intel calls the capability to execute two instructions at the same time super-
scalar technology. This technology provides additional performance compared with the 486.

With superscalar technology, the Pentium can execute many instructions at a rate of two instructions
per cycle. Superscalar architecture usually is associated with high-output RISC chips. The Pentium is
one of the first CISC chips to be considered superscalar. The Pentium is almost like having two 486
chips under the hood. Table 3.19 shows the Pentium processor specifications.

Table 3.19 Pentium Processor Specifications

Introduced March 22, 1993 (first generation); March 7, 1994 (second generation)
Maximum rated speeds 60, 66, 75, 90, 100, 120, 133, 150, 166, 200MHz (second generation)
CPU clock multiplier 1x (first generation), 1.5x-3x (second generation)

Register size 32-bit

External data bus 64-bit

Memory address bus 32-bit

Maximum memory 4GB

Integral-cache size 8KB code, 8KB data

Integral-cache type Two-way set associative, write-back data

Burst-mode transfers Yes

Number of transistors 3.1 million

Circuit size 0.8 micron (60/66MHz), 0.6 micron (75MHz-100MHz), 0.35 micron (120MHz and up)
External package 273-pin PGA, 296-pin SPGA, tape carrier

Math coprocessor Built-in FPU

Power management SMM, enhanced in second generation

Operating voltage 5V (first generation); 3.465V, 3.3V, 3.1V, 2.9V (second generation)

PGA = Pin grid array
SPGA = Staggered pin grid array

The two instruction pipelines within the chip are called the u- and v-pipes. The u-pipe, which is the pri-
mary pipe, can execute all integer and floating-point instructions. The v-pipe is a secondary pipe that
can execute only simple integer instructions and certain floating-point instructions. The process of
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operating on two instructions simultaneously in the different pipes is called pairing. Not all sequen-
tially executing instructions can be paired, and when pairing is not possible, only the u-pipe is used. To
optimize the Pentium’s efficiency, you can recompile software to enable more instructions to be paired.

The Pentium processor has a branch target buffer (BTB), which employs a technique called branch predic-
tion. It minimizes stalls in one or more of the pipes caused by delays in fetching instructions that branch
to nonlinear memory locations. The BTB attempts to predict whether a program branch will be taken and
then fetches the appropriate instructions. The use of branch prediction enables the Pentium to keep both
pipelines operating at full speed. Figure 3.40 shows the internal architecture of the Pentium processor.

DP t
Control K
logie ?;?g:r Prefetch res] Code cache
buffer |Address 8KBytes
256
64-Dit e Instr}Jction Prefetch buffers Control
pointer ROM
data Instruction decode [ 1

4&» Branch verif.
& target addr. 1
32-bit

address | Control unit
bus Bus Page
~———— unit 9
unit
=] Address Address = Floating-
generate generate point
Control (U pipeline) | (V pipeline) unit
- ]
1 Integer Register File | <] Register file
64-bit 4 ALU ALU I- .
data (U pipeline) (V pipeline) I
bus 32 | Divide 80
30-it| | [<t—] [Barrel shifter H—1
addr. & Multiply
bus
32 ¥ ]
Dat:
PN 32 Data cache gg
APIC 8KBytes
Control 32 |TLB| v ]
~—

— I

Figure 3.40 Pentium processor internal architecture.

The Pentium has a 32-bit address bus width, giving it the same 4GB memory-addressing capabilities as
the 386DX and 486 processors. But the Pentium expands the data bus to 64 bits, which means it can
move twice as much data into or out of the CPU, compared with a 486 of the same clock speed. The 64-
bit data bus requires that system memory be accessed 64 bits wide, so each bank of memory is 64 bits.

On most motherboards, memory is installed via SIMMs or DIMMs. SIMMs are available in 8-bit-wide
and 32-bit-wide versions, whereas DIMMs are 64 bits wide. In addition, versions are available with addi-
tional bits for parity or error correcting code (ECC) data. Most Pentium systems use the 32-bit-wide
SIMMs—two of these SIMMs per bank of memory. Most Pentium motherboards have at least four of
these 32-bit SIMM sockets, providing for a total of two banks of memory. Later Pentium systems and
most Pentium II systems still in use today use DIMMs, which are 64 bits wide—just like the processor’s
external data bus, so only one DIMM is used per bank. This makes installing or upgrading memory
much easier because DIMMs can go in one at a time and don't have to be matched up in pairs.

See "SIMMs, DIMMs, and RIMMs,” p. 441, and "Memory Banks,” p. 460.

Even though the Pentium has a 64-bit data bus that transfers information 64 bits at a time into and
out of the processor, the Pentium has only 32-bit internal registers. As instructions are being
processed internally, they are broken down into 32-bit instructions and data elements and processed
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in much the same way as in the 486. Some people thought that Intel was misleading them by calling
the Pentium a 64-bit processor, but 64-bit transfers do indeed take place. Internally, however, the
Pentium has 32-bit registers that are fully compatible with the 486.

The Pentium has two separate internal 8KB caches, compared with a single 8KB or 16KB cache in
the 486. The cache-controller circuitry and the cache memory are embedded in the CPU chip. The
cache mirrors the information in normal RAM by keeping a copy of the data and code from differ-
ent memory locations. The Pentium cache also can hold information to be written to memory
when the load on the CPU and other system components is less. (The 486 makes all memory writes
immediately.)

The separate code and data caches are organized in a two-way set associative fashion, with each set
split into lines of 32 bytes each. Each cache has a dedicated translation lookaside buffer (TLB) that
translates linear addresses to physical addresses. You can configure the data cache as write-back or
write-through on a line-by-line basis. When you use the write-back capability, the cache can store
write operations and reads, further improving performance over read-only write-through mode. Using
write-back mode results in less activity between the CPU and system memory—an important
improvement because CPU access to system memory is a bottleneck on fast systems. The code cache
is an inherently write-protected cache because it contains only execution instructions and not data,
which is updated. Because burst cycles are used, the cache data can be read or written very quickly.

Systems based on the Pentium can benefit greatly from secondary processor caches (L2), which usu-
ally consist of up to 512KB or more of extremely fast (15ns or less) SRAM chips. When the CPU
fetches data that is not already available in its internal processor (L1) cache, wait states slow the CPU.
If the data already is in the secondary processor cache, however, the CPU can go ahead with its work
without pausing for wait states.

The Pentium uses a Bipolar Complementary Metal-Oxide Semiconductor (BiCMOS) process and super-
scalar architecture to achieve the high level of performance expected from the chip. BICMOS adds
about 10% to the complexity of the chip design, but adds about 30%-35% better performance with-
out a size or power penalty.

All Pentium processors are SL enhanced—they incorporate the SMM to provide full control of power-
management features, which helps reduce power consumption. The second-generation Pentium
processors (7SMHz and faster) incorporate a more advanced form of SMM that includes processor
clock control. This enables you to throttle the processor up or down to control power use. You can
even stop the clock with these more advanced Pentium processors, putting the processor in a state of
suspension that requires very little power. The second-generation Pentium processors run on 3.3V
power (instead of 5V), reducing power requirements and heat generation even further.

Many Pentium motherboards supply either 3.465V or 3.3V. The 3.465V setting is called VRE (voltage
reduced extended) by Intel and is required by some versions of the Pentium, particularly some of the
100MHz versions. The standard 3.3V setting is called STD (standard), which most of the second-
generation Pentiums use. STD voltage means anything in a range from 3.135V to 3.465V with 3.3V
nominal. Additionally, a special 3.3V setting called VR (voltage reduced) reduces the range from
3.300V to 3.465V with 3.38V nominal. Some of the processors require this narrower specification,
which most motherboards provide. Here is a summary:

Voltage

Specification Nominal Tolerance Minimum Maximum
STD (standard) 3.30V +0.165 3.135v 3.465V

VR (voltage reduced) 3.38V +0.083 3.300V 3.465V

VRE (VR extended) 3.50v +0.100 3.400V 3.600V
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For even lower power consumption, Intel introduced special Pentium processors with voltage reduc-
tion technology in the 75 to 266MHz family; the processors were intended for mobile computer appli-
cations. They did not use a conventional chip package and were instead mounted using a new format
called tape carrier packaging (TCP). The tape carrier packaging does not encase the chip in ceramic or
plastic as with a conventional chip package, but instead covers the actual processor die directly with a
thin, protective plastic coating. The entire processor is less than 1mm thick, or about half the thick-
ness of a dime, and weighs less than 1 gram. They were sold to system manufacturers in a roll that
looks very much like a filmstrip.

The TCP processor is directly affixed (soldered) to the motherboard by a special machine, resulting in
a smaller package, lower height, better thermal transfer, and lower power consumption. Special solder
plugs on the circuit board located directly under the processor draw heat away and provide better
cooling in the tight confines of a typical notebook or laptop system—no cooling fans are required. For
more information on mobile processors and systems, see the chapter “Portable PCs” included on the
DVD with this book.

The Pentium, like the 486, contains an internal math coprocessor or FPU. The FPU in the Pentium
was rewritten to perform significantly better than the FPU in the 486 yet still be fully compatible with
the 486 and 387 math coprocessors. The Pentium FPU is estimated to be two to as much as ten times
faster than the FPU in the 486. In addition, the two standard instruction pipelines in the Pentium
provide two units to handle standard integer math. (The math coprocessor handles only more com-
plex calculations.) Other processors, such as the 486, have only a single-standard execution pipe and
one integer math unit. Interestingly, the Pentium FPU contains a flaw that received widespread pub-
licity. See the discussion in the section “Pentium Defects,” later in this chapter.

First-Generation Pentium Processor

The Pentium has been offered in three basic designs, each with several versions. The first-generation
design, which is no longer available, came in 60MHz and 66MHz processor speeds. This design used a
273-pin PGA form factor and ran on 5V power. In this design, the processor ran at the same speed as
the motherboard—in other words, a 1x clock was used.

The first-generation Pentium was created through an 0.8-micron BiCMOS process. Unfortunately, this
process, combined with the 3.1 million transistor count, resulted in a die that was overly large and
complicated to manufacture. As a result, reduced yields kept the chip in short supply; Intel could not
make them fast enough. The 0.8-micron process was criticized by other manufacturers, including
Motorola and IBM, which had been using 0.6-micron technology for their most advanced chips. The
huge die and 5V operating voltage caused the 66MHz versions to consume up to an incredible 3.2
amps or 16 watts of power, resulting in a tremendous amount of heat and problems in some systems
that did not employ conservative design techniques. Fortunately, adding a fan to the processor solved
most cooling problems, as long as the fan kept running.

Much of the criticism leveled at Intel for the first-generation Pentium was justified. Some people real-
ized that the first-generation design was just that; they knew that new Pentium versions, made in a
more advanced manufacturing process, were coming. Many of those people advised against purchas-
ing any Pentium system until the second-generation version became available.

Tip

A cardinal rule of computing is never buy the first generation of any processor. Although you can wait forever because
something better always will be on the horizon, a litlle waiting is worthwhile in many cases.

Those who purchased first-generation Pentiums still had a way out, however. As with previous 486
systems, Intel released OverDrive upgrade chips that effectively doubled the processor speed of the
Pentium 60 or 66. These are a single-chip upgrade, meaning they replace the existing CPU. Because
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subsequent Pentiums are incompatible with the Pentium 60/66 Socket 4 arrangement, these
OverDrive chips and comparable upgrades available from some third-party sources were the only way
to upgrade an existing first-generation Pentium without replacing the motherboard.

Generally, it was better to consider a complete motherboard replacement, which would accept a
newer design processor that would potentially be many times faster, than to upgrade using just an
OverDrive processor, that might only be twice as fast.

Second-Generation Pentium Processor

Intel announced the second-generation Pentium on March 7, 1994. This new processor was intro-
duced in 90MHz and 100MHz versions, with a 75SMHz version not far behind. Eventually, 120MHz,
133MHz, 150MHz, 166MHz, and 200MHz versions were also introduced. The second-generation
Pentium uses 0.6-micron (75/90/100MHz) BiCMOS technology to shrink the die and reduce power
consumption. The newer, faster 1220MHz (and higher) second-generation versions incorporate an even
smaller die built on a 0.35-micron BiCMOS process. These smaller dies are not changed from the 0.6-
micron versions; they are basically a photographic reduction of the P54C die. The die for the Pentium
is shown in Figure 3.41. Additionally, these new processors run on 3.3V power. The 100MHz version
consumes a maximum of 3.25 amps of 3.3V power, which equals only 10.725 watts. Further up the
scale, the 150MHz chip uses 3.5 amps of 3.3V power (11.6 watts); the 166MHz unit draws 4.4 amps
(14.5 watts); and the 200MHz processor uses 4.7 amps (15.5 watts).

Figure 3.41 Pentium processor die. Photograph used by permission of Intel Corporation.

The second-generation Pentium processors come in a 296-pin SPGA form factor that is physically
incompatible with the first-generation versions. The only way to upgrade from the first generation to
the second is to replace the motherboard. The second-generation Pentium processors also have 3.3
million transistors—more than the earlier chips. The extra transistors exist because additional clock-
control SL enhancements were added, along with an on-chip advanced programmable interrupt con-
troller (APIC) and dual-processor interface.

The APIC and dual-processor interfaces are responsible for orchestrating dual-processor configurations
in which two second-generation Pentium chips can process on the same motherboard simultaneously.
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Many of the Pentium motherboards designed for file servers come with dual Socket 7 specification
sockets, which fully support the multiprocessing capability of the new chips. Software support for
what usually is called symmetric multiprocessing (SMP) is being integrated into operating systems
such as Windows NT and OS/2.

The second-generation Pentium processors use clock-multiplier circuitry to run the processor at speeds
faster than the bus. The 150MHz Pentium processor, for example, can run at 2.5 times the bus fre-
quency, which normally is 60MHz. The 200MHz Pentium processor can run at a 3x clock in a system
using a 66MHz bus speed.

Virtually all Pentium motherboards had three speed settings: SOMHz, 60MHz, and 66MHz. Pentium
chips were available with a variety of internal clock multipliers that caused the processor to operate at
various multiples of these motherboard speeds. Refer to Table 3.7 for a list of the speeds of Pentium
processors and motherboards.

The core-to-bus frequency ratio or clock multiplier is controlled in a Pentium processor by two pins
on the chip labeled BF1 and BF2. Table 3.20 shows how the state of the BFx pins affects the clock
multiplication in the Pentium processor.

Table 3.20 Pentium BFx Pins and Clock Multipliers

Clock Bus Speed Core Speed
BF1 BF2 Multiplier (MHz) (MHz)
0 1 3x 66 200
0 1 3x 60 180
0 1 3x 50 150
0 0 2.5x 66 166
0 0 2.5x 60 150
0 0 2.5x 50 125
1 0 2x/ 4x 66 133/266!
1 0 2x 60 120
1 0 2x 50 100
1 1 1.5x/3.5x 66 100/233'
1 1 1.5x 60 90
1 1 1.5x 50 75

1. The 233MHz and 266MHz processors have modified the 1.5x and 2x multipliers to 3.5x and 4x, respectively.

Not all chips support all the bus frequency (BF) pins or combinations of settings. In other words,
some of the Pentium processors operate only at specific combinations of these settings or might even
be fixed at one particular setting. Many of the later Pentium motherboards included jumpers or
switches that enabled you to control the BF pins and, therefore, alter the clock-multiplier ratio within
the chip. In theory, you could run a 75MHz-rated Pentium chip at 133MHz by changing jumpers on
the motherboard. This is called overclocking and is discussed in the section “Overclocking,” earlier in
this chapter. What Intel has done to discourage overclockers in its most recent Pentiums is discussed
near the end of the “Processor Manufacturing” section of this chapter.

Intel also offered a single-chip OverDrive upgrade for second-generation Pentiums. These OverDrive
chips are fixed at a 3x multiplier; they replace the existing Socket 5 or 7 CPU, increase processor speed up
to 200MHz (with a 66MHz motherboard speed), and add MMX capability. Simply stated, a Pentium 100,
133, or 166 system equipped with the OverDrive chip has a processor speed of 200MHz. Perhaps the best
feature of these Pentium OverDrive chips is that they incorporate MMX technology. MMX provides
greatly enhanced performance while running the multimedia applications that are so popular today.
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If you have a Socket 7 motherboard, you might not need the special OverDrive versions of the
Pentium processor that have built-in voltage regulators. Instead, you can purchase a standard Pentium
or Pentium-compatible chip and replace the existing processor with it. You must be sure to set the
multiplier and voltage settings so that they are correct for the new processor.

Pentium-MMX Processors

A third generation of Pentium processors (codenamed P55C) was released in January 1997, and incor-
porates what Intel calls MMX technology into the second-generation Pentium design (see Figure
3.42). These Pentium-MMX processors are available in clock rates of 66/166MHz, 66/200MHz, and
66/233MHz and in a mobile-only version, which is 66/266MHz. The MMX processors have a lot in
common with other second-generation Pentiums, including superscalar architecture, multiprocessor
support, on-chip local APIC controller, and power-management features. New features include a
pipelined MMX unit, 16KB code, write-back cache (versus 8KB in earlier Pentiums), and 4.5 million
transistors. Pentium-MMX chips are produced on an enhanced 0.35-micron CMOS silicon process
that allows for a lower 2.8V voltage level. The newer mobile 233MHz and 266MHz processors are built
on a 0.25-micron process and run on only 1.8V. With this newer technology, the 266 processor actu-
ally uses less power than the non-MMX 133.
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Figure 3.42 Pentium MMX. The left side shows the underside of the chip with the cover plate removed
exposing the processor die. Photograph used by permission of Intel Corporation.

To use the Pentium-MMX, the motherboard must be capable of supplying the lower (2.8V or less)
voltage these processors use. To enable a more universal motherboard solution with respect to these
changing voltages, Intel has come up with the Socket 7 with VRM. The VRM is a socketed module
that plugs in next to the processor and supplies the correct voltage. Because the module is easily
replaced, reconfiguring a motherboard to support any of the voltages required by the newer Pentium
processors is easy.

Of course, lower voltage is nice, but MMX is what this chip is really all about. MMX incorporates a
process Intel calls single instruction multiple data (SIMD), which enables one instruction to perform
the same function on many pieces of data. Fifty-seven new instructions designed specifically to han-
dle video, audio, and graphics data have been added to the chip.

To add maximum upgradeability to the MMX Pentiums, a Pentium motherboard needs 321-pin
processor sockets that fully meet the Intel Socket 7 specification. These also would include the VRM
socket. If you have dual sockets, you can add a second Pentium processor to take advantage of SMP
support in operating systems that support this feature.
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Pentium Defects

Probably the most famous processor bug in history is the now legendary flaw in the Pentium FPU. It
has often been called the FDIV bug because it affects primarily the FDIV (floating-point divide) instruc-
tion, although several other instructions that use division are also affected. Intel officially refers to this
problem as Errata No. 23, titled “Slight precision loss for floating-point divides on specific operand
pairs.” The bug has been fixed in the D1 or later steppings of the 60/66MHz Pentium processors, as
well as the BS and later steppings of the 75/90/100MHz processors. The 120MHz and higher processors
are manufactured from later steppings, which do not include this problem. Tables listing all the varia-
tions of Pentium processors and steppings and how to identify them appear later in this chapter.

This bug caused a tremendous fervor when it first was reported on the Internet by a mathematician in
October 1994. Within a few days, news of the defect had spread nationwide, and even people who
did not have computers had heard about it. The Pentium incorrectly performed floating-point divi-
sion calculations with certain number combinations, with errors anywhere from the third digit on up.

By the time the bug was publicly discovered outside of Intel, the company had already incorporated
the fix into the next stepping of both the 60/66MHz and the 75/90/100MHz Pentium processor, along
with the other corrections Intel had made.

After the bug was made public and Intel admitted to already knowing about it, a fury erupted. As people
began checking their spreadsheets and other math calculations, many discovered they had also encoun-
tered this problem and did not know it. Others who had not encountered the problem had their faith in
the core of their PCs very shaken. People had come to put so much trust in the PC that they had a hard
time coming to terms with the fact that it might not even be capable of doing math correctly!

One interesting result of the fervor surrounding this defect is that people are less likely to implicitly
trust their PCs and are therefore doing more testing and evaluating of important results. The bottom
line is that if your information and calculations are important enough, you should implement some
results tests. Several math programs were found to have problems. For example, a bug was discovered
in the yield function of Excel 5.0 that some were attributing to the Pentium processor. In this case,
the problem turned out to be the software (which has been corrected in versions 5.0c and later).

Intel finally decided that in the best interest of the consumer and its public image, it would begin a life-
time replacement warranty on the affected processors. Therefore, if you ever encounter one of the
Pentium processors with the Errata 23 floating-point bug, Intel will replace the processor with an equiva-
lent one without this problem. Usually, all you have to do is call Intel and ask for the replacement. It
will ship you a new part matching the ratings of the one you are replacing in an overnight shipping
box. The replacement is free, including all shipping charges. You merely remove your old processor,
replace it with the new one, and put the old one back in the box. Then you call the overnight service,
who picks it up and sends it back. Intel will take a credit card number when you first call for the replace-
ment only to ensure that the original defective chip is returned. As long as it gets the original CPU back
within a specified amount of time, there will be no charges to you. Intel has indicated that these defec-
tive processors will be destroyed and will not be remarketed or resold in another form.

Testing for the FPU Bug

Testing a Pentium for this bug is relatively easy. All you have to do is execute one of the test division
cases cited here and see whether your answer compares to the correct result.

The division calculation can be done in a spreadsheet (such as Lotus 1-2-3, Microsoft Excel, or any
other), the Microsoft Windows built-in calculator, or any other calculating program that uses the FPU.
Make sure that for the purposes of this test the FPU has not been disabled. That typically requires
some special command or setting specific to the application and, of course, ensures that the test
comes out correct, regardless of whether the chip is flawed.
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The most severe Pentium floating-point errors occur as early as the third significant digit of the result.
Here is an example of one of the more severe instances of the problem:

962,306,957,033 / 11,010,046 = 87,402.6282027341 (correct answer)
962,306,957,033 / 11,010,046 = 87,399.5805831329 (flawed Pentium)

Note

Note that your particular calculator program might not show the answer to the number of digits shown here. Most spread-

sheet programs limit displayed results to 13 or 15 significant digits.

As you can see in the previous case, the error turns up in the third most significant digit of the result.
In an examination of more than 5,000 integer pairs in the 5- to 15-digit range found to produce
Pentium floating-point division errors, errors beginning in the sixth significant digit were the most
likely to occur.

Several workarounds are available for this bug, but they extract a performance penalty. Because Intel
has agreed to replace any Pentium processor with this flaw under a lifetime warranty replacement
program, the best workaround is a free replacement!

Power Management Bugs

Starting with the second-generation Pentium processors, Intel added functions that enable these CPUs
to be installed in energy-efficient systems. These are usually called Energy Star systems because they
meet the specifications imposed by the EPA Energy Star program, but they are also unofficially called
green PCs by many users.

Unfortunately, there have been several bugs with respect to these functions, causing them to either
fail or be disabled. These bugs are in some of the functions in the power-management capabilities
accessed through SMM. These problems are applicable only to the second-generation 75/90/100MHz
processors because the first-generation 60/66MHz processors do not have SMM or power-management
capabilities, and all higher-speed (120MHz and up) processors have the bugs fixed.

Most of the problems are related to the STPCLK# pin and the HALT instruction. If this condition is
invoked by the chipset, the system will hang. For most systems, the only workaround for this prob-
lem is to disable the power-saving modes, such as suspend or sleep. Unfortunately, this means that
your green PC won't be so green anymore! The best way to repair the problem is to replace the
processor with a later stepping version that does not have the bug. These bugs affect the B1 stepping
version of the 75/90/100MHz Pentiums, and they were fixed in the B3 and later stepping versions.

Pentium Processor Models and Steppings

We know that like software, no processor is truly ever perfect. From time to time, the manufacturers
gather up what problems they have found and put into production a new stepping, which consists of
a new set of masks that incorporate the corrections. Each subsequent stepping is better and more
refined than the previous ones. Although no microprocessor is ever perfect, they come closer to per-
fection with each stepping. In the life of a typical microprocessor, a manufacturer might go through
half a dozen or more such steppings.

See Upgrading and Repairing PCs, Tenth Anniversary Edition, which is included on the DVD-ROM, for
tables showing the Pentium processor steppings and revisions. This information is also available
online from Intel via its Web site.

To determine the specifications of a given processor, you must look up the S-spec number in the table
of processor specifications. To find your S-spec number, you have to read it off the chip directly. It can
be found printed on both the top and bottom of the chip. If your heatsink is glued on, remove the
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chip and heatsink from the socket as a unit and read the numbers from the bottom of the chip. Then,
you can look up the S-spec number in the Specification Guide Intel publishes (via its Web site); it tells
you the specifications of that particular processor. Intel is introducing new chips all the time, so visit
its Web site and search for the Pentium processor “Quick Reference Guide” in the developer portion of
its site. There you will find a complete listing of all current processor specifications by S-spec number.

One interesting item to note is that several subtly different voltages are required by different Pentium
processors. Table 3.21 summarizes the various processors and their required voltages.

Table 3.21 Pentium Processor Voltages

Model Stepping Voltage Spec. Voltage Range
1 — Std. 4.75V-5.25V

1 = 5V1 4.90V-5.25V

1 — 5V2 4.90V-5.40V

1 = 5V3 5.15V-5.40V
2+ B1-B5 Std. 3.135V-3.465V
2+ C2+ Std. 3.135V-3.600V
2+ — VR 3.300V-3.465V
2+ B1-B5 VRE 3.45V-3.60V
2+ C2+ VRE 3.40V-3.60V
4+ = MMX 2.70V-2.90V

4 3 Mobile 2.285V-2.665V
4 3 Mobile 2.10V-2.34V

8 1 Mobile 1.850V-2.150V
8 1 Mobile 1.665V-1.935V

Many of the newer Pentium motherboards have jumpers that allow for adjustments to the different
voltage ranges. If you are having problems with a particular processor, it might not be matched cor-
rectly to your motherboard voltage output.

If you are purchasing an older, used Pentium system today, I recommend using only Model 2 (second-
generation) or later version processors that are available in 75MHz or faster speeds. You should defi-
nitely get stepping C2 or later. Virtually all the important bugs and problems were fixed in the C2 and
later releases. The newer Pentium processors have no serious bugs to worry about.

AMD-KS5

The AMD-KS is a Pentium-compatible processor developed by AMD and available as the PR75, PR90,
PR100, PR120, PR133, and PR-166. Because it is designed to be physically and functionally compatible,
any motherboard that properly supports the Intel Pentium should support the AMD-KS. However, a
BIOS upgrade might be required to properly recognize the AMD-KS. The KS has the following features:

B 16KB instruction cache, 8KB write-back data cache
Dynamic execution—branch prediction with speculative execution
Five-stage, RISC-like pipeline with six parallel functional units

High-performance floating-point unit

Pin-selectable clock multiples of 1.5x and 2x
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The KS is sold under the P-Rating system, which means that the number on the chip does not indi-
cate true clock speed, only apparent speed when running certain applications.

Note that the actual clock speeds of several of these processors are not the same as their apparent rated
speeds. For example, the PR-166 version actually runs at only 117 true MHz. Sometimes this can confuse
the system BIOS, which might report the true speed rather than the P-Rating, which compares the chip
against an Intel Pentium of that speed. AMD’s assertion is that because of architecture enhancements over
the Pentium, they do not need to run the same clock frequency to achieve that same performance. Even
with such improvements, AMD marketed the KS as a fifth-generation processor, just like the Pentium.

The AMD-KS operates at 3.52 volts (VRE setting). Some older motherboards default to 3.3 volts, which
is below specification for the K5 and could cause erratic operation. Because of the relatively low clock
speeds and compatibility issues some users experienced with the K5, AMD replaced it with the K6
family of processors.

Intel P6 (686) Sixth-Generation Processors

The P6 (686) processors represent a new generation with features not found in the previous genera-
tion units. The P6 processor family began when the Pentium Pro was released in November 1995.
Since then, Intel has released many other P6 chips, all using the same basic P6 core processor as the
Pentium Pro. Table 3.22 shows the variations in the P6 family of processors.

Table 3.22 Intel P6 Processor Variations

Pentium Pro Original Pé processor, includes 256KB, 512KB, or 1MB of full-core speed L2 cache
Pentium I P6 with 512KB of half-core speed L2 cache

Pentium Il Xeon P6 with 512KB, 1MB, or 2MB of full-core speed L2 cache

Celeron P6 with no L2 cache

Celeron-A P6 with 128KB of on-die full-core speed L2 cache

Pentium Il P6 with SSE (MMX2), 512KB of half-core speed L2 cache

Pentium IIPE P6 with 256KB of full-core speed L2 cache

Pentium IIIE P6 with SSE (MMX2) plus 256KB or 512KB of full-core speed L2 cache

Pentium Il Xeon P6 with SSE (MMX2), 512KB, 1MB, or 2MB of full-core speed L2 cache

The main new feature in the fifth-generation Pentium processors was the superscalar architecture, in
which two instruction execution units could execute instructions simultaneously in parallel. Later
fifth-generation chips also added MMX technology to the mix, as well. So then what did Intel add in
the sixth-generation to justify calling it a whole new generation of chip? Besides many minor
improvements, the real key features of all sixth-generation processors are Dynamic Execution and the
Dual Independent Bus (DIB) architecture, plus a greatly improved superscalar design.

Dynamic Execution

Dynamic execution enables the processor to execute more instructions on parallel, so tasks are com-
pleted more quickly. This technology innovation is comprised of three main elements:

W Multiple branch prediction. Predict the flow of the program through several branches

B Dataflow analysis. Schedules instructions to be executed when ready, independent of their order
in the original program

B Speculative execution. Increases the rate of execution by looking ahead of the program counter
and executing instructions that are likely to be necessary
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Dual Independent Bus

The other main P6 architecture feature is known as the Dual Independent Bus. This refers to the fact
that the processor has two data buses: one for the system (motherboard) and the other just for cache.
This enables the cache memory to run at speeds previously not possible.

Other Sixth-Generation Improvements

Finally, the P6 architecture upgrades the superscalar architecture of the P5 processors by adding more
instruction execution units and by breaking down the instructions into special micro-ops. This is
where the CISC instructions are broken down into more RISC commands. The RISC-level commands
are smaller and easier for the parallel instruction units to execute more efficiently. With this design,
Intel has brought the benefits of a RISC processor—high-speed dedicated instruction execution—to
the CISC world. Note that the P5 had only two instruction units, whereas the P6 has at least six sepa-
rate dedicated instruction units. It is said to be three-way superscalar because the multiple instruction
units can execute up to three instructions in one cycle.

Other improvements in efficiency also are included in the P6 architecture: built-in multiprocessor
support, enhanced error detection and correction circuitry, and optimization for 32-bit software.

Rather than just being a faster Pentium, the Pentium Pro, Pentium II/III, and other sixth-generation
processors have many feature and architectural improvements. The core of the chip is very RISC-like,
whereas the external instruction interface is classic Intel CISC. By breaking down the CISC instruc-
tions into several RISC instructions and running them down parallel execution pipelines, the overall
performance is increased.

Compared to a Pentium at the same clock speed, the P6 processors are faster—as long as you're run-
ning 32-bit software. The P6 Dynamic Execution is optimized for performance primarily when run-
ning 32-bit software, such as Windows NT. If you are using 16-bit software, such as Windows 95 or 98
(which still operate part time in a 16-bit environment) and most older applications, the P6 does not
provide as marked a performance improvement over similarly speed-rated Pentium and Pentium
MMX processors. That’s because the Dynamic Execution capability is not fully exploited. Because of
this, Windows NT/2000/XP often are regarded as the most desirable operating systems for use with
Pentium Pro/II/IlI/Celeron processors. Although this is not exactly true (a Pentium Pro/II/III/Celeron
runs fine under Windows 95/98), Windows NT/2000/XP does take better advantage of the P6’s capa-
bilities.

Note that it is really not so much the operating system but which applications you use. Software
developers can take steps to gain the full advantages of the sixth-generation processors. This includes
using modern compilers that can improve performance for all current Intel processors, writing 32-bit
code where possible, and making code as predictable as possible to take advantage of the processor’s
Dynamic Execution multiple branch prediction capabilities.

Pentium Pro Processors

Intel’s successor to the Pentium is called the Pentium Pro. The Pentium Pro was the first chip in the
P6 or sixth-generation processor family. It was introduced in November 1995 and became widely
available in 1996. The chip is a 387-pin unit that resides in Socket 8, so it is not pin compatible with
earlier Pentiums. The new chip is unique among processors because it is constructed in a multichip
module (MCM) physical format, which Intel calls a dual cavity PGA package. Inside the 387-pin chip
carrier are two dies. One contains the actual Pentium Pro processor (shown in Figure 3.43), and the
other contains a 256KB (the Pentium Pro with 256KB cache is shown in Figure 3.44), 512KB, or 1MB
L2 cache. The processor die contains 5.5 million transistors, the 256KB cache die contains 15.5 mil-
lion transistors, and the 512KB cache die(s) have 31 million transistors each—for a potential total of
nearly 68 million transistors in a Pentium Pro with 1MB of internal cache! A Pentium Pro with 1MB
cache has two 512KB cache die and a standard P6 processor die (see Figure 3.45).



140 Chapter 3 | Microprocessor Types and Specifications

Figure 3.44 Pentium Pro processor with 256KB L2 Figure 3.45 Pentium Pro processor with TMB L2
cache (the cache is on the left side of the processor cache (the cache is in the center and right portions of
die). Photograph used by permission of Intel Corporation. the die). Photograph used by permission of Intel Corporation.

The main processor die includes a 16KB split L1 cache with an 8KB two-way set associative cache for
primary instructions and an 8KB four-way set associative cache for data.

Another sixth-generation processor feature found in the Pentium Pro is the DIB architecture, which
addresses the memory bandwidth limitations of previous-generation processor architectures. Two
buses make up the DIB architecture: the L2 cache bus (contained entirely within the processor pack-
age) and the processor-to-main memory system bus. The speed of the dedicated L2 cache bus on the
Pentium Pro is equal to the full-core speed of the processor. This was accomplished by embedding the
cache chips directly into the Pentium Pro package. The DIB processor bus architecture addresses
processor-to-memory bus bandwidth limitations. It offers up to three times the performance band-
width of the single-bus, “Socket 7” generation processors, such as the Pentium.

Table 3.23 shows Pentium Pro processor specifications, and Table 3.24 shows the specifications for
each model within the Pentium Pro family because many variations exist from model to model.
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Table 3.23 Pentium Pro Family Processor Specifications

Introduced

Maximum rated speeds
CPU

Internal registers
External data bus
Memory address bus
Addressable memory
Virtual memory
Integral L1 cache size
Integrated L2 cache bus
Socket/Slot

Physical package
Package dimensions
Math coprocessor
Power management

Operating voltage

November 1995

150MHz, 166MHz, 180MHz, 200MHz
2.5x, 3x

32-bit

64-bit

36-bit

64GB

64TB

8KB code, 8KB data (16KB total)
64-bit, full-core speed

Socket 8

387-pin dual cavity PGA

2.46 (6.25cm)x2.66 (6.76cm)
Built-in FPU

SMM

3.1V or 3.3V

Table 3.24 Pentium Pro Processor Specifications by Processor Model

Pentium Pro Processor (200MHz) with 1MB Integrated Level 2 Cache

Introduction date
Clock speeds
Number of transistors
Cache memory

Die size

Introduction date
Clock speeds
iCOMP Index 2.0 rating

Number of transistors

Cache memory

Die size

Introduction date

Clock speeds

iCOMP Index 2.0 rating
Number of transistors
Cache memory

Die size

August 18, 1997
200MHz (66MHzx3)

5.5 million (0.35-micron process), plus 62 million in TMB L2 cache (0.35-micron)
8Kx2 (16KB) L1, TMB core-speed L2

0.552 (14.0mm)

Pentium Pro Processor (200MHz)

November 1, 1995
200MHz (66MHzx3)
220

5.5 million (0.35-micron process), plus 15.5 million in 256KB L2 cache (0.6-micron), or
31 million in 512KB L2 cache (0.35-micron)

8Kx2 (16KB) L1, 256KB or 512KB core-speed L2
0.552"" per side (14.0mm)

Pentium Pro Processor (180MHz)

November 1, 1995

180MHz (60MHzx3)

197

5.5 million (0.35-micron process), plus 15.5 million in 256KB L2 cache (0.4-micron)
8Kx2 (16KB) L1, 256KB core-speed L2

0.552" per side (14.0mm)
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Table 3.24 Continued

Pentium Pro Processor (166MHz)

Introduction date November 1, 1995

Clock speeds 166MHz (66MHzx2.5)

Number of transistors 5.5 million (0.35-micron process), plus 31 million in 512KB L2 cache (0.35-micron)
Cache memory 8Kx2 L1, 512KB core-speed L2

Die size 0.552" per side (14.0mm)

Pentium Pro Processor (150MHz)

Introduction date November 1, 1995

Clock speeds 150MHz (60MHzx2.5)

Number of transistors 5.5 million (0.6-micron process), plus 15.5 million in 256KB L2 cache (0.6-micron)
Cache memory 8Kx2 speed L2

Die size 0.691" per side (17.6mm)

As you saw in Table 3.5, performance comparisons on the iCOMP 2.0 Index rate a classic Pentium
200MHz at 142, whereas a Pentium Pro 200MHz scores an impressive 220. Just for comparison, note
that a Pentium MMX 200MHz falls right about in the middle in regards to performance at 182. Keep
in mind that using a Pentium Pro with any 16-bit software applications nullifies much of the perfor-
mance gain shown by the iCOMP 2.0 rating.

Similar to the Pentium before it, the Pentium Pro runs clock multiplied on a 66MHz motherboard.
The following table lists speeds for Pentium Pro processors and motherboards:

CPU Type/Speed CPU Clock Motherboard Speed
Pentium Pro 150 2.5x 60
Pentium Pro 166 2.5x 66
Pentium Pro 180 3x 60
Pentium Pro 200 3x 66

The integrated L2 cache is one of the really outstanding features of the Pentium Pro. By building the
L2 cache into the CPU and getting it off the motherboard, the Pentium Pro can now run the cache at
full processor speed rather than the slower 60MHz or 66MHz motherboard bus speed. In fact, the L2
cache features its own internal 64-bit back-side bus, which does not share time with the external 64-
bit front-side bus used by the CPU. The internal registers and data paths are still 32-bit, as with the
Pentium. By building the L2 cache into the system, motherboards can be cheaper because they no
longer require separate cache memory. Some boards might still try to include cache memory in their
designs, but the general consensus is that L3 cache (as it would be called) would offer less improve-
ment with the Pentium Pro than with the Pentium.

One of the features of the built-in L2 cache is that multiprocessing is greatly improved. Rather than just
SMP, as with the Pentium, the Pentium Pro supports a new type of multiprocessor configuration called
the Multiprocessor Specification (MPS 1.1). The Pentium Pro with MPS enables configurations of up to
four processors running together. Unlike other multiprocessor configurations, the Pentium Pro avoids
cache coherency problems because each chip maintains a separate L1 and L2 cache internally.

Pentium Pro-based motherboards are pretty much exclusively PCI and ISA bus-based, and Intel has
produced its own chipsets for these motherboards. Because of the greater cooling and space require-
ments, Intel designed the new ATX motherboard form factor to better support the Pentium Pro and
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other future processors, such as the Pentium II/11I/4. Even so, the Pentium Pro can be found in all
types of motherboard designs; ATX is not mandatory.

See "Motherboard Form Factors,” p. 196, and “Sixth-Generation (P6 Pentium Pro/Pentium Il Class) Chipsets,”
0. 242.

The Pentium Pro system manufacturers were tempted to stick with the Baby-AT form factor. The big
problem with the standard Baby-AT form factor is keeping the CPU properly cooled. The massive
Pentium Pro processor consumes more than 25 watts and generates an appreciable amount of heat.

Four special VID pins are on the Pentium Pro processor. These pins can be used to support automatic
selection of power supply voltage. Therefore, a Pentium Pro motherboard does not have voltage regu-
lator jumper settings like most Pentium boards, which greatly eases the setup and integration of a
Pentium Pro system. These pins are not actually signals, but are either an open circuit in the package
or a short circuit to voltage. The sequence of opens and shorts defines the voltage the processor
requires. In addition to allowing for automatic voltage settings, this feature was designed to support
voltage specification variations on future Pentium Pro processors. The VID pins are named VIDO
through VID3, and the definition of these pins is shown in Table 3.25. A 1 in this table refers to an
open pin, and a O refers to a short to ground. The voltage regulators on the motherboard should sup-
ply the requested voltage or disable itself.

Table 3.25 Pentium Pro Voltage Identification Definition

VvID Voltage VvID Voltage VID Voltage VID Voltage

[3:0] Setting [3:0] Setting [3:0] Setting [3:0] Setting

0000 35 1000 27 0100 3.1 1100 2.3

0001 3.4 1001 2.6 0101 3.0 1101 2.2

0010 3.3 1010 2.5 0110 2.9 1110 2.1

0011 3.2 1011 2.4 0111 2.8 1111 No CPU present

Most Pentium Pro processors run at 3.3V, but a few run at 3.1V. Note that the 1111 (or all opens) ID
can be used to detect the absence of a processor in a given socket.

The Pentium Pro never did become very popular on the desktop, but it did find a niche in file-server
applications primarily because of the full-core speed high-capacity internal L2 cache. For a time, Intel
offered an OverDrive upgrade processor for the Pentium Pro, but it no longer offers any OverDrive
processors. PowerLeap offers several upgrades for Pentium Pro that use 700MHz-class Celeron PPGA
processors in an adapter.

Pentium Il Processors

Intel revealed the Pentium II in May 1997. Prior to its official unveiling, the Pentium II processor was
popularly referred to by its codename, Klamath, and was surrounded by much speculation throughout
the industry. The Pentium II is essentially the same sixth-generation processor as the Pentium Pro, with
MMX technology added (which included double the L1 cache and 57 new MMX instructions); however,
there are a few twists to the design. The Pentium II processor die is shown in Figure 3.46.

From a physical standpoint, it was a big departure from previous processors. Abandoning the chip in
a socket approach used by virtually all processors up until this point, the Pentium II chip is character-
ized by its SEC cartridge design. The processor, along with several L2 cache chips, is mounted on a
small circuit board (much like an oversized-memory SIMM) as shown in Figure 3.47, and the circuit
board is then sealed in a metal and plastic cartridge. The cartridge is then plugged into the mother-
board through an edge connector called Slot 1, which looks very much like an adapter card slot.
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Figure 3.46 Pentium II Processor die. Photograph used by permission of Intel Corporation.

Figure 3.47 Pentium II processor board (normally found inside the SEC cartridge). Photograph used by per-
mission of Intel Corporation.

The two variations on these cartridges are called SECC (single edge contact cartridge) and SECC2.
Figure 3.48 shows a diagram of the SECC package; Figure 3.49 shows the SECC2 package.

As you can see from these figures, the SECC2 version is cheaper to make because it uses fewer overall
parts. It also allows for a more direct heatsink attachment to the processor for better cooling. Intel
transitioned from SECC to SECC2 in the beginning of 1999; all later PII chips, and the Slot 1 PIII
chips that followed, use the improved SECC2 design.
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Processor substrate
with L1 and L2 cache

with L1 and L2 cache

By using separate chips mounted on a circuit board, Intel could build the Pentium II much less expen-

sively than the multiple die within a package used in the Pentium Pro. Intel could also use cache

chips from other manufacturers and more easily vary the amount of cache in future processors com-

pared to the Pentium Pro design.

Intel has offered Pentium II processors with the following speeds:

CPU Type/Speed CPU Clock Motherboard Speed
Pentium Il 233MHz 3.5x 66MHz

Pentium Il 266MHz 4x 66MHz

Pentium Il 300MHz 4.5x 66MHz

Pentium Il 333MHz 5x 66MHz

Pentium Il 350MHz 3.5x 100MHz

Pentium Il 400MHz 4x 100MHz

Pentium Il 450MHz 4.5x 100MHz
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The Pentium II processor core has 7.5 million transistors and is based on Intel’s advanced P6 architec-
ture. The Pentium II started out using a 0.35-micron process technology, although the 333MHz and
faster Pentium IIs are based on 0.25-micron technology. This enables a smaller die, allowing increased
core frequencies and reduced power consumption. At 333MHz, the Pentium II processor delivers a
75%-150% performance boost, compared to the 233MHz Pentium processor with MMX technology,
and approximately 50% more performance on multimedia benchmarks. As shown earlier in Table 3.3,
the iCOMP 2.0 Index rating for the Pentium II 266MHz chip is more than twice as fast as a classic
Pentium 200MHz.

Aside from speed, the best way to think of the Pentium II is as a Pentium Pro with MMX technology
instructions and a slightly modified cache design. It has the same multiprocessor scalability as the
Pentium Pro, as well as the integrated L2 cache. The 57 new multimedia-related instructions carried
over from the MMX processors and the capability to process repetitive loop commands more effi-
ciently are included as well. Also included as a part of the MMX upgrade is double the internal L1
cache from the Pentium Pro (from 16KB total to 32KB total in the Pentium II).

Maximum power usage for the Pentium II is shown in the following table:

Core Speed Power Draw Process Voltage
450MHz 27 1w 0.25-micron 2.0V
400MHz 24.3w 0.25-micron 2.0V
350MHz 21.5w 0.25-micron 2.0V
333MHz 23.7w 0.25-micron 2.0V
300MHz 43.0w 0.35-micron 2.8V
266MHz 38.2w 0.35-micron 2.8V
233MHz 34.8w 0.35-micron 2.8V

You can see that the highest speed 450MHz version of the Pentium II actually uses less power than
the slowest original 233MHz version! This was accomplished by using the smaller 0.25-micron process
and running the processor on a lower voltage of only 2.0V. Pentium III and subsequent processors
used even smaller processes and lower voltages to continue this trend.

The Pentium II includes Dynamic Execution, which describes unique performance-enhancing devel-
opments by Intel and was first introduced in the Pentium Pro processor. Major features of Dynamic
Execution include multiple branch prediction, which speeds execution by predicting the flow of
the program through several branches; dataflow analysis, which analyzes and modifies the program
order to execute instructions when ready; and speculative execution, which looks ahead of the pro-
gram counter and executes instruction that are likely to be needed. The Pentium II processor
expands on these capabilities in sophisticated and powerful new ways to deliver even greater per-
formance gains.

Similar to the Pentium Pro, the Pentium II also includes DIB architecture. The term Dual Independent
Bus comes from the existence of two independent buses on the Pentium II processor—the L2 cache
bus and the processor-to-main-memory system bus. The Pentium II processor can use both buses
simultaneously, thus getting as much as twice as much data in and out of the Pentium II processor as
a single-bus architecture processor. The DIB architecture enables the L2 cache of the 333MHz Pentium
II processor to run 2 1/2 times as fast as the L2 cache of Pentium processors. As the frequency of
future Pentium II processors increases, so will the speed of the L2 cache. Also, the pipelined system
bus enables simultaneous parallel transactions instead of singular sequential transactions. Together,
these DIB architecture improvements offer up to three times the bandwidth performance over a
single-bus architecture as with the regular Pentium.
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Table 3.26 shows the general Pentium II processor specifications. Table 3.27 shows the specifications

that vary by model.

Table 3.26 Pentium Il General Processor Specifications

Bus Speeds

66MHz, 100MHz

CPU clock multiplier
CPU speeds

Cache memory
Internal registers
External data bus
Memory address bus
Addressable memory
Virtual memory
Physical package
Package dimensions
Math coprocessor

Power management

3.5x, 4x, 4.5x, 5x

233MHz, 266MHz, 300MHz, 333MHz, 350MHz, 400MHz, 450MHz
16Kx2 (32KB) L1, 512KB 1/2-speed L2

32-bit

64-bit system bus w/ ECC; 64-bit cache bus w/ optional ECC
36-bit

64GB

64TB

Single edge contact cartridge (S.E), 242 pins

5.505" (12.82cm) x 2.473"" (6.28cm) x 0.647"" (1.64cm)
Built-in FPU

SMM

Table 3.27 Pentium Il Specifications by Model

Introduction date

Clock speeds

iCOMP Index 2.0 rating

Number of transistors
Cacheable RAM
Operating voltage
Slot

Die size

Pentium Il MMX Processor (350MHz, 400MHz, and 450MHz)

April 15, 1998

350MHz (100MHzx3.5), 400MHz (100MHzx4), and 450MHz (100MHzx4.5)
386 (350MHz), 440 (400MHz), and 483 (450MHz)

7.5 million (0.25-micron process), plus 31 million in 512KB L2 cache

4GB

2.0V

Slot 1

0.400" per side (10.2mm)

Mobile Pentium Il Processor (266MHz, 300MHz, 333MHz, and 366MHz)

Introduction date
Clock speeds
Number of transistors
Ball grid array (BGA)
Dimensions

Core voltage

Thermal design power
ranges by frequency

January 25, 1999

266MHz, 300MHz, 333MHz, and 366MHz

27.4 million (0.25-micron process), 256KB on-die L2 cache
Number of balls = 615

Width = 31mm; length = 35mm

1.6 volts

366MHz = 9.5 watts; 333MHz = 8.6 watts; 300MHz = 7.7 watts; 266MHz = 7.0 watts



148

Chapter 3

Microprocessor Types and Specifications

Table 3.27 Continued

Introduction date

Clock speed

iCOMP Index 2.0 rating
Number of transistors
Cacheable RAM
Operating voltage

Slot

Die size

Introduction date

Clock speed

iCOMP Index 2.0 rating
Number of transistors
Cacheable RAM

Die size

Introduction date

Clock speed

iCOMP Index 2.0 rating
Number of transistors
Cacheable RAM

Slot

Die size

Introduction date

Clock speed

iCOMP Index 2.0 rating
Number of transistors
Cacheable RAM

Slot

Die size

Pentium Il MMX Processor (333MHz)

January 26, 1998

333MHz (66MHzx5)

366

7.5 million (0.25-micron process), plus 31 million in 512KB L2 cache
512MB

2.0V

Slot 1

0.400" per side (10.2mm)

Pentium Il MMX Processor (300MHz)
May 7, 1997
300MHz (66MHzx4.5)
332
7.5 million (0.35-micron process), plus 31 million in 512KB L2 cache
512MB
0.560'" per side (14.2mm)

Pentium Il MMX Processor (266MHz)
May 7, 1997
266MHz (66MHzx4)
303
7.5 million (0.35-micron process), plus 31 million in 512KB L2 cache
512MB
Slot 1
0.560" per side (14.2mm)

Pentium Il MMX Processor (233MHz)

May 7, 1997
233MHz (66MHzx3.5)
267

7.5 million (0.35-micron process), plus 31 million in 512KB L2 cache
512MB

Slot 1

0.560" per side (14.2mm)

The L1 cache always runs at full-core speeds because it is mounted directly on the processor die. The
L2 cache in the Pentium II normally runs at half-core speed, which saves money and allows for less
expensive cache chips to be used. For example, in a 333MHz Pentium II, the L1 cache runs at a full
333MHz, whereas the L2 cache runs at 167MHz. Even though the L2 cache is not at full-core speed as
it was with the Pentium Pro, this is still far superior to having cache memory on the motherboard
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running at the 66MHz motherboard speed of most Socket 7 Pentium designs. Intel claims that the
DIB architecture in the Pentium II enables up to three times the bandwidth of normal single-bus
processors, such as the original Pentium.

By removing the cache from the processor’s internal package and using external chips mounted
on a substrate and encased in the cartridge design, Intel can now use more cost-effective cache
chips and more easily scale the processor up to higher speeds. The Pentium Pro was limited in
speed to 200MHz, largely due to the inability to find affordable cache memory that runs any
faster. By running the cache memory at half-core speed, the Pentium II can run up to 400MHz
while still using 200MHz-rated cache chips. To offset the half-core speed cache used in the
Pentium II, Intel doubled the basic amount of integrated L2 cache from 256KB standard in the
Pro to 512KB standard in the Pentium II.

Note that the tag RAM included in the L2 cache enables up to 512MB of main memory to be
cacheable in PII processors from 233MHz to 333MHz. The 350MHz, 400MHz, and faster versions
include an enhanced tag-RAM that allows up to 4GB of main memory to be cacheable. This is
very important if you ever plan on adding more than 512MB of memory. In that case, you
would definitely want the 350MHz or faster version; otherwise, memory performance would
suffer.

The system bus of the Pentium II provides “glueless” support for up to two processors. This enables
low-cost, two-way multiprocessing on the L2 cache bus. These system buses are designed especially
for servers or other mission-critical system use where reliability and data integrity are important. All
Pentium IIs also include parity-protected address/request and response system bus signals with a
retry mechanism for high data integrity and reliability.

To install the Pentium II in a system, a special processor-retention mechanism is required. This
consists of a mechanical support that attaches to the motherboard and secures the Pentium II
processor in Slot 1 to prevent shock and vibration damage. Retention mechanisms should be pro-
vided by the motherboard manufacturer. (For example, the Intel Boxed AL440FX and DK440LX
motherboards included a retention mechanism, plus other important system integration compo-
nents.)

The Pentium II can generate a significant amount of heat that must be dissipated. This is accom-
plished by installing a heatsink on the processor. Many of the Pentium II processors use an active
heatsink that incorporates a fan. Unlike heatsink fans for previous Intel boxed processors, the
Pentium II fans draw power from a three-pin power header on the motherboard. Most mother-
boards provide several fan connectors to supply this power.

Special heatsink supports are necessary to furnish mechanical support between the fan heatsink and
support holes on the motherboard. Normally, a plastic support is inserted into the heatsink holes in
the motherboard next to the CPU, before installing the CPU/heatsink package. Most fan heatsinks
have two components: a fan in a plastic shroud and a metal heatsink. The heatsink is attached to
the processor’s thermal plate and should not be removed. The fan can be removed and replaced if
necessary—for example, if it has failed. Figure 3.50 shows the SEC assembly with fan, power con-
nectors, mechanical supports, and the slot and support holes on the motherboard.

The following tables show the specifications unique to certain versions of the Pentium II processor.

To identify exactly which Pentium II processor you have and what its capabilities are, look at
the specification number printed on the SEC cartridge. You will find the specification number in
the dynamic mark area on the top of the processor module. See Figure 3.51 to locate these
markings.
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Figure 3.50 Pentium II/III processor and heatsink assembly.
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After you have located the specification number (actually, it is an alphanumeric code), you can look it
up in Table 3.28 to see exactly which processor you have.

For example, a specification number of SL2KA identifies the processor as a Pentium II 333MHz run-
ning on a 66MHz system bus, with an ECC L2 cache, and indicates that this processor runs on only
2.0V. The stepping is also identified, and by looking in the “Pentium II Specification Update Manual”
published by Intel, you could figure out exactly which bugs were fixed in that revision.

Table 3.28 Basic Pentium Il Processor Identification Information

Core/Bus

Core Speed L2 Cache L2 Cache CPU Notes (see
S-spec  Stepping CPUID  (MHz) Size (MB) Type Package footnotes)
SL264 Co 0633h 233/66 512 non-ECC SECC 3.00 5
SL265 Co 0633h 266/66 512 non-ECC SECC 3.00 5
SL268 Co 0633h 233/66 512 ECC SECC 3.00 5
SL269 Co 0633h 266/66 512 ECC SECC 3.00 5)
SL28K Co 0633h 233/66 512 non-ECC SECC 3.00 1,3,5
SL28L co 0633h 266/66 512 non-ECC SECC 3.00 1,35
SL28R co 0633h 300/66 512 ECC SECC300 5
SL2MzZ Co 0633h 300/66 512 ECC SECC 3.00 1,5
SL2HA Cl1 0634h 300/66 512 ECC SECC 3.00 5
SL2HC Cl 0634h 266/66 512 non-ECC SECC 3.00 15
SL2HD Cl 0634h 233/66 512 non-ECC SECC 3.00 5
SL2HE Cl 0634h 266/66 512 ECC SECC 3.00 15)
SL2HF Cl 0634h 233/66 512 ECC SECC 3.00 5
SL2QA Cl 0634h 233/66 512 non-ECC SECC 3.00 1,3,5
SL2QB Cl 0634h 266/66 512 non-ECC SECC 3.00 1,3,5
SL2QC Cl 0634h 300/66 512 ECC SECC 3.00 1,5
SL2KA dAO 0650h 333/66 512 ECC SECC 3.00 5
SL2QF dAO 0650h 333/66 512 ECC SECC 3.00 1
SL2K9 dAO 0650h 266/66 512 ECC SECC 3.00
SL35V dAl 0651h 300/66 512 ECC SECC 3.00 1,2
SL2QH dA1 0651h 333/66 512 ECC SECC 3.00 1,2
SL2S5 dA1 0651h 333/66 512 ECC SECC 3.00 2,5
SL27P dA1 0651h 333/66 512 ECC SECC 3.00 2,5
SL27Q dA1l 0651h 350/100 512 ECC SECC 3.00 2,5
SL2Sé6 dA1 0651h 350/100 512 ECC SECC 3.00 2,5
SL2S7 dA1l 0651h 400/100 512 ECC SECC 3.00 2,5
SL2SF dA1 0651h 350/100 512 ECC SECC 3.00 1,2
SL2SH dA1 0651h 400/100 512 ECC SECC 3.00 1,2
SL2VY dA1 0651h 300/66 512 ECC SECC 3.00 1,2
SL33D dBO 0652h 266/66 512 ECC SECC 3.00 1,2,5
SL2YK dBO 0652h 300/66 512 ECC SECC 3.00 1,2,5
SL2wzZ  dBO 0652h 350/100 512 ECC SECC 3.00 1,2,5
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Table 3.28 Continued

Core/Bus
Core Speed L2 Cache L2 Cache CPU Notes (see

S-spec  Stepping CPUID (MHz) Size (MB) Type Package footnotes)

SL2YM dBO 0652h 400/100 512 ECC SECC 3.00 1,2,5

SL37G dBO 0652h 400/100 512 ECC SECC2OIGA 1,2, 4

SL2WB dBO 0652h 450/100 512 ECC SECC 3.00 1,2,5

SL37H dBO 0652h 450/100 512 ECC SECC2 OLGA 1,2

SL2w7 dBO 0652h 266/66 512 ECC SECC 2.00 2,5

SL2w8 dBO 0652h 300/66 512 ECC SECC 3.00 2,5

SL2TV dBO 0652h 333/66 512 ECC SECC 3.00 2,5

SL2U3 dBO 0652h 350/100 512 ECC SECC 3.00 2,5

SL2U4 dBO 0652h 350/100 512 ECC SECC 3.00 2,5

SL2U5 dBO 0652h 400/100 512 ECC SECC 3.00 2,5

SL2U6 dBO 0652h 400/100 512 ECC SECC 3.00 2,5

SL2u7 dBO 0652h 450/100 512 ECC SECC 3.00 2,5

SL356 dBO 0652h 350/100 512 ECC SECC2 PIGA 2,5

SL357 dBO 0652h 400/100 512 ECC SECC2OLGA 2,5

SL358 dBO 0652h 450/100 512 ECC SECC2 OLGA 2,5

SL37F dBO 0652h 350/100 512 ECC SECC2PIGA 1,2,5

SL3FN dBO 0652h 350/100 512 ECC SECC2 OLGA 2,5

SL3EE dBO 0652h 400/100 512 ECC SECC2 PIGA 2,5

SL3F9 dBO 0652h 400/100 512 ECC SECC2PIGA 1,2

SL38M dB1 0653h 350/100 512 ECC SECC 3.00 1,2,5

SL38N dB1 0653h 400/100 512 ECC SECC 3.00 1,2,5

SL36U dB1 0653h 350/100 512 ECC SECC 3.00 2,5

SL38Z dB1 0653h 400/100 512 ECC SECC 3.00 2,5

SL3D5 dB1 0653h 400/100 512 ECC SECC2 OLGA 1,2
CPUID = The internal ID returned by the CPUID 1. This is a boxed Pentium II processor with an attached fan heatsink.

instruction 2. These processors have an enhanced L2 cache, which can cache up
ECC = Error correcting code to 4GB of main memory. Other standard PII processors can cache
OLGA = Organic land grid array only up to 512MB of main memory.
PLGA = Plastic land grid array 3. These boxed processors might have packaging that incorrectly indi-
SECC = Single edge contact cartridge cates ECC support in the L2 cache.

SECC2 = Single edge contact cartridge revision 2 4. This is a boxed Pentium II OverDrive processor with an attached
fan heatsink, designed for upgrading Pentium Pro (Socket 8) systems.
5. These parts operate only at the specified clock multiplier frequency
ratio at which they were manufactured. They can be overclocked
only by increasing the bus speed.

The two variations of the SECC2 cartridge vary by the type of processor core package on the board. The
plastic land grid array (PLGA) is the older type of packaging used in previous SECC cartridges and was even-
tually phased out. A newer organic land grid array (OLGA), which is a processor core package that is smaller
and easier to manufacture, took its place. It also enabled better thermal transfer between the processor die
and the heatsink, which was attached directly to the top of the OLGA chip package. Figure 3.52 shows the
open back side (where the heatsink would be attached) of SECC2 processors with PLGA and OLGA cores.
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Figure 3.52 SECC2 processors with PLGA (top) and OLGA (bottom) cores.

Pentium II motherboards have an onboard voltage regulator circuit designed to power the CPU. Some
Pentium II processors run at several different voltages, so the regulator must be set to supply the correct volt-
age for the specific processor you are installing. As with the Pentium Pro and unlike the older Pentium, no
jumpers or switches must be set; the voltage setting is handled completely automatically through the VID
pins on the processor cartridge. Table 3.29 shows the relationship between the pins and the selected voltage.

Table 3.29 Pentium II/lll/Celeron Voltage ID Pin Definitions

VvViD4 VID3 VID2 VID1 VIDO Voltage vViD4 VID3 VID2 VID1 VIDO Voltage
0 1 1 1 1 1.30 1 1 1 1 1 No Core
0 1 1 1 0 1.35 1 1 1 1 0 2.1
0 1 1 0 1 1.40 1 1 1 0 1 2.2
0 1 1 0 0 1.45 1 1 1 0 0 2.3
0 1 0 1 1 1.50 1 1 0 1 1 24
0 1 0 1 0 1.55 1 1 0 1 0 2.5
0 1 0 0 1 1.60 1 1 0 0 1 2.6
0 1 0 0 0 1.65 1 1 0 0 0 2.7
0 0 1 1 1 1.70 1 0 1 1 1 2.8
0 0 1 1 0 1.75 1 0 1 1 0 29
0 0 1 0 1 1.80 1 0 1 0 1 3.0
0 0 1 0 0 1.85 1 0 1 0 0 3.1
0 0 0 1 1 1.90 1 0 0 1 1 3.2
0 0 0 1 0 1.95 1 0 0 1 0 33
0 0 0 0 1 2.00 1 0 0 0 1 3.4
0 0 0 0 0 2.05 1 0 0 0 0 3.5
0 = Processor pin connected to Vss. VIDO-VID3 used on Socket 370. VIDO-VID4 used on Slot 1.

1 = Open on processor. Socket 370 supports 1.30-2.05V settings only. Slot 1 supports 1.30-3.5V settings.
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To ensure the system is ready for all Pentium II processor variations, the values in bold must be sup-
ported. Most Pentium II processors run at 2.8V, with some newer ones at 2.0V.

The Pentium II Mobile Module is a Pentium II for notebooks that includes the North Bridge of the
high-performance 440BX chipset. This is the first chipset on the market that allows 100MHz processor
bus operation, although that is currently not supported in the mobile versions. The 440BX chipset
was released at the same time as the 350MHz and 400MHz versions of the Pentium II.

Newer variations on the Pentium II include the Pentium IIPE, which is a mobile version that includes
256KB of L2 cache directly integrated into the die. Therefore, it runs at full-core speed, making it
faster than the desktop Pentium II because the desktop chips use half-speed L2 cache.

Celeron

<<«

<<

The Celeron processor is a chameleon. It was originally a P6 with the same processor core as the
Pentium II in the original two versions; later it came with the same core as the PIII; and more recently
it uses the Pentium 4 core. It is designed mainly for lower-cost PCs.

Most of the features for the Celeron are the same as the Pentium II, III, or 4 because it uses the same
internal processor cores. The main differences are in packaging, L2 cache amount, and CPU bus speed.

The first version of the Celeron was available in a package called the single edge processor package
(SEPP or SEP package). The SEP package is basically the same Slot 1 design as the SECC used in the
Pentium II/III, with the exception of the fancy plastic cartridge cover. This cover is deleted in the
Celeron, making it cheaper to produce and sell. Essentially, the original Celeron used the same circuit
board as is inside the Pentium II package.

See "Single Edge Contact and Single Edge Processor Packaging,” p. 83.

Even without the plastic covers, the Slot 1 packaging was more expensive than it should have been.
This was largely due to the processor retention mechanisms (stands) required to secure the processor
into Slot 1 on the motherboard, as well as the larger and more complicated heatsinks required. This,
plus competition from the lower-end Socket 7 systems using primarily AMD processors, led Intel to
introduce the Celeron in a socketed form. The socket is called PGA-370 or Socket 370 because it has
370 pins. The processor package designed for this socket is called the plastic pin grid array (PPGA)
package (see Figure 3.53) or flip chip PGA (FC-PGA). Both the PPGA and FC-PGA packages plug into
the 370 pin socket and allow for lower-cost, lower-profile, and smaller systems because of the less
expensive processor retention and cooling requirements of the socketed processor.

See “Socket 370 [PGA-370)," p. 91.

All Celeron processors at 433MHz and lower have been available in the SEPP that plugs into the
242-contact slot connector (Slot 1). The 300MHz and higher versions also are available in the PPGA
package. This means that the 300MHz to 433MHz have been available in both packages, whereas
the 466MHz and higher-speed versions are available only in the PPGA. The fastest Celeron proces-
sor for Socket 370 runs at 1.4GHz; faster Celerons use Socket 478 and are based on the Pentium 4
design.

Motherboards that include Socket 370 can accept the PGA versions of both the Celeron and Pentium
III in most cases. If you want to use a Socket 370 version of the Celeron in a Slot 1 motherboard, slot-
to-socket adapters (usually called slot-kets) are available for about $10-$20 that plug into Slot 1 and
incorporate a Socket 370 on the card. Figure 3.54 shows a typical slot-ket adapter.
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PGA

Figure 3.53 Celeron processors in the FC-PGA, PPGA, and SEP packages.

Socket 370

Slot connector

Figure 3.54 Slot-ket adapter for installing PPGA processors in Slot 1 motherboards.
Highlights of the Celeron include the following:

B Available at 300MHz (300A) and higher core frequencies with 128KB on-die L2 cache; 300MHz
and 266MHz core frequencies without L2 cache

B L2 cache supports up to 4GB RAM address range and ECC

B Uses same P6 core processor as the Pentium II (266MHz through 533MHz) and now the
Pentium III (533A MHz and higher) and Pentium 4 (1.7GHz and higher)

B Dynamic execution microarchitecture
B Operates on a 66MHz, 100MHz, or 400MHz CPU bus depending on the version

B Specifically designed for lower-cost value PC systems
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B Includes MMX technology; Celeron 533A and higher include SSE; Celeron 1.7GHz and higher
include SSE2

B More cost-effective packaging technology, including SEP, PPGA, FC-PGA or FC-PGA2 packages

B Integrated L1 and L2 cache on most models, with amount and type depending on the version;
typically, the Celeron has half the L2 cache of the processor core it is patterned after

B Integrated thermal diode for temperature monitoring

The Intel Celeron processors from the 300A and higher include integrated 128KB L2 cache. The core
for the 300A through 533MHz versions that are based on the Pentium II core include 19 million tran-
sistors because of the addition of the integrated 128KB L2 cache. The 533A and faster versions are
based on the Pentium III core and incorporate 28.1 million transistors. The 1.7GHz and faster versions
are based on the Pentium 4 core with 42 million transistors. The Pentium III and Pentium 4-based
versions actually have 256KB of L2 cache on the die; however, 128KB is disabled, leaving 128KB of
functional L2 cache. This was done because it was cheaper for Intel to simply make the Celeron using
the same die as the Pentium III or 4 and just disable part of the cache on the Celeron versions, rather
than coming up with a unique die for the newer Celerons. The Pentium IlI-based Celeron processors
also support the SSE in addition to MMX instructions, whereas the Pentium 4-based versions support
SSE2 instructions. The older Celerons based on the Pentium II core support only MMX.

All the Celerons in SEPP and PPGA form are manufactured using the 0.25-micron process, whereas
those in FC-PGA and FC-PGA2 form are made using an even better 0.18-micron process. The smaller
process reduces processor heat and enables higher speeds.

Pentium Il

The Pentium III processor, shown in Figure 3.55, was first released in February 1999 and introduced
several new features to the P6 family. It is essentially the same core as a Pentium II with the addition
of SSE instructions and integrated on-die L2 cache in the later versions. SSE consists of 70 new
instructions that dramatically enhance the performance and possibilities of advanced imaging, 3D,
streaming audio, video, and speech-recognition applications.

Figure 3.55 Pentium III processor in SECC2 (Slot 1) and FC-PGA (Socket 370) packages.

Originally based on Intel’s advanced 0.25-micron CMOS process technology, the PIII core started out
with more than 9.5 million transistors. In late 1999, Intel shifted to a 0.18-micron process die (code-
named Coppermine) and added 256KB of on-die L2 cache, which brought the transistor count to 28.1
million. The latest version of the Pentium III (codenamed Tualatin) uses a 0.13-micron process and
has 44 million transistors; motherboards made before the Tualatin-core versions of the Pentium III
generally do not support this processor because of logical pinout changes. The Pentium III also
became available in speeds from 450MHz through 1.4GHz, as well as server versions with larger or
faster cache called Xeon. The Pentium III also incorporates advanced features such as a 32KB L1 cache
and either half-core speed 512KB L2 cache or full-core speed on-die 256KB or 512KB L2 with
cacheability for up to 4GB of addressable memory space. The PIII also can be used in dual-processing
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systems with up to 64GB of physical memory. A self-reportable processor serial number gives security,
authentication, and system management applications a powerful new tool for identifying individual
systems. Because of privacy concerns when the processor was released, you can disable this feature in
the system BIOS on most systems that use the Pentium III or Celeron III processors.

Pentium III processors were first made available in Intel’s SECC2 form factor, which replaced the more
expensive older SEC packaging. The SECC2 package covers only one side of the chip and allows for better
heatsink attachment and less overall weight. Architectural features of the Pentium III processor include

B Streaming SIMD Extensions. Seventy new instructions for dramatically faster processing and
improved imaging, 3D streaming audio and video, Web access, speech recognition, new user
interfaces, and other graphics and sound-rich applications.

B Intel processor serial number. The processor serial number serves as an electronic serial number for
the processor and, by extension, its system or user. This feature can be enabled or disabled as
desired in the BIOS Setup. The serial number enables the system/user to be identified by com-
pany internal networks and applications. The processor serial number can be used in applica-
tions that benefit from stronger forms of system and user identification, such as the following:

o Applications using security capabilities. Managed access to new Internet content and services;
electronic document exchange.

® Manageability applications. Asset management; remote system load and configuration.

Although the initial release of Pentium III processors was made in the improved SECC2 packaging,
Intel later switched to the FC-PGA package, which is even less expensive to produce and enables a
more direct attachment of the heatsink to the processor core for better cooling. The FC-PGA version
plugs into Socket 370 but can be used in Slot 1 with a slot-ket adapter.

All Pentium III processors have either 512KB or 256KB of L2 cache, which runs at either half-core or full-
core speed. Pentium III Xeon versions have 512KB, 1MB, or 2MB of L2 cache that runs at full-core speed.
The Pentium III Xeon is a more expensive version of the Pentium III designed for servers and workstations.
All PIII processor L2 caches can cache up to 4GB of addressable memory space and include ECC capability.

Pentium III processors can be identified by their markings, which are found on the top edge of the
processor cartridge. Figure 3.56 shows the format and meaning of the markings.

Speed/Cache/Bus/Voltage 2D matrix mark

Dynamic Mark Area UL Identifier
) 500/512/100/2.0V S14 oo
FPO- Serial # %?i’;tsry FFFFFFFF-NNNN XXXXX oS
V| ieo9s sYvYY
B S-Spec
pentiume///processor Markings

|nte|® O O

Hologram

Location

O O —
i

Figure 3.56 Pentium III processor markings.

Table 3.30 shows variations of the Pentium III, indicated by the S-specification number.
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Table 3.30 Intel Pentium lll Processor Variations

Speed Bus Speed Boxed CPU OEM CPU

(MHz)  (MHz) Multiplier  S-spec S-spec Stepping CPUID L2 Cache
450 100 4.5x SL3CC SL364 kBO 0672 512K
450 100 4.5x SL37C SL35D kCO 0673 512K
500 100 5x SL3CD SL365 kBO 0672 512K
500 100 5x SL365 SL365 kBO 0672 512K
500 100 5x SL37D SL35E kCO 0673 512K
500E 100 5x SL3R2 SL3Q9 cA2 0681 256K
500E 100 5x SL45R SL444 cBO 0683 256K
533B 133 4x SL3E? SL3BN kCO 0673 512K
533EB 133 4x SL3SX SL3N6 cA2 0681 256K
533EB 133 4x SL3VA SL3VF cA2 0681 256K
533EB 133 4x SL44wW SL3XG cBO 0683 256K
533EB 133 4x SL45S SL3XS cBO 0683 256K
550 100 5.5x SL3FJ SL3F7 kCO 0673 512K
550E 100 5.5x SL3R3 SL3QA cA2 0681 256K
550E 100 5.5x SL3V5 SL3N7 cA2 0681 256K
550E 100 5.5x SL44X SL3XH cBO 0683 256K
550E 100 5.5x SL45T N/A cBO 0683 256K
600 100 6x SL3JT SL3IM kCO 0673 512K
600E 100 6x SL3NA SL3Hé6 cA2 0681 256K
600E 100 6x SL3NL SL3VH cA2 0681 256K
600E 100 6x SL44Y SL43E cBO 0683 256K
600E 100 6x SL45U SL3XU cBO 0683 256K
600E 100 6x n/a SLACM cCO 0686 256K
600E 100 bx n/a SL4C7 cCO 0686 256K
600B 133 4.5x SL3JU SL3JP kCO 0673 512K
600EB 133 4.5x SL3NB SL3H7 cA2 0681 256K
600EB 133 4.5x SL3VB SL3VG cA2 0681 256K
600EB 133 4.5x SL447 SL3XJ cBO 0683 256K
600EB 133 4.5x SL45V SL3XT cBO 0683 256K
600EB 133 4.5x SL4CL SL4CL cCO 0686 256K
600EB 133 4.5x n/a SL46C cCO 0686 256K
650 100 6.5x SL3NR SL3KV cA2 0681 256K
650 100 6.5x SL3NM SL3VJ cA20 681 256K
650 100 6.5x SL452 SL3XK cBO 0683 256K
650 100 6.5x SL45SW SL3XV cBO 0683 256K
650 100 6.5x n/a SL4CK cCO 0686 256K
650 100 6.5x n/a SL4C5 cCO 0686 256K
667 133 5x SL3ND SL3KW cA2 0681 256K
667 133 5x SL3T2 SL3VK cA2 0681 256K
667 133 5x SL453 SL3XL cBO 0683 256K
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Max. Max. Power Process

L2 Speed Temp. (C) Voltage (W) (Microns)  Transistors Package
225 90 2.00 25.3 0.25 9.5M SECC2
225 90 2.00 25.3 0.25 9.5M SECC2
250 90 2.00 28.0 0.25 9.5M SECC2
250 90 2.00 28.0 0.25 9.5M SECC2
250 90 2.00 28.0 0.25 9.5M SECC2
500 85 1.60 13.2 0.18 28.1M FC-PGA
500 85 1.60 13.2 0.18 28.1M FC-PGA
267 90 2.05 29.7 0.25 9.5M SECC2
533 85 1.65 14.0 0.18 28.1M SECC2
533 85 1.65 14.0 0.18 28.1M FC-PGA
533 85 1.65 14.0 0.18 28.1M SECC2
533 85 1.65 14.0 0.18 28.1M FC-PGA
275 80 2.00 30.8 0.25 9.5M SECC2
550 85 1.60 14.5 0.18 28.1M FC-PGA
550 85 1.60 14.5 0.18 28.1M SECC2
550 85 1.60 14.5 0.18 28.1M SECC2
550 85 1.60 14.5 0.18 28.1M FC-PGA
300 85 2.00 34.5 0.25 9.5M SECC2
600 82 1.65 15.8 0.18 28.1M SECC2
600 82 1.65 15.8 0.18 28.1M FC-PGA
600 82 1.65 15.8 0.18 28.1M SECC2
600 82 1.65 15.8 0.18 28.1M FC-PGA
600 82 1.7 15.8 0.18 28.1M FC-PGA
600 82 1.7 15.8 0.18 28.1M SECC2
300 85 2.05 34.5 0.25 9.5M SECC2
600 82 1.65 15.8 0.18 28.1M SECC2
600 82 1.65 15.8 0.18 28.1M FC-PGA
600 82 1.65 15.8 0.18 28.1M SECC2
600 82 1.65 15.8 0.18 28.1M FC-PGA
600 82 1.7 15.8 0.18 28.1M FC-PGA
600 82 1.7 15.8 0.18 28.1M SECC2
650 82 1.65 17.0 0.18 28.1M SECC2
650 82 1.65 17.0 0.18 28.1M FC-PGA
650 82 1.65 17.0 0.18 28.1M SECC2
650 82 1.65 17.0 0.18 28.1M FC-PGA
650 82 1.7 17.0 0.18 28.1M FC-PGA
650 82 1.7 17.0 0.18 28.1M SECC2
667 82 1.65 17.5 0.18 28.1M SECC2
667 82 1.65 17.5 0.18 28.1M FC-PGA

667 82 1.65 17.5 0.18 28.1M SECC2
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Table 3.30 Continued

Speed Bus Speed Boxed CPU OEM CPU

(MHz)  (MHz) Multiplier  S-spec S-spec Stepping CPUID L2 Cache
667 133 5x SL45X SL3IXW cBO 0683 256K
667 133 5x n/a SL4CJ cCO 0686 256K
667 133 5x n/a SL4C4 cCO 0686 256K
700 100 7x SL3SY SL3s9 cA2 0681 256K
700 100 7x SL3T3 SL3VL cA2 0681 256K
700 100 7x SL454 SL453 cBO 0683 256K
700 100 7x SL45Y SL3XX cBO 0683 256K
700 100 7x SL4AM7 SL4CH cCO 0686 256K
700 100 7x n/a SL4C3 cCO 0686 256K
733 133 5.5x SL3SZ SL3SB cA2 0681 256K
733 133 5.5x SL3T4 SL3VM cA2 0681 256K
733 133 5.5x SL455 SL3XN cBO 0683 256K
733 133 5.5x SL457 SL3XY cBO 0683 256K
733 133 5.5x SL4AM8 SL4CG cCO 0686 256K
733 133 5.5x SL4KD SL4C2 cCO 0686 256K
733 133 5.5x SL4FQ SL4CX cCO 0686 256K
750 100 7.5x SL3Vé SL3WC cA2 0681 256K
750 100 7.5x SL3VC SL3VN cA2 0681 256K
750 100 7.5x SL456 SL3XP cBO 0683 256K
750 100 7.5x SL462 SL3XZ cBO 0683 256K
750 100 7.5x SL4AM? SL4CF cCO 0686 256K
750 100 7.5x SL4KE SL4BZ cCO 0686 256K
800 100 8x SL457 SL3XR cBO 0683 256K
800 100 8x SL463 SL3Y3 cBO 0683 256K
800 100 8x SLAMA SL4CE cCO 0686 256K
800 100 8x SL4KF SL4BY cCO 0686 256K
800EB 133 6x SL458 SL3IXQ cBO 0683 256K
800EB 133 6x SL464 SL3Y2 cBO 0683 256K
800EB 133 6x SL4AMB SL4CD cCO 0686 256K
800EB 133 6x SL4G7 SL4XQ cCO 0686 256K
800EB 133 6x SL4KG SL4BX cCO 0686 256K
850 100 8.5x SL47M SL43F cBO 0683 256K
850 100 8.5x SL49G SL43H cBO 0683 256K
850 100 8.5x SLAMC SL4CC cCO 0686 256K
850 100 8.5x SL4KH SL4BW cCO 0686 256K
866 133 6.5x SL47N SL43G cBO 0683 256K
866 133 6.5x SL4%9H SL43) cBO 0683 256K
866 133 6.5x SLAMD SL4CB cCO 0686 256K
866 133 6.5x SL4KJ SL4BV cCO 0686 256K

866 133 6.5x SL5B5 SL5QE <D0 068A 256K



Intel P& (686) Sixth-Generation Processors Chapter 3 161

Max. Max. Power Process

L2 Speed Temp. (C) Voltage (W) (Microns)  Transistors Package
667 82 1.65 17.5 0.18 28.1M FC-PGA
667 82 1.7 17.5 0.18 28.1M FC-PGA
667 82 1.7 17.5 0.18 28.1M SECC2
700 80 1.65 18.3 0.18 28.1M SECC2
700 80 1.65 18.3 0.18 28.1M FC-PGA
700 80 1.65 18.3 0.18 28.1M SECC2
700 80 1.65 18.3 0.18 28.1M FC-PGA
700 80 1.7 18.3 0.18 28.1M FC-PGA
700 80 1.7 18.3 0.18 28.1M SECC2
733 80 1.65 19.1 0.18 28.1M SECC2
733 80 1.65 19.1 0.18 28.1M FC-PGA
733 80 1.65 19.1 0.18 28.1M SECC2
733 80 1.65 19.1 0.18 28.1M FC-PGA
733 80 1.7 19.1 0.18 28.1M FC-PGA
733 80 1.7 19.1 0.18 28.1M SECC2
733 80 1.7 19.1 0.18 28.1M SECC2
750 80 1.65 19.5 0.18 28.1M SECC2
750 80 1.65 19.5 0.18 28.1M FC-PGA
750 80 1.65 19.5 0.18 28.1M SECC2
750 80 1.65 19.5 0.18 28.1M FC-PGA
750 80 1.7 19.5 0.18 28.1M FC-PGA
750 80 1.7 19.5 0.18 28.1M SECC2
800 80 1.65 20.8 0.18 28.1M SECC2
800 80 1.65 20.8 0.18 28.1M FC-PGA
800 80 1.7 20.8 0.18 28.1M FC-PGA
800 80 1.7 20.8 0.18 28.1M SECC2
800 80 1.65 20.8 0.18 28.1M SECC2
800 80 1.65 20.8 0.18 28.1M FC-PGA
800 80 1.7 20.8 0.18 28.1M FC-PGA
800 80 1.7 20.8 0.18 28.1M SECC2
800 80 1.7 20.8 0.18 28.1M SECC2
850 80 1.65 22.5 0.18 28.1M SECC2
850 80 1.65 22.5 0.18 28.1M FC-PGA
850 80 1.7 22.5 0.18 28.1M FC-PGA
850 80 1.7 22.5 0.18 28.1M SECC2
866 80 1.65 22.9 0.18 28.1M SECC2
866 80 1.65 22.9 0.18 28.1M FC-PGA
866 80 1.7 22.5 0.18 28.1M FC-PGA
866 80 1.7 22.5 0.18 28.1M SECC2

866 80 1.75 26.1 0.18 28.1M FC-PGA
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Table 3.30 Continued

Speed Bus Speed Boxed CPU OEM CPU

(MHz) (MHz) Multiplier  S-spec S-spec Stepping CPUID L2 Cache
900 100 9x n/a SL4SD cCO 0686 256K
933 133 7x SL47Q SL448 cBO 0683 256K
933 133 7x SL49) SL44) cBO 0683 256K
933 133 7x SL4ME SL4C9 cCO 0686 256K
933 133 7x SL4KK SL4BT cCO 0686 256K
933 133 7x n/a SL5QF <DO 068A 256K
1000B 133 7.5x SL4FP SL48S cBO 0683 256K
1000B 133 7.5x SL4C8 SL4C8 cCO 0686 256K
10008 133 7.5x SL4MF n/a cCO 0686 256K
1000 100 10x SL4BR SL4BR cCO 0686 256K
1000 100 10x SL4KL N/a <CO 0686 256K
1000B 133 7.5x SL4BS SL4BS cCO 0686 256K
10008 100 10x n/a SL5QV <DO 068A 256K
1000B 133 7.5x SL5DV N/a <D0 068A 256K
1000B 133 7.5x SL5B3 SL5B3 <D0 068A 256K
1000B 133 7.5x SL52R SL52R <DO 068A 256K
10008 133 7.5x SL5FQ n/a <D0 068A 256K
1100 100 11x n/a SLSQW <D0 068A 256K
1133 133 8.5x SL5LT n/a tAl 06B1 256K
1133 133 8.5x SL5GQ SL5GQ tAl 06B1 256K
1133-S 133 8.5x SL5LV n/a tAl 06B1 512K
1133-S 133 8.5x SL5PU SL5PU tAl 06B1 512K
1200 133 9x SL5GN SL5GN tAl 06B1 256K
1200 133 9x SL5PM n/a tAl 06B1 256K
1266-S 133 9.5x SLSLW SL5QL tAl 06B1 512K
1333 133 10x n/a SL5VX tAl 06B1 256K
1400-S 133 10.5x SL657 SL5XL tA1 06B1 512K
1200 133 9x SL5PM n/a tAl 06B1 256K

CPUID = The internal ID returned by the CPUID instruction FC-PGA = Flip-chip pin grid array
ECC = Error correcting code FC-PGA2 = Flip-chip pin grid array revision 2

Pentium IIT processors are all clock multiplier locked. This is a means to prevent processor fraud
and overclocking by making the processor work only at a given clock multiplier. Unfortunately, this
feature can be bypassed by making modifications to the processor under the cartridge cover, and
unscrupulous individuals have been selling lower-speed processors re-marked as higher speeds. It
pays to purchase your systems or processors from direct Intel distributors or high-end dealers who
do not engage in these practices.

Pentium I1/1ll Xeon

The Pentium II and III processors are available in special high-end versions called Pentium II Xeon
and Pentium III Xeon processors (Intel now uses the term Xeon by itself to refer to Xeon processors
based on the Pentium 4). Originally introduced in June 1998 in Pentium II versions, later Pentium III
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Max. Max. Power Process
L2 Speed Temp. (C) Voltage (W) (Microns)  Transistors Package
900 75 17 23.2 0.18 28.1M FC-PGA
933 75 17 25.5 0.18 28.1M SECC2
933 75 17 24.5 0.18 28.1M FC-PGA
933 75 1.7 24.5 0.18 28.1M FC-PGA
933 75 17 255 0.18 28.1M SECC2
933 77 1.75 27.3 0.18 28.1M FC-PGA
1000 70 1.7 26.1 0.18 28.1M SECC2
1000 70 1.7 26.1 0.18 28.1M FC-PGA
1000 70 17 26.1 0.18 28.1M FC-PGA
1000 70 1.7 26.1 0.18 28.1M SECC2
1000 70 1.7 26.1 0.18 28.1M SECC2
1000 70 1.7 26.1 0.18 28.1M SECC2
1000 75 1.75 29.0 0.18 28.1M FC-PGA
1000 75 1.75 29.0 0.18 28.1M FC-PGA
1000 75 1.75 29.0 0.18 28.1M FC-PGA
1000 75 1.75 29.0 0.18 28.1M FC-PGA
1000 75 1.75 29.0 0.18 28.1M FC-PGA
1100 77 1.75 33.0 0.18 28.1M FC-PGA
1133 69 1.475 29.1 0.13 44M FC-PGA2
1133 69 1.475 29.1 0.13 44M FC-PGA2
1133 69 1.45 27.9 0.13 44M FC-PGA2
1133 69 1.45 27.9 0.13 44M FC-PGA2
1200 69 1.475 29.9 0.13 44M FC-PGA2
1200 69 1.475 29.9 0.13 44M FC-PGA2
1266 69 1.45 29.5 0.13 44M FC-PGA2
1333 69 1.475 29.9 0.13 44M FC-PGA2
1400 69 1.45 29.9 0.13 44M FC-PGA2
1200 69 1.475 29.9 0.13 44M FC-PGA2

SECC = Single edge contact cartridge
SECC2 = Single edge contact cartridge revision 2

versions were introduced in March 1999. These differ from the standard Pentium II and III in three
ways: packaging, cache size, and cache speed.

Pentium II/III Xeon processors use a larger SEC cartridge than the standard PII/III processors, mainly
to house a larger internal board with more cache memory. The Pentium III Xeon processor is shown
in Figure 3.57; the Xeon’s SEC is shown in Figure 3.58.

Besides the larger package, the Xeon processors also include more L2 cache. They were produced in
three variations, with 512KB, 1MB, or 2MB of L2 cache.

Even more significant than the size of the cache is its speed. All the cache in the Xeon processors run at
the full-core speed. This is difficult to do considering that the cache chips are separate chips on the board;
up until recently they were not integrated into the processor die. The original Pentium II Xeon processors
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had 7.5 million transistors in the main processor die, whereas the later Pentium III Xeon came with 9.5
million. When the Pentium III versions with on-die cache were released, the transistor count went up to
28.1 million transistors in the 256KB cache version, 84 million transistors in the 1MB cache version, and
a whopping 140 million transistors in the latest 2MB cache version, setting an industry record at the
time. The high transistor counts are due to the on-die L2 cache, which is very transistor intensive. The L2
cache in all Pentium II and III Xeon processors has a full 64GB RAM address range and supports ECC.

Figure 3.57 Pentium III Xeon processor. Photograph used by permission of Intel Corporation.
Plastic enclosure

Primary side substrate

Processor and cache Il

Thermal plate retention clips

Pin fasteners

Aluminum thermal plate

Figure 3.58 Pentium III Xeon processor internal components.
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Later versions of the Xeon processor were designed for Socket 370, and an even newer version based
on the Pentium 4 is designed for Socket 603.

Other Sixth-Generation Processors

Besides Intel, many other manufacturers have produced P6-type processors, but often with a differ-
ence. Most of them are designed to interface with P5 class motherboards and for the lower-end mar-
kets. AMD has recently offered up the Athlon and Duron processors, which are true sixth-generation
designs using their own proprietary connections to the system.

This section examines the various sixth-generation processors from manufacturers other than Intel.

NexGen Nx586

NexGen was founded by Thampy Thomas, who hired some of the people formerly involved with the 486
and Pentium processors at Intel. At NexGen, developers created the Nx586, a processor that was function-
ally the same as the Pentium but not pin compatible. As such, it was always supplied with a mother-
board; in fact, it was usually soldered in. NexGen did not manufacture the chips or the motherboards
they came in; for that it hired IBM Microelectronics. Later NexGen was bought by AMD, right before it
was ready to introduce the Nx686—a greatly improved design by Greg Favor and a true competitor for
the Pentium. AMD took the Nx686 design and combined it with a Pentium electrical interface to create a
drop-in Pentium-compatible chip called the K6, which actually outperformed the original from Intel.

The Nx586 had all the standard fifth-generation processor features, such as superscalar execution with
two internal pipelines and a high-performance integral L1 cache with separate code and data caches.
One advantage is that the Nx586 includes separate 16KB instruction and 16KB data caches compared
to 8KB each for the Pentium. These caches keep key instruction and data close to the processing
engines to increase overall system performance.

The Nx586 also includes branch prediction capabilities, which are one of the hallmarks of a sixth-
generation processor. Branch prediction means the processor has internal functions to predict pro-
gram flow to optimize the instruction execution.

The Nx586 processor also featured a RISC core. A translation unit dynamically translates x86 instruc-
tions into RISC86 instructions. These RISC86 instructions were designed specifically with direct sup-
port for the x86 architecture while obeying RISC performance principles. They are thus simpler and
easier to execute than the complex x86 instructions. This type of capability is another feature nor-
mally found only in P6 class processors.

The Nx586 was discontinued after the merger with AMD, which then took the design for the succes-
sor Nx686 and released it as the AMD-K6.

AMD-K6 Series

The AMD-K6 processor is a high-performance sixth-generation processor that is physically installable
in a PS (Pentium) motherboard. It essentially was designed for AMD by NexGen and was first known
as the Nx686. The NexGen version never appeared because it was purchased by AMD before the chip
was due to be released. The AMD-K6 delivers performance levels somewhere between the Pentium and
Pentium II processor as a result of its unique hybrid design. Because it is designed to install in Socket
7, which is a fifth-generation processor socket and motherboard design, it can’t quite perform as a
true sixth-generation chip because the Socket 7 architecture severely limits cache and memory perfor-
mance. However, with this processor, AMD gave Intel a lot of competition in the low- to mid-range
market, where the Pentium was still popular.

The K6 processor contains an industry-standard, high-performance implementation of the new multi-
media instruction set, enabling a high level of multimedia performance. The K6-2 introduced an
upgrade to MMX that AMD calls 3DNow!, which adds even more graphics and sound instructions.
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AMD designed the K6 processor to fit the low-cost, high-volume Socket 7 infrastructure. Initially,
it used AMD’s 0.35-micron, five-metal layer process technology; more recent variations used the
0.25-micron processor to increase production quantities because of reduced die size, as well as to
decrease power consumption.

AMD-K6 processor technical features include:

B Sixth-generation internal design, fifth-generation external interface

Internal RISC core, translates x86 to RISC instructions

Superscalar parallel execution units (seven)

Dynamic execution

Branch prediction

Speculative execution

Large 64KB L1 cache (32KB instruction cache plus 32KB write-back dual-ported data cache)
Built-in floating-point unit

Industry-standard MMX instruction support

System Management Mode

Ceramic pin grid array (CPGA) Socket 7 design

Manufactured using 0.35-micron and 0.25-micron, five-layer designs

The K6-2 adds the following:

B Higher clock speeds
B Higher bus speeds of up to 100MHz (Super7 motherboards)

B 3DNow!; 21 new graphics and sound processing instructions

The K6-3 adds the following:
B 256KB of on-die full-core speed L2 cache

The addition of the full-speed L2 cache in the K6-3 was significant. It enables the K6 series to fully
compete with the Intel Pentium II processors and the Celeron processors based on the Pentium II. The
3DNow! capability added in the K6-2/3 was also exploited by newer graphics programs, making these
processors ideal for lower-cost gaming systems.

The AMD-K6 processor architecture is fully x86 binary code compatible, which means it runs all Intel
software, including MMX instructions. To make up for the lower L2 cache performance of the Socket
7 design, AMD beefed up the internal L1 cache to 64KB total, twice the size of the Pentium II or III.
This, plus the dynamic execution capability, enabled the K6 to outperform the Pentium and come
close to the Pentium II and III in performance for a given clock rate. The K6-3 was even better with
the addition of full-core speed L2 cache; however, this processor ran very hot and was discontinued
after a relatively brief period.

Both the AMD-K5 and AMD-K6 processors are Socket 7 bus compatible. However, certain modifica-
tions might be necessary for proper voltage setting and BIOS revisions. To ensure reliable operation of
the AMD-K6 processor, the motherboard must meet specific voltage requirements.

The AMD processors have specific voltage requirements. Most older split-voltage motherboards default
to 2.8V Core/3.3V 1/O, which is below specification for the AMD-K6 and could cause erratic opera-
tion. To work properly, the motherboard must have Socket 7 with a dual-plane voltage regulator sup-
plying 2.9V or 3.2V (233MHz) to the CPU core voltage (Vcc2) and 3.3V for the I/O (Vcc3). The
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voltage regulator must be capable of supplying up to 7.5A (9.5A for the 233MHz) to the processor.
When used with a 200MHz or slower processor, the voltage regulator must maintain the core voltage
within 145 mV of nominal (2.9V+/-145 mV). When used with a 233MHz processor, the voltage regu-
lator must maintain the core voltage within 100 mV of nominal (3.2V+/-100 mV).

If the motherboard has a poorly designed voltage regulator that cannot maintain this performance,
unreliable operation can result. If the CPU voltage exceeds the absolute maximum voltage range, the
processor can be permanently damaged. Also note that the K6 can run hot. Make sure your heatsink
is securely fitted to the processor and that the thermally conductive grease or pad is properly applied.

The motherboard must have an AMD-K6 processor-ready BIOS with support for the K6 built in. Award
has that support in its March 1, 1997 or later BIOS; AMI had K6 support in any of its BIOS with CPU
Module 3.31 or later; and Phoenix supports the K6 in version 4.0, release 6.0, or release 5.1 with build
dates of 4/7/97 or later.

Because these specifications can be fairly complicated, AMD keeps a list of motherboards that have been
verified to work with the AMD-K6 processor on its Web site. All the motherboards on that list have been
tested to work properly with the AMD-K6. So, unless these requirements can be verified elsewhere, it is
recommended that you use only a motherboard from that list with the AMD-K6 processor.

The multiplier, bus speed, and voltage settings for the K6 are shown in Table 3.31. You can identify
which AMD-K6 you have by looking at the markings on this chip, as shown in Figure 3.59.

Table 3.31 AMD-K6 Processor Speeds and Voltages

Clock Bus Core 1/0

Processor Core Speed Multiplier Speed Voltage Voltage
Ké-3 450MHz 4.5x 100MHz 2.4V 3.3V
Ké-3 400MHz 4x 100MHz 2.4V 3.3V
Ké-2 475MHz 5x 95MHz 2.4V 3.3V
Ké-2 450MHz 4.5x 100MHz 2.4V 3.3V
Ké-2 400MHz 4x 100MHz 2.2V 3.3V
Ké-2 380MHz 4x 95MHz 2.2V 3.3V
Ké-2 366MHz 5.5x 66MHz 2.2V 3.3V
Ké-2 350MHz 3.5x 100MHz 2.2V 3.3V
Ké-2 333MHz 3.5x 95MHz 2.2V 3.3V
Ké-2 333MHz 5.0x 66MHz 2.2V 3.3V
Ké-2 300MHz 3x 100MHz 2.2V 3.3V
Ké-2 300MHz 4.5x 66MHz 2.2V 3.3V
Ké-2 266MHz 4x 66MHz 2.2V 3.3V
Ké 300MHz 4.5x 66MHz 2.2V 3.45V
Ké 266MHz 4x 66MHz 2.2V 3.3V
Ké 233MHz 3.5x 66MHz 3.2V 3.3V
Ké 200MHz 3x 66MHz 2.9v 3.3V
Ké 166MHz 2.5x 66MHz 2.9V 3.3V

Older motherboards achieve the 3.5x setting by setting jumpers for 1.5x. The 1.5x setting for older
motherboards equates to a 3.5x setting for the AMD-K6 and newer Intel parts. Getting the 4x and
higher setting requires a motherboard that controls three BF pins, including BF2. Older motherboards
can control only two BF pins. The settings for the multipliers are shown in Table 3.32.
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Figure 3.59 AMD-K6 processor markings.

Table 3.32 AMD-K6 Multiplier Settings

Muiltiplier Muiltiplier

Setting BFO BF1 BF2 Setting BFO BF1 BF2
2.5x Low Low High 4.5x Low Low Low
3x High Low High 5x High Low Low
3.5x High High High 5.5x High High Low
Ax Low High Low

These settings usually are controlled by jumpers on the motherboard. Consult your motherboard docu-
mentation to see where they are and how to set them for the proper multiplier and bus speed settings.

Unlike Cyrix and some of the other Intel competitors, AMD is a manufacturer and a designer.
Therefore, it designs and builds its chips in its own fabs. Similar to Intel, AMD has migrated to 0.25-
micron process technology and beyond (the AMD Athlon XP is built on a 0.13-micron process). The
original K6 has 8.8 million transistors and is built on a 0.35-micron, five-layer process. The die is
12.7mm on each side, or about 162 square mm. The K6-3 uses a 0.25-micron process and incorporates
21.3 million transistors on a die only 10.9mm on each side, or about 118 square mm.

Because of its performance and compatibility with the Socket 7 interface, the K6 series is often looked
at as an excellent processor upgrade for motherboards using older Pentium or Pentium MMX proces-
sors. Although they do work in Socket 7, the AMD-K6 processors have different voltage and bus speed
requirements from the Intel processors. Before attempting any upgrades, you should check the board
documentation or contact the manufacturer to see whether your board meets the necessary require-
ments. In some cases, a BIOS upgrade also is necessary.

AMD Athlon, Duron, and Athlon XP

The Athlon is AMD'’s successor to the K6 series (refer to Figure 3.60). The Athlon is a whole new chip
from the ground up and does not interface via the Socket 7 or Super7 sockets like its previous chips.
In the initial Athlon versions, AMD used a cartridge design, called Slot A, almost exactly like that of
the Intel Pentium II and III. This was due to the fact that the original Athlons used 512KB of external
L2 cache, which was mounted on the processor cartridge board. The external cache ran at one-half
core, two-fifths core, or one-third core depending on which speed processor you had. In June 2000,
AMD introduced a revised version of the Athlon (codenamed Thunderbird) that incorporates 256KB
of L2 cache directly on the processor die. This on-die cache runs at full-core speed and eliminates a
bottleneck in the original Athlon systems. Along with the change to on-die L2 cache, the Athlon was
also introduced in a PGA or chip Socket A version, which replaced the Slot A cartridge version. The
most recent Athlon version, called the Athlon XP, has several enhancements such as 3DNow!
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Professional instructions, which also include the Intel SSE instructions. The latest Athlon XP models
have also returned to the use of 512KB L2 cache, but this time at full processor speed.

Although the Slot A cartridge looks a lot like the Intel Slot 1, and the Socket A looks like Intel’s Socket
370, the pinouts are completely different and the AMD chips do not work in the same motherboards
as the Intel chips. This was by design because AMD was looking for ways to improve its chip architec-
ture and distance itself from Intel. Special blocked pins in either socket or slot design prevent acciden-
tally installing the chip in the wrong orientation or wrong slot. Figure 3.60 shows the Athlon in the
Slot A cartridge. Socket A versions of the Athlon closely resemble the Duron.

Figure 3.60 AMD Athlon processor for Slot A (cartridge form factor).

The Athlon is available in speeds from 550MHz up to 1.4GHz and uses a 200MHz or 266MHz processor
(front-side) bus called the EV6 to connect to the motherboard North Bridge chip as well as other proces-
sors. Licensed from Digital Equipment, the EV6 bus is the same as that used for the Alpha 21264 proces-
sor, now owned by Compagq. The EV6 bus uses a clock speed of 100MHz or 133MHz but double-clocks
the data, transferring data twice per cycle, for a cycling speed of 200MHz or 266MHz. Because the bus is
8 bytes (64 bits) wide, this results in a throughput of 8 bytes times 200MHz/266MHz, which amounts to
1.6GBps or 2.1GBps. This bus is ideal for supporting PC1600 or PC2100 DDR memory, which also runs
at those speeds. The AMD bus design eliminates a potential bottleneck between the chipset and proces-
sor and enables more efficient transfers compared to other processors. The use of the EV6 bus is one of
the primary reasons the Athlon and Duron chips perform so well.

The Athlon has a very large 128KB of L1 cache on the processor die and one-half, two-fifths, or one-
third core speed 512KB L2 cache in the cartridge in the older versions; 256KB of full-core speed cache in
Socket A Athlon and most Athlon XP models; and 512KB of full-core speed cache in the latest Athlon
XP models. All PGA socket A versions have the full-speed cache. The Athlon also has support for MMX
and the Enhanced 3DNow! instructions, which are 45 new instructions designed to support graphics
and sound processing. 3DNow! is very similar to Intel’s SSE in design and intent, but the specific instruc-
tions are different and require software support. The Athlon XP adds the Intel SSE instructions, which it
calls 3DNow! Professional. Fortunately, most companies producing graphics software have decided to
support the 3DNow! instructions along with the Intel SSE instructions, with only a few exceptions.

The initial production of the Athlon used 0.25-micron technology, with newer and faster versions
being made on 0.18-micron and 0.13-micron processes. The latest versions are even built using copper
metal technology, a first in the PC processor business. Eventually all other processors will follow
because copper connects allow for lower power consumption and faster operation.

Table 3.33 shows detailed information on the Slot A version of the Athlon processor.

Table 3.34 shows information on the PGA or Socket A version of the AMD Athlon processor. All
Socket A processors are Model 4.



170

Chapter 3

Microprocessor Types and Specifications

Table 3.33 AMD Athlon Slot A Cartridge Processor Information

Speed Bus Speed
Part Number Model (MHz) (MHz) Multiplier L2 Cache
AMD-K7500MTR51B Model 1 500 100x2 5x 512KB
AMD-K7550MTR51B Model 1 550 100x2 5.5x 512KB
AMD-K7600MTR51B Model 1 600 100x2 6x 512KB
AMD-K7650MTR51B Model 1 650 100x2 6.5x 512KB
AMD-K7700MTR51B Model 1 700 100x2 7x 512KB
AMD-K7550MTR51B Model 2 550 100x2 5.5x 512KB
AMD-K7600MTR51B Model 2 600 100x2 6x 512KB
AMD-K7650MTR51B Model 2 650 100x2 6.5x 512KB
AMD-K7700MTR51B Model 2 700 100x2 7x 512KB
AMD-K7750MTR52B Model 2 750 100x2 7.5x 512KB
AMD-K7800MPR52B Model 2 800 100x2 8x 512KB
AMD-K7850MPR52B Model 2 850 100x2 8.5x 512KB
AMD-K7900MNR53B Model 2 900 100x2 9x 512KB
AMD-K7950MNR53B Model 2 950 100x2 9.5x 512KB
AMD-K7100MNR53B Model 2 1000 100x2 10x 512KB
AMD-A0650MPR24B Model 4 650 100x2 6.5x 256KB
AMD-A0700MPR24B Model 4 700 100x2 7x 256KB
AMD-A0750MPR24B Model 4 750 100x2 7.5x 256KB
AMD-A0800MPR24B Model 4 800 100x2 8x 256KB
AMD-A0850MPR24B Model 4 850 100x2 8.5x 256KB
AMD-A0900MMR24B Model 4 900 100x2 9x 256KB
AMD-A0950MMR24B Model 4 950 100x2 9.5x 256KB
AMD-AT000MMR24B Model 4 1000 100x2 10x 256KB

Table 3.34 AMD Athlon PGA (Socket A) Processor Information

Speed (MHz) Bus Speed (MHz) Multiplier L2 Cache L2 Speed (MHz)
650 200 3.25x 256KB 650
700 200 3.5x 256KB 700
750 200 3.25x 256KB 750
800 200 4x 256KB 800
850 200 4.25x 256KB 850
900 200 4.5x 256KB 900
950 200 4.75x 256KB 950
1000 200 5x 256KB 1000
1000 266 3.75x 256KB 1000
1100 200 5.5x 256KB 1100
1133 266 4.25x 256KB 1133
1200 200 6x 256KB 1200
1200 266 4.5x 256KB 1200
1300 200 6.5x 256KB 1300
1333 266 5x 256KB 1333
1400 266 5.5x 256KB 1400
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L2 Speed Max. Max. Process
(MHz) Voltage Current (A) Power (W) (Microns) Transistors Introduced
250 1.60V 25A 42W 0.25 22M Jun. 1999
275 1.60V 30A 46W 0.25 22M Jun. 1999
300 1.60V 33A 50W 0.25 22M Jun. 1999
325 1.60V 36A 54W 0.25 22M Aug. 1999
350 1.60V 33A 50W 0.25 22M Oct. 1999
275 1.60V 20A 31w 0.18 22M Nov. 1999
300 1.60V 21A 34W 0.18 22M Nov. 1999
325 1.60V 22A 36W 0.18 22M Nov. 1999
350 1.60V 24A 39w 0.18 22M Nov. 1999
300 1.60V 25A 40W 0.18 22M Nov. 1999
320 1.70V 29A 48W 0.18 22M Jan. 2000
340 1.70V 30A 50W 0.18 22M Feb. 2000
300 1.80V 34A 60W 0.18 22M Mar. 2000
317 1.80V 35A 62W 0.18 22M Mar. 2000
333 1.80V 37A 65W 0.18 22M Mar. 2000
650 1.70V 23.8A 36.1W 0.18 37M Jun. 2000
700 1.70V 25.2A 38.3W 0.18 37M Jun. 2000
750 1.70V 26.6A 40.4W 0.18 37M Jun. 2000
800 1.70V 28.0A 42.6W 0.18 37M Jun. 2000
850 1.70V 29.4A 44.8W 0.18 37M Jun. 2000
900 1.75V 31.7A 49.7W 0.18 37M Jun. 2000
950 1.75V 33.2A 52.0W 0.18 37M Jun. 2000
1000 1.75V 34.6A 54.3W 0.18 37M Jun. 2000
Voltage Max. Current (A) Max. Power (W) Process (Microns) Transistors
1.75V 22A 38.5W 0.18 37M
1.75V 23A 40.3W 0.18 37M
1.75V 25A 43.8W 0.18 37M
1.75V 26A 45.5W 0.18 37M
1.75V 27A 47 .3W 0.18 37M
1.75V 29A 50.8W 0.18 37M
1.75V 30A 52.5W 0.18 37M
1.75V 31A 54.3W 0.18 37M
1.75V 31A 54.3W 0.18 37M
1.75V 34A 59.5W 0.18 37M
1.75V 36A 63.0W 0.18 37M
1.75V 38A 66.5W 0.18 37M
1.75V 38A 66.5W 0.18 37M
1.75V 39A 68.3W 0.18 37M
1.75V 40A 70.0W 0.18 37M
1.75V 41A 72.0W 0.18 37M
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In most benchmarks the AMD Athlon compares as equal, if not superior, to the Intel Pentium III.
AMD beat Intel to the 1GHz mark by introducing its 1GHz Athlon two days before Intel introduced
the 1GHz Pentium III.

AMD Duron

The AMD Duron processor (originally code named Spitfire) was announced in June 2000 and is a
derivative of the AMD Athlon processor in the same fashion as the Celeron is a derivative of the
Pentium II and III. Basically, the Duron is an Athlon with less L2 cache; all other capabilities are
essentially the same. It is designed to be a lower-cost version with less cache but only slightly less per-
formance. In keeping with the low-cost theme, Duron contains 64KB on-die L2 cache and is designed
for Socket A, a socket version of the Athlon Slot A (see Figure 3.61). Except for the Duron markings,
the Duron is almost identical externally to the Socket A versions of the original Athlon.

Essentially, the Duron was designed to compete against the Intel Celeron in the low-cost PC market,
just as the Athlon was designed to compete in the higher-end Pentium III market. The Duron has
since been discontinued, but most systems that use the Duron processor can use AMD Athlon or, in
some cases Athlon XP, processors as an upgrade.
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Figure 3.61 AMD Duron processor.

Because the Duron processor is derived from the Athlon core, it includes the Athlon 200MHz front-side
system bus (interface to the chipset) as well as enhanced 3DNow! instructions in Model 3. Model 7 proces-
sors include 3DNow! Professional instructions (which include a full implementation of SSE instructions).

Table 3.35 shows information on the PGA or Socket A version of the AMD Duron processor. Durons
that require 1.6V are Model 3 processors, whereas those that require 1.75V are Model 7 processors.
The Model 7 version was originally code named Morgan.

Table 3.35 AMD Duron Processor Information

Bus L2 Max. Max.
Speed Speed Multi- L2 Speed Current  Power Process
(MHz) (MHz)  plier Cache (MHz) Voltage (A) (W) (Microns)  Transistors
550 200 2.75x 64KB 550 1.6V 15.8A 25.3W 0.18 25M
600 200 3x 64KB 600 1.6V 17.1A 27 AW 0.18 25M
650 200 3.25x 64KB 650 1.6V 18.4A 29.4W 0.18 25M
700 200 3.5x 64KB 700 1.6V 19.6A 31.4W 0.18 25M

750 200 3.75x 64KB 750 1.6V 20.9A 33.4W 0.18 25M
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Table 3.35 Continued

Bus L2 Max. Max.
Speed Speed Multi- L2 Speed Current  Power Process
(MHz) (MHz)  plier Cache (MHz) Voltage (A) (W) (Microns)  Transistors
800 200 4x 64KB 800 1.6V 22.1A 35.4W 0.18 25M
850 200 4.25x 64KB 850 1.6V 23.4A 37.4W 0.18 25M
900 200 4.5x 64KB 900 1.6V 24.7A 39.5W 0.18 25M
900 200 4.5x 64KB 900 1.75V 22.4A 42.7W 0.18 25.2M
950 200 4.75x 64KB 950 1.6V 25.9A 41.5W 0.18 25M
950 200 4.75x 64KB 950 1.75V 23.2A 44.4W 0.18 25.2M
1000 200 5x 64KB 1000 1.75V 24.2A 46.1W 0.18 25.2M
1100 200 5.5x 64KB 1100 1.75V 26.4A 50.3W 0.18 25.2M
1200 200 6x 64KB 1200 1.75V 28.7A 54.7W 0.18 25.2M
1300 200 6.5x 64KB 1300 1.75V 28.7A 60.0W 0.18 25.2M

AMD Athlon XP

As mentioned earlier, the newest version of the Athlon is called the Athlon XP. This is basically an
improved version of the previous Athlon, with improvements in the instruction set so it can execute
Intel SSE instructions and a new marketing scheme that directly competes with the Pentium 4. The
latest Athlon XP models have also adopted a larger (512KB) full-speed on-die cache.

AMD uses the term "QuantiSpeed” (a marketing term, not a technical term) to refer to the architec-
ture of the Athlon XP. AMD defines this as including the following:

B A nine-issue superscalar, fully pipelined microarchitecture. This provides more pathways for instruc-
tions to be sent into the execution sections of the CPU and includes three floating-point execu-
tion units, three integer units, and three address calculation units.

W A superscalar, fully pipelined floating-point calculation unit. This provides faster operations per clock
cycle and cures a long-time deficiency of AMD processors versus Intel processors.

B A hardware data prefetch. This gathers the data needed from system memory and places it in the
processor’s Level 1 cache to save time.

B Improved translation look-aside buffers (TLBs). These enable the storage of data where the proces-
sor can access it more quickly without duplication or stalling for lack of fresh information.

These design improvements wring more work out of each clock cycle, enabling a “slower” Athlon XP
to beat a “faster” Pentium 4 processor in doing actual work (and play).

The first models of the Athlon XP used the Palomino core, which is also shared by the Athlon 4
mobile (laptop) processor. Later models have used the Thoroughbred core, which was later revised to
improve thermal characteristics. The different Thoroughbred cores are sometimes referred to as
Thoroughbred-A and Thoroughbred-B. The latest Athlon XP processors use a new core with 512KB on-
die full-speed L2 cache known as Barton. Additional features include

B 3DNow! Professional multimedia instructions (adding compatibility with the 70 additional SSE
instructions in the Pentium III but not the 144 additional SSE2 instructions in the Pentium 4)

B 266MHz or 333MHz FSB
B 128KB Level 1 and 256KB or 512KB on-die Level 2 memory caches running at full CPU speed

B Copper interconnects (instead of aluminum) for more electrical efficiency and less heat
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Also new to the Athlon XP is the use of a thinner, lighter organic chip packaging compound similar
to that used by recent Intel processors. Figure 3.62 shows the latest Athlon XP processors that use the
Barton core.

Figure 3.62 AMD Athlon XP 0.13-micron processor with 512KB of L2 cache for Socket A (PGA form fac-
tor). Photo courtesy of Advanced Micro Devices, Inc.

This packaging allows for a more efficient layout of electrical components. The latest versions of the
Athlon XP are made using a new 0.13-micron die process that results in a chip with a smaller die that
uses less power, generates less heat, and is capable of running faster as compared to the previous
models. The newest 0.13-micron versions of the Athlon XP run at actual clock speeds exceeding
2GHz. Table 3.36 provides detailed information about the Athlon XP.

Table 3.36 AMD Athlon XP Processor Information

Actual Bus L2 Max. Max.

P- Speed Speed L2 Speed Current Power Process

Rating (MHz) (MHz) Multiplier Cache (MHz) Voltage (A) (W) (microns) Transistors
1500+ 1333 266 5x 256KB 1333 1.75V 34A 60.0W  0.18 37.5
1600+ 1400 266 5.25x 256KB 1400 1.75V 36A 62.8W 0.18 37.5
1700+ 1467 266 5.5x 256KB 1467 1.75V 37A 64.0W 0.18 37.5
1800+ 1533 266 5.75x 256KB 1533 1.75V 38A 66.0W 0.18 37.5
1900+ 1600 266 6x 256KB 1600 1.75V 39A 68.0W  0.18 37.5
2000+' 1667 266 6.25x 256KB 1667 1.75V 40A 700W  0.18 37.5
2100+ 1733 266 6.5x 256KB 1733 1.75V 41A 72.0W 0.18 37.5
1700+ 1467 266 5.5x 256KB 1467 1.5V 33A 49.4W 0.13 37.2
1700+ 1467 266 5.5x 256KB 1467 1.6V 37A 59.8W 0.13 37.2
1800+ 1533 266 5.75x 256KB 1533 1.5V 34A 51.0W 0.13 37.2
1800+ 1533 266 5.75x 256KB 1533 1.6V 37A 59.8W 0.13 37.2
1900+2 1600 266 6x 256KB 1600 1.5V 35A 52.5W  0.13 37.2
2000+2 1667 266 6.25x 256KB 1667 1.6V 38A 60.3W  0.13 37.2
2000+ 1667 266 6.25x 256KB 1667 1.6V 38A 61.3W  0.13 37.2
2100+ 1733 266 6.5x 256KB 1733 1.6V 39A 62.1W 013 37.2
2100+ 1733 266 6.5x 256KB 1733 1.6V 39A 62.1W  0.13 37.2
2200+* 1800 266 6.75x 256KB 1800 1.65V 41A 679W 013 37.2
2200+ 1800 266 6.75x 256KB 1800 1.6V 39A 62.8W  0.13 37.2
2400+ 2000 266 7.5x 256KB 2000 1.65V 41A 68.3W  0.13 37.2

2500+° 1833 333 5.5x 512KB 1833 1.65V 41A 683W  0.13 54.3
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Actual  Bus L2 Max. Max.

P- Speed Speed L2 Speed Current Power Process

Rating (MHz) (MHz) Multiplier Cache (MHz) Voltage (A) (W) (microns) Transistors
2600+ 2133 266 8x 256KB 2133 1.65V 41A 68.3W 0.13 37.2

2600+ 2083 333 6.25x 256KB 2083 1.65V 41A 68.3W 0.13 37.2

2700+ 2167 333 6.5x 256KB 2167 1.65V 41A 68.3W 0.13 37.2

2800+° 2083 333 6.25x 512KB 2083 1.65V 41A 68.3W 0.13 53.3

3000+ 2167 333 6.5x 512KB 2167 1.65V 45A 74.3W 0.13 54.3

1. Model 6 Athlon XP
2. Model 8 Athlon XP CPUID 680
3. Model 8 Athlon XP CPUID 681

Athlon MP

4. Model 8 Athlon XP with 333MHz FSB

5. Model 10 Athlon XP

The Athlon MP is AMD'’s first processor designed for multiprocessor support. Thus, it can be used in
servers and workstations that demand multiprocessor support. The Athlon MP comes in the following
three versions, which are similar to various Athlon and Athlon XP models:

B Model 6 (1GHz, 1.2GHz). This model is similar to the Athlon Model 4.
B Model 6 OPGA (1500+ through 2100+). This model is similar to the Athlon XP Model 6.
B Model 8 (2000+, 2200+, 2400+, 2600+). This model is similar to the Athlon XP Model 8.

B Model 10 (2500+, 2800+, 3000+). This model is similar to the Athlon XP Model 8, but with
512KB of L2 cache.

All Athlon MP processors use the same Socket A interface used by later models of the Athlon and all

Duron and Athlon XP processors.

For more details about the Athlon MP, see the AMD Web site.

Cyrix/IBM 6x86 (M1) and 6x86MX (MiIl)

The Cyrix 6x86 processor family consists of the now-discontinued 6x86 and the newer 6x86MX
processors. They are similar to the AMD-KS and K6 in that they offer sixth-generation internal designs
in a fifth-generation P5 Pentium-compatible Socket 7 exterior.

The Cyrix 6x86 and 6x86MX (renamed MII) processors incorporate two optimized superpipelined
integer units and an on-chip floating-point unit. These processors include the dynamic execution

capability that is the hallmark of a sixth-generation CPU design. This includes branch prediction and
speculative execution.

The 6x86MX/MII processor is compatible with MMX technology to run MMX games and multimedia
software. With its enhanced memory-management unit, a 64KB internal cache, and other advanced
architectural features, the 6x86MX processor achieves higher performance and offers better value than
competitive processors.

Features and benefits of the 6x86 processors include

B Superscalar architecture. Two pipelines to execute multiple instructions in parallel

B Branch prediction. Predicts with high accuracy the next instructions needed
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B Speculative execution. Enables the pipelines to continuously execute instructions following a
branch without stalling the pipelines

W Out-of-order completion. Lets the faster instruction exit the pipeline out of order, saving process-
ing time without disrupting program flow

The 6x86 incorporates two caches: a 16KB dual-ported unified cache and a 256-byte instruction line
cache. The unified cache is supplemented with a small, quarter-K-size, high-speed, fully associative
instruction line cache. The improved 6x86MX design quadruples the internal cache size to 64KB,
which significantly improves performance.

The 6x86MX also includes the 57 MMX instructions that speed up the processing of certain computing-
intensive loops found in multimedia and communication applications.

All 6x86 processors feature support for SMM. This provides an interrupt that can be used for system
power management or software transparent emulation of I/O peripherals. Additionally, the 6x86 sup-
ports a hardware interface that enables the CPU to be placed into a low-power suspend mode.

The 6x86 is compatible with x86 software and all popular x86 operating systems, including Windows
95/98/Me, Windows NT/2000, OS/2, DOS, Solaris, and Unix. Additionally, the 6x86 processor has
been certified Windows 95 compatible by Microsoft.

As with the AMD-K6, there are some unique motherboard and BIOS requirements for the 6x86 proces-
sors. The 6x86 processor has been discontinued since Cyrix was absorbed into VIA, but the 6x86MX
(MII) design is still sold and supported by VIA. Check motherboard compatibility with the 6x86MX or
MII processors before integrating one into an existing Socket 7/Super 7 system. A BIOS update might be
necessary in some cases. When installing or configuring a system with the 6x86 processors, you have to
set the correct motherboard bus speed and multiplier settings. The Cyrix processors are numbered based
on a P-Rating scale, which is not the same as the true megahertz clock speed of the processor.

See the section “Cyrix Processor Speeds,” earlier in this chapter, for the correct and true speed settings
for the Cyrix 6x86 processors.

Note that because of the use of the P-Rating system, the actual speed of the chip is not the same number
at which it is advertised. For example, the 6x86MX-PR300 is not a 300MHz chip; it actually runs at only
263MHz or 266MHz, depending on exactly how the motherboard bus speed and CPU clock multipliers
are set. Cyrix says it runs as fast as a 300MHz Pentium, hence the P-Rating. Personally, I wish it would
label the chip at the correct speed and then say that it runs faster than a Pentium at the same speed.

To install the 6x86 processors in a motherboard, you also must set the correct voltage. Normally, the
markings on top of the chip indicate which voltage setting is appropriate. Various versions of the
6x86 run at 3.52V (use VRE setting), 3.3V (VR setting), or 2.8V (MMX) settings. The MMX versions
use the standard split-plane 2.8V core 3.3V I/O settings.

The Cyrix MII is now sold by VIA Technologies.

VIA C3

The VIA C3 was originally known as the VIA Cyrix III and was designed to fit into the same Socket
370 used by the Pentium III and Celeron III. The initial versions of the C3, code named Joshua and
Samuel, had 128KB L1 cache but didn’t contain any L2 cache. As a consequence, they had much
lower performance than similar S00MHz-class processors. The original Cyrix III/C3, code named
Joshua, was developed by former Cyrix engineers after VIA bought Cyrix in late 1998, but the Samuel
and subsequent versions are based on the Centaur Winchip (VIA purchased Centaur in 1999). The
Samuel was built with a .18-micron process, whereas the Samuel 2 is a development of the Samuel
with 64KB of L2 cache on board and is built on a .15-micron process. The Ezra core was the first
.13-micron process C3 processor, but it, like previous C3 processors, was not compatible with Tualatin
(late Pentium III-compatible) motherboards. The Ezra-T core was the first C3 to reach 1GHz and the
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first to support Tualatin motherboards. The latest C3 uses the Nehemiah core and features clock
speeds over 1GHz and built-in encryption. C3 models feature 100MHz FSB (750MHz and 900MHz
models) or 133MHz ESP (733MHz, 800MHz, 866MHz, 933MHz, and higher).

The C3 is fully software compatible with other x86 processors, including Pentium III and Celeron, but
its microarchitecture is designed to enhance the performance of most frequently used instructions
while reducing the performance of seldom-used instructions. This design feature significantly reduces
the die size needed for C3 processors, but it also reduces performance in multimedia and graphics
operations. By reducing the die size, the C3 in its Nehemiah version offers typical power consumption
of only 11.25 watts, making it the coolest running processor available for Socket 370 applications.

Because of its low power consumption, cool operation, and relatively low performance compared to
the Intel Celeron, the C3 processor should be considered primarily for computing appliances, set-top
boxes, and portable computers in which small size and low power/cooling requirements (rather than
performance) are paramount.

The C3 is also available in an enhanced ball grid array (EBGA) package called the E-series. E-series C3
processors are used for permanent installation on motherboards such as the Mini-ITX ultra-compact
form factor designs also produced by VIA.

For more details about various versions of the C3, refer to Table 3.2 or the VIA Technologies Web site.

Intel Pentium 4 (Seventh-Generation) Processors

The Pentium 4 was introduced in November 2000 and represents a new generation in processors (see
Figure 3.63). If this one had a number instead of a name, it might be called the 786 because it represents
a generation beyond the previous 686 class processors. The processor die is shown in Figure 3.64.

Figure 3.63 Pentium 4 FC-PGA2 processor.
The main technical details for the Pentium 4 include

B Speeds range from 1.3GHz to 3.2GHz and beyond.
42 million transistors, 0.18-micron process, 217 sq. mm die (Willamette).
55 million transistors, 0.13-micron process, 131 sq. mm die (Northwood).
Software compatible with previous Intel 32-bit processors.
Processor (front-side) bus runs at 400MHz, 533MHz, or SOOMHz.

Arithmetic logic units (ALUs) run at twice the processor core frequency.

Hyper-pipelined (20-stage) technology.
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Very deep out-of-order instruction execution.

Enhanced branch prediction.

20KB L1 cache (12KB L1 execution trace cache plus 8KB L1 data cache).

256KB or 512KB of on-die, full-core speed 128-bit L2 cache with eight-way associativity.
L2 cache can handle up to 4GB RAM and supports ECC.

SSE2—144 new SSE2 instructions for graphics and sound processing.

Enhanced floating-point unit.

Multiple low-power states.
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Figure 3.64 Pentium 4 Northwood die (0.13-micron process, 55 million transistors, 131 sq. mm).
Photograph used by permission of Intel Corporation.

Intel has abandoned Roman numerals for a standard Arabic numeral 4 designation. Internally, the
Pentium 4 introduces a new architecture Intel calls NetBurst microarchitecture, which is a marketing
term and not a technical term. Intel uses NetBurst to describe hyper-pipelined technology, a rapid execu-
tion engine, a high-speed (400MHz, 533MHz, or 800MHz) system bus, and an execution trace cache.
The hyper-pipelined technology doubles the instruction pipeline depth as compared to the Pentium III,
meaning more and smaller steps are required to execute instructions. Even though this might seem less
efficient, it enables much higher clock speeds to be more easily attained. The rapid execution engine
enables the two integer arithmetic logic units (ALUs) to run at twice the processor core frequency, which
means instructions can execute in half a clock cycle. The 400MHz/533MHz/800MHz system bus is a
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quad-pumped bus running off a 100MHz/133MHz/200MHz system clock transferring data four times per
clock cycle. The execution trace cache is a high-performance Level 1 cache that stores approximately 12k
decoded micro-operations. This removes the instruction decoder from the main execution pipeline,
increasing performance.

Of these, the high-speed processor bus is most notable. Technically speaking, the processor bus is a
100MHz, 133MHz, or 200MHz quad-pumped bus that transfers four times per cycle (4x), for a
400MHz, 533MHz, or 800MHz effective rate. Because the bus is 64 bits (8 bytes) wide, this results in a
throughput rate of 3200MBps, 4266MBps, or 6400MBps.

Table 3.37 shows how this transfer rate compares to dual-channel RDRAM and DDR SDRAM.

Table 3.37 Pentium 4 Processor Bus and RDRAM Speed Comparison

Pentium 4 Throughput Dual-channel Dual-channel
Processor (Processor RIMM DDR DIMM
Bus Speed Busx8) Throughput Throughput
400MHz 3200MBps 3200MBps 3200MBps
533MHz 4266MBps 4266MBps 4266MBps
800MHz 6400MBps 6400MBps 6400MBps

As you can see from Table 3.37, the throughput of the Pentium 4’s processor bus is an exact match for the
most common types of RDRAM and DDR SDRAM memory. The use of dual-channel memory means that
modules must be added in matched pairs. Dual banks of PC1600, PC2100, or PC3200 DDR SDRAM are
less expensive than equivelant RDRAM solutions, which is why virtually all newer chipsets—including
the 865 (Springdale) and 875 (Canterwood)—support DDR SDRAM only for the Pentium 4.

In the new 20-stage pipelined internal architecture, individual instructions are broken down into
many more sub-stages, making this almost like a RISC processor. Unfortunately, this can add to the
number of cycles taken to execute instructions if they are not optimized for this processor. Early
benchmarks running existing software showed that existing Pentium III or AMD Athlon processors
could easily keep pace with or even exceed the Pentium 4 in specific tasks; however, this is changing
now that applications are being recompiled to work smoothly with the Pentium 4’s deep pipelined
architecture.

The Pentium 4 initially used Socket 423, which has 423 pins in a 39x39 SPGA arrangement. Later ver-
sions used Socket 478, which has additional pins for future and faster variations of the chip. The
Celeron was never designed to work in Socket 423, but Celeron versions are available for Socket 478,
allowing you to purchase a low-cost Socket 478-based system. Voltage selection is made via an auto-
matic voltage regulator module installed on the motherboard and wired to the socket.

Memory Requirements
Pentium 4-based motherboards use either RDRAM or DDR SDRAM memory, depending on the
chipset. The RDRAM boards use the same Rambus RDRAM RIMM modules introduced for use with
some of the chipsets used in Pentium III motherboards; however, the dual RDRAM channels the
Pentium 4 uses require you to install pairs of identical modules (called RIMMs). Pentium 4 mother-
boards that use RDRAM accept either one or two pairs of RIMMs. Both pairs of memory must be the
same speed, but need not be the same size.

Whereas most initial Pentium 4 motherboard chipsets supported only RDRAM memory, most newer
chipsets are available that support more standard memory, such as SDRAM or DDR SDRAM. Since
Intel’s contract with RAMBUS expired in 2001, DDR SDRAM has become Intel’s preferred memory
type for mainstream systems.
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Power Supply Issues

The Pentium 4 requires a lot of electrical power, and because of this, most Pentium 4 motherboards
use a new design voltage regulator module that is powered from 12V instead of 3.3V or 5V, as with
previous designs. By using the 12V power, more 3.3V and SV power is available to run the rest of the
system, and the overall current draw is greatly reduced with the higher voltage as a source. PC power
supplies generate a more than adequate supply of 12V power, but the ATX motherboard and power
supply design originally allotted only one pin for 12V power (each pin is rated for only 6 amps), so
additional 12V lines were necessary to carry this power to the motherboard.

The fix appears in the form of a third power connector, called the ATX12V connector. This new
connector is used in addition to the standard 20-pin ATX power supply connector and 6-pin auxil-
iary (3.3/5V) connector. Fortunately, the power supply itself won’t need a redesign; there is more

Table 3.38 Pentium 4 Processor Information

Boxed OEM

Speed CPU CPU L2
(GHz) S-spec S-spec Stepping CPUID Cache
1.30 SL4QD SL4SF B2 OF07h 256K
1.30 SL4SF SL4SF B2 OF07h 256K
1.30 SL5GC SLSFW C1 OFOAh 256K
1.40 SL4SC SL4SG B2 OF07h 256K
1.40 SL4SG SL4SG B2 OF07h 256K
1.40 SL4X2 SLAWS Cl1 OFOAh 256K
1.40 SL5N7 SL59U Cl1 OFOAh 256K
1.40 SL59U SL5%U Cl1 OFOAh 256K
1.40 SL5UE SL5TG DO OF12h 256K
1.40 SL5TG SL5TG DO OF12h 256K
1.50 SL4TY SL4SH B2 OF07h 256K
1.50 SL4SH SL4SH B2 OF07h 256K
1.50 SL4X3 SLAWT Cl1 OFOAh 256K
1.50 SLAWT SLAWT Cl1 OFOAh 256K
1.50 SL5TN SL5SX DO OF12h 256K
1.50 SL5N8 SL59V Cl1 OFOAh 256K
1.50 SL5UF SL5T) DO OF12h 256K
1.50 SL5T) SL5T) DO OF12h 256K
1.50 SL62Y SL62Y DO OF12h 256K
1.60 SL4X4 SL4WU Cl1 OFOAh 256K
1.60 SL5UL SL5VL DO OF12h 256K
1.60 SL5VL SL5VL DO OF12h 256K
1.60 SLSUW SL5US Cl1 OFOAh 256K
1.60 SL5UJ SL5VH DO OF12h 256K
1.60 SL5VH SL5VH DO OF12h 256K
1.60 SL6BC = EO OF13h 256K
1.60 SL679 SL679 EO OF13h 256K
1.60A SL668 SL62S BO OF24h 512K

1.70 SL57V SL57W Cl1 OFOAh 256K
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than enough 12V power available from the drive connectors. To utilize this, companies such as PC
Power and Cooling sell an inexpensive ($8) adapter that converts a standard Molex-type drive
power connector to the ATX12V connector. Typically, a 300-watt (the minimum recommended) or
larger power supply has more than adequate levels of 12V power for both the drives and the
ATX12V connector.

If your power supply is less than the 300-watt minimum recommended, you need to purchase a
replacement; some vendors now sell an off-the-shelf ATX12V ready model or one that uses the
adapter mentioned previously.

The various Pentium 4 versions, including thermal and power specifications, are shown in
Table 3.38.

Max. Typical Bus

Temp. Power Socket Speed Process

(C) (Watts) Type (MHz) (Microns) Transistors
69 48.9 423 400 0.18 42M
69 48.9 423 400 0.18 42M
70 51.6 423 400 0.18 42M
70 51.8 423 400 0.18 42M
70 51.8 423 400 0.18 42M
72 54.7 423 400 0.18 42M
72 55.3 478 400 0.18 42M
72 55.3 478 400 0.18 42M
72 55.3 478 400 0.18 42M
72 55.3 478 400 0.18 42M
72 54.7 423 400 0.18 42M
72 54.7 423 400 0.18 42M
73 57.8 423 400 0.18 42M
73 57.8 423 400 0.18 42M
73 57.8 423 400 0.18 42M
73 57.9 478 400 0.18 42M
73 57.9 478 400 0.18 42M
73 57.9 478 400 0.18 42M
71 62.9 478 400 0.18 42M
75 61.0 423 400 0.18 42M
75 61.0 423 400 0.18 42M
75 61.0 423 400 0.18 42M
75 60.8 478 400 0.18 42M
75 60.8 478 400 0.18 42M
75 60.8 478 400 0.18 42M
75 60.8 478 400 0.18 42M
75 60.8 478 400 0.18 42M
66 38.0 478 400 0.13 55M

76 64.0 423 400 0.18 42M
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Table 3.38 Continued

Boxed OEM

Speed CPU CPU L2
(GHz) S-spec S-spec Stepping CPUID Cache
1.70 SL57W SL57W Cl OFOAh 256K
1.70 SL5TP SL5SY DO OF12h 256K
1.70 SL5N9 SL59X Cl OFOAh 256K
1.70 SL5UG SL5TK DO OF12h 256K
1.70 SL5TK SL5TK DO OF12h 256K
1.70 SL627 SL627Z DO OF12h 256K
1.70 SL6BD SL67A EO OF13h 256K
1.80 SL4X5 SLAWV Cl OFOAh 256K
1.80 SL5SUM SL5VM DO OF12h 256K
1.80 SL5VM SL5VM DO OF12h 256K
1.80 SL5UV SL5UT Cl1 OFOAh 256K
1.80 SL5UK SL5VJ DO OF12h 256K
1.80 SL5VJ SL5V) DO OF12h 256K
1.80 SL6BE SL67B EO OF13h 256K
1.80A SL63X SL62P BO OF24h 512K
1.80A SL62P SL62P BO OF24h 512K
1.80A SL6LA SL6LA Cl OF27h 512K
1.80A SL6E6 SL6Sé Cl OF27h 512K
1.80A SL68Q SL66Q BO OF24h 512K
1.80A — SL62R BO OF24h 512K
1.90 SLSWH SL5VN DO OF12h 256K
1.90 SL5VN SL5VN DO OF12h 256K
1.90 SLSWG SL5VK DO OF12h 256K
1.90 SL5VK SL5VK DO OF12h 256K
1.90 SL6BF SL67C EO OF13h 256K
2.00 SL5TQ SL5SZ DO OF12h 256K
2.00 SL5UH SL5TL DO OF12h 256K
2.00 SL5TL SL5TL DO OF12h 256K
2.00A SL5ZT SL5YR BO OF24h 512K
2.00A SL5YR SL5YR BO OF24h 512K
2.00A SL6GQ SL6GQ Cl OF27h 512K
2.00A — SL6S7 Cl OF27h 512K
2.00A SL68R SL66R BO OF24h 512K
2.00A — SL62Q BO OF24h 512K
2.00A = SL6E7 Cl1 OF27h 512K
2.20 SL5ZU SL5YS BO OF24h 512K
2.20 SL5YS SL5YS BO OF24h 512K
2.20 SL6GR SL6GR Cl OF27h 512K
2.20 SL6E8 SL6S8 Cl OF27h 512K
2.20 SL68S SL66S BO OF24h 512K
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Max. Typical Bus

Temp. Power Socket Speed Process

(C) (Watts) Type (MHz) (Microns) Transistors
76 64.0 423 400 0.18 42M
76 64.0 423 400 0.18 42M
76 63.5 478 400 0.18 42M
76 63.5 478 400 0.18 42M
76 63.5 478 400 0.18 42M
73 67.7 478 400 0.18 42M
75 63.5 478 400 0.18 42M
78 66.7 423 400 0.18 42M
78 66.7 423 400 0.18 42M
78 66.7 423 400 0.18 42M
77 66.1 478 400 0.18 42M
77 66.1 478 400 0.18 42M
77 66.1 478 400 0.18 42M
77 66.1 478 400 0.18 42M
67 49.6 478 400 0.13 55M
67 49.6 478 400 0.13 55M
* * 478 400 0.13 55M
* * 478 400 0.13 55M
67 49.6 478 400 0.13 55M
68 41.6 478 400 0.13 55M
73 69.2 423 400 0.18 42M
73 69.2 423 400 0.18 42M
75 72.8 478 400 0.18 42M
75 72.8 478 400 0.18 42M
77 72.8 478 400 0.18 42M
74 71.8 423 400 0.18 42M
76 75.3 478 400 0.18 42M
76 75.3 478 400 0.18 42M
68 52.4 478 400 0.13 55M
68 52.4 478 400 0.13 55M
69 54.3 478 400 0.13 55M
69 54.3 478 400 0.13 55M
68 52.4 478 400 0.13 55M
68 52.4 478 400 0.13 55M
69 54.3 478 400 0.13 55M
69 55.1 478 400 0.13 55M
69 55.1 478 400 0.13 55M
70 57.1 478 400 0.13 55M
70 57.1 478 400 0.13 55M

70 56.0 478 533 0.13 55M
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Table 3.38 Continued

Boxed OEM

Speed CPU CPU L2
(GHz) S-spec S-spec Stepping CPUID Cache
2.26 SL683 SL67Y BO OF24h 512K
2.26 SL67Y SL67Y BO OF24h 512K
2.26 SL6EE SL6RY Cl OF27h 512K
2.26 SLOET SL6D6 BO OF24h 512K
2.26 SL6DU SL6DU Cl1 OF27h 512K
2.40 SL67R SL65R BO OF24h 512K
2.40 SL65R SL65R BO OF24h 512K
2.40 SL6E? SL6S9 C1 OF27h 512K
2.40 SL6GS SL6GS Cl1 OF27h 512K
2.40 SL68T SL66T BO OF24h 512K
2.40B SL684 = BO OF24h 512K
2.40B SL677 SL67Z BO OF24h 512K
2.40B SL6EU = BO OF24h 512K
2.40B SL&EF SL6RZ Cl1 OF27h 512K
2.40B SL6DV SL6DV BO OF24h 512K
2.40B SL6D7 SL6D7 BO OF24h 512K
2.50 SLGEB SL6SA Cl1 OF27h 512K
2.50 SL6GT SL6GT C1 OF27h 512K
2.53 SL685 = BO OF24h 512K
2.53 SL682 SL682 BO OF24h 512K
2.53 SL6EV = BO OF24h 512K
2.53 SLEG SL6S2 C1 OF27h 512K
2.53 SL6DW SL6DW Cl1 OF27h 512K
2.53 SL6D8 SL6D8 BO OF24h 512K
2.60 SL6HB SL6SB Cl1 OF27h 512K
2.60 SL6GU SL6GU Cl1 OF27h 512K
2.66 SL6SK = Cl1 OF27h 512K
2.66 SL6S3 SL6S3 C1 OF27h 512K
2.66 SL6EH = Cl1 OF27h 512K
2.66 SL6DX SL6DX C1 OF27h 512K
2.80 SL6SL = Cl1 OF27h 512K
2.80 SL6S4 SL6S4 C1 OF27h 512K
2.80 SL6Ké = Cl1 OF27h 512K
2.80 SL6HL SL6HL C1 OF27h 512K
3.00 SL6WU SL6WU D1 OF2%h 512K
3.00 SL6WK — D1 OF2%h 512K
3.06 SL6SM = Cl1 OF27h 512K
3.06 SL6S5 SL6S5 Cl1 OF27h 512K
3.06 SL6K7 = Cl OF27h 512K
3.06 SL6JJ SL8JJ C1 OF27h 512K

*Processor supports multiple core voltages, so these values vary.
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Max. Typical Bus

Temp. Power Socket Speed Process

(C) (Watts) Type (MHz) (Microns) Transistors
70 56.0 478 533 0.13 55M
70 56.0 478 533 0.13 55M
70 58.0 478 533 0.13 55M
70 56.0 478 533 0.13 55M
70 58.0 478 533 0.13 55M
70 57.8 478 400 0.13 55M
70 57.8 478 400 0.13 55M
71 59.8 478 400 0.13 55M
71 59.8 478 400 0.13 55M
70 57.8 478 400 0.13 55M
70 57.8 478 533 0.13 55M
70 57.8 478 533 0.13 55M
70 57.8 478 533 0.13 55M
71 59.8 478 533 0.13 55M
70 57.8 478 533 0.13 55M
70 57.8 478 533 0.13 55M
72 61.0 478 400 0.13 55M
72 61.0 478 400 0.13 55M
71 59.3 478 533 0.13 55M
71 59.3 478 533 0.13 55M
71 59.3 478 533 0.13 55M
72 61.5 478 533 0.13 55M
72 61.5 478 533 0.13 55M
71 59.3 478 533 0.13 55M
72 62.6 478 400 0.13 55M
72 62.6 478 400 0.13 55M
74 66.1 478 533 0.13 55M
74 66.1 478 533 0.13 55M
74 66.1 478 533 0.13 55M
74 66.1 478 533 0.13 55M
75 68.4 478 533 0.13 55M
75 68.4 478 533 0.13 55M
73 68.4 478 533 0.13 55M
73 68.4 478 533 0.13 55M
69 81.8 478 800 0.13 55M
69 81.8 478 800 0.13 55M
69 81.8 478 533 0.13 55M
69 81.8 478 533 0.13 55M
69 81.8 478 533 0.13 55M

69 81.8 478 533 0.13 55M
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Cooling a high-wattage unit such as the Pentium 4 requires a large active heatsink. These heavy (some-
times more than 1 1b.) heatsinks can damage a CPU or destroy a motherboard when subjected to vibra-
tion or shock, especially during shipping. To prevent this, Intel’s specifications for Socket 423 added four
standoffs to the ATX chassis design flanking the Socket 423 to support the heatsink retention brackets.
These standoffs enabled the chassis to support the weight of the heatsink instead of depending on the
motherboard, as with older designs. Vendors also used other means to reinforce the CPU location with-
out requiring a direct chassis attachment. For example, Asus’ P4T motherboard was supplied with a
metal reinforcing plate to enable off-the-shelf ATX cases to work with the motherboard.

Socket 478 systems do not require any special standoffs or reinforcement plates; instead they use a
unique scheme in which the CPU heatsink attaches directly to the motherboard rather than to the
CPU socket or chassis. Motherboards with Socket 478 can be installed into any ATX chassis—no spe-
cial standoffs are required.

Socket 423 and 478 versions of the Pentium 4 use special heatsinks that, as noted previously, have differ-
ent designs. If you purchase the shrink-wrapped or “boxed” processor, such as the one shown in Figure
3.65, you get an Intel-specified high-quality heatsink in the box with the process. In addition, you get a
3-year warranty with Intel, making the boxed version ideal for upgraders and system builders.

5 - 4
Pentium
processor .

The Center of Your Digital

Intel Thermal

Solution

512KBL2
Advanced
Transfer Cache

This proiuctis
ntended to be.

Figure 3.65 Boxed (retail shrink-wrapped) Intel Pentium 4 processor.

Because of the included heatsink and warranty, I highly recommend purchasing only boxed proces-
sors instead raw OEM processors for upgrades or building a new system.

Eighth-Generation (64-Bit Register) Processors

As of 2001, it had been about 15 years since PCs had begun to support 32-bit processors (all proces-
sors from the 80386 up through the Intel Pentium 4 and AMD Athlon XP). However, in 2001, Intel
introduced the first 64-bit processor for servers—the Itanium—followed in 2002 by the improved
Itanium 2. In 2003, AMD introduced the first 64-bit processor for desktop computers—the Athlon
64—followed by its first 64-bit server processor, the Opteron. The following sections discuss the major
features of these processors and the different approaches taken by Intel and AMD to bring 64-bit com-
puting to the PC server and desktop.
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Intel ltanium and Itanium 2
Introduced on May 29, 2001, the Itanium was the first processor in Intel’s [A-64 (Intel Architecture
64-bit) product family, and it incorporated innovative performance-enhancing architecture tech-
niques, such as prediction and speculation. It and its newer sibling, the Itanium 2 (introduced in June
2002), are the highest-end processors from Intel and are designed mainly for the server market.

If Intel was still using numbers to designate its processors, the Itanium family might be called the 886
because the Itanium and Itanium 2 are the eighth-generation processors in the Intel family, and they
represent the most significant processor architecture advancement since the 386.

ltanium and Itanium 2 Specifications

Intel’s IA-64 product family is designed to expand the capabilities of the Intel architecture to address
the high-performance server and workstation market segments.

As with previous new processor introductions, the Itanium and Itanium 2 are not designed to replace
the Pentium 4 or III, at least not at first. They feature an all-new design that is initially expensive and
is found only in the highest-end systems such as file servers or workstations.

The Itanium’s technical details are listed in Table 3.39.

Table 3.39 Intel ltanium and ltanium 2 Technical Details

L3 Memory
Processor L1/L2 Cache FSB Bus Number of
Processor Speed Cache Size Speed  Width Bandwidth  Transistors
[tanium 733MHz; 32KB L1';  2MB?or 266MHZ  64-bit* 2.1GBps CPU core:
800MHz 96KB L2 4MB? 25 million;
L3 cache:
Up to
300 million
[tanium 2 900MHz; 32KB L17; 3MB? 400MHz  128-bit* 6.4GBps 221 million®

1GHz 256KB L2

1. Segmented cache (16KB instruction/16KB data)
2. On-cartridge, full-speed unified 128-bit wide

3. On-die, full-speed unified 128-bit wide

4. Plus 8 bits for ECC

5. Includes on-die L3 cache transistors

As noted in Table 3.39, the Itanium and Itanium 2 are the first Intel processors with three levels of
integrated cache. Even though a few previous system designs featured L3 cache, the L3 cache was
located on the motherboard and was therefore much slower. By building L3 cache in to the cartridge
(Itanium) or on the processor die (Itanium 2), all three cache levels run at the full processor speed.

The following features apply to both Itanium and Itanium 2 processors:

B 16TB (terabytes) physical memory addressing (44-bit address bus).
W Full 32-bit instruction compatibility in hardware.

B EPIC (explicitly parallel instruction computing) technology, which enables up to 20 operations
per cycle.

B Two integer and two memory units that can execute four instructions per clock.

B Two FMAC (floating-point multiply accumulate) units with 82-bit operands.
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B Fach FMAC unit is capable of executing two floating-point operations per clock.
B Two additional MMX units are capable of executing two single-precision FP operations each.
B A total of eight single-precision FP operations can be executed every cycle.

B 128 integer registers, 128 floating-point registers, 8 branch registers, 64 predicate registers.

Intel and Hewlett-Packard began jointly working on the Itanium processor in 1994. In October 1997,
more than three years after they first disclosed their plan to work together on a new microprocessor
architecture, Intel and HP officially announced some of the new processor’s technical details.

Itanium is the first microprocessor based on the Intel architecture-64 (IA-64) specification, which is
also supported by Itanium 2. IA-64 is a completely different processor design that uses Very Long
Instruction Words (VLIW), instruction prediction, branch elimination, speculative loading, and other
advanced processes for enhancing parallelism from program code. The Itanium series features ele-
ments of both CISC and RISC design.

The Itanium series incorporates a new architecture Intel calls explicitly parallel instruction computing
(EPIC), which enables the processor to execute parallel instructions—several instructions at the same
time. In the Itanium and Itanium 2, three instructions can be encoded in one 128-bit word, so that
each instruction has a few more bits than today’s 32-bit instructions. The extra bits let the chip
address more registers and tell the processor which instructions to execute in parallel. This approach
simplifies the design of processors with many parallel-execution units and should let them run at
higher clock rates. In other words, besides being capable of executing several instructions in parallel
within the chip, the Itanium can be linked to other Itanium chips in a parallel processing environ-
ment. The Itanium 2 also supports parallel processing.

Besides having new features and running a completely new 64-bit instruction set, [tanium and
Itanium 2 feature full backward compatibility with the current 32-bit Intel x86 software. In this way,
they support 64-bit instructions while retaining full compatibility with today’s 32-bit applications.
Full backward-compatibility means it will run all existing applications as well as any new 64-bit appli-
cations. Unfortunately, because this is not the native mode for the processor, performance is not as
good when executing 32-bit instructions as it is in the Pentium 4 and earlier chips.

To use the IA-64 instructions, programs must be recompiled for the new instruction set. This is similar
to what happened in 1985, when Intel introduced the 386, the first 32-bit PC processor. The 386 gave
us a platform for an advanced 32-bit operating system that tapped this new power. To ensure immedi-
ate acceptance, the 386 and future 32-bit processors still ran 16-bit code. To take advantage of the 32-
bit capability first found in the 386, new software would have to be written. Unfortunately, software
evolves much more slowly than hardware. It took Microsoft a full 10 years after the 386 debuted to
release Windows 95, the first mainstream 32-bit operating system for Intel processors.

That won't happen with the Itanium and Itanium 2, which already have support from four operating
systems, including Microsoft Windows (XP 64-bit Edition and 64-bit Windows Advanced Server
Limited Edition 2002), Linux (from four distributor companies: Red Hat, SuSE, Caldera, and Turbo
Linux), and two Unix versions (Hewlett-Packard’s HP-UX and IBM’s AIX).

Despite the immediate OS support, it will likely take several years before the mainstream software
market shifts to 64-bit operating systems and software. The installed base of 32-bit processors is sim-
ply too great. The backward-compatible 32-bit mode of the [tanium family enables them to run 32-bit
software because 32-bit instructions are handled directly in the hardware rather than through soft-
ware emulation. Still, this does not perform as well as a native 32-bit chip.

Itanium and Itanium 2 initially have been based on 0.18-micron technology; however, later versions
will move to 0.13-micron, allowing for higher speeds and larger caches.
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Itaniums come in a new package called the pin array cartridge (PAC). This cartridge includes L3 cache
and plugs into a PAC418 (418-pin) socket on the motherboard and not a slot. The package is about
the size of a standard index card, weighs about 60z. (170g), and has an alloy metal on its base to dissi-
pate the heat (see Figure 3.66). Itanium has clips on its sides, enabling four of them to be hung from a
motherboard, both below and above.

Itanium Cartridge Features

New heat
management

Static
cache
RAM
Separate \
signal and
power Core speed

cache bus

Figure 3.66 The Itanium’s pin array cartridge.

Itanium 2 was codenamed McKinley and officially introduced in June 2002. Because Itanium 2 has a significantly
higher CPU bus bandwidth (6.4GBps), a higher clock speed, and an integrated on-die L3 cache that is twice as
wide (128 bits) as the original Itanium, the Itanium 2 is about twice as fast in overall processing. The Itanium 2
integrates all three levels of cache inside the processor die, so a cartridge is unnecessary (see Figure 3.67). The
Itanium and Itanium 2 are not interchangeable and are supported by different Intel chipsets.

Figure 3.67 The Itanium 2 is a more compact design than the original Itanium. Photograph used by per-
mission of Intel Corporation.

Following McKinley will be Madison, a version of the Itanium 2 based on 0.13-micron technology.
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AMD Athlon 64

The AMD Athlon 64, introduced in the second half of 2003, is the first 64-bit processor for desktop
computers. Originally code named ClawHammer, the Athlon 64 is the desktop element of AMD’s two-
part 64-bit processor family, which also includes the Opteron (code named SledgeHammer) server
processor.

The major features of the Athlon 64 design include

B Single-channel 72-bit (64-bit plus ECC support) PC2700 (DDR 333) memory interface integrated
into the processor (instead of the North Bridge or MCP, as in other recent chipsets)

128KB L1 cache

256KB or 1MB L2 cache

Actual clock speeds of 1.6GHz-2GHz initially

New x86-64 architecture (extends 32-bit x86 architecture)

6.4GBps Hypertransport link to chipset
B Addressable memory size that exceeds the 4GB limit imposed by 32-bit processors

Although AMD has been criticized by many, including me, for its confusing performance-rating
processor names in the Athlon XP series, AMD also uses this naming scheme with the Athlon 64. As I
suggest with the Athlon XP, you should look at the actual performance of the processor with the
applications you use most to determine whether the Athlon 64 is right for you and which model is
best suited to your needs. The integrated memory bus in the Athlon 64 means that the Athlon 64
connects to memory more directly than any 32-bit chip and makes North Bridge design simpler. AMD
offers its own chipsets for the Athlon 64, but most Athlon 64 motherboards and systems use third-
party chipsets from the same vendors that now produce Athlon XP chipsets. See Chapter 4 for details.

The Athlon 64 introduces a new processor socket to PCs: Socket 754. Socket 754, which at 754 pins is
the largest socket ever developed for an x86 processor, looks similar to the newer Pentium 4 Socket
478 and Xeon Socket 603 and uses the same type of mPGA connectors to improve performance and
reliability. To improve cooling, often a problem with the faster Athlon XP processors, the Athlon 64
has a 20% larger die surface. As with the Pentium 4 processor, motherboards for the Athlon 64 also
require the ATX12V connector to provide adequate 12V power.

The initial version of the Athlon 64 is built on a .13-micron process. The second version—code
named San Diego (desktop version) and Odessa (portable version)—is due in late 2003 and will be
AMD’s first processor to use the .09-micron process.

AMD Opteron

The AMD Opteron is the workstation and server counterpart to the AMD Athlon 64, supporting the
same x86-64 architecture as the Athlon 64. The Opteron was introduced in the spring of 2003.

The following are the major features of the Opteron:
W 128KB L1 cache

1MB L2 cache

Initial clock speeds of 1.8GHz-2GHz

Three 6.4MBps Hypertransport links to chipset

940-pin socket

Integrated memory controller
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M 128-bit plus ECC dual-channel memory bus
B Maximum addressable memory of 1 terabyte (40-bit physical) and 256 terabytes (48-bit virtual)
B x86-64 architecture

Unlike the Itanium series, which has been supported primarily by Intel chipsets, the Opteron has
broad third-party chipset support from companies such as VIA, SiS, ALi, NVIDIA, and ATI (just like
the Athlon 64 does).

AMD’s x86-64 Architecture

Although the Athlon 64, similar to the Intel Itanium and Itanium 2, is a 64-bit processor, it takes a
completely different approach from what Intel does to 64-bit operations. As you saw in the previous
section, the Itanium/Itanium 2 processors support a new architecture called IA-64, which requires the
recompilation of software for full performance. Instead of requiring that software be recompiled for
best performance, the Athlon 64 supports AMD’s new x86-64 architecture. Because x86-64 is based on
the current x86 architecture but is optimized for better access to large amounts of RAM, processors
that use x86-64 architecture, such as the Athlon 64 and Opteron, run existing 32-bit code faster than
current 32-bit processors and support new and extended instructions.

Note

For more information about the differences between the x86-64 architecture and the current x86 architecture, see the
x86-64 Web site at http://www.x86-64.0rg.

The advantages of the x86-64 architecture over the Itanium series’ IA-64 architecture include

B Immediate speed increases with current software.

B The command set is an extension of the x86 architecture for easier recompilation to support
x86-64.

B Gradual movement to 64-bit processing.

It will be interesting to see whether x86-64 or IA-64 becomes the most popular method for moving
the PC world into 64-bit computing. Given the history of gradual changes with backward compatibil-
ity in mind, x86-64 might be the winner, in spite of the theoretical advantages of 1A-64.

Processor Upgrades

Since the 486, processor upgrades have been relatively easy for most systems. With the 486 and later
processors, Intel designed in the capability to upgrade by designing standard sockets that would take a
variety of processors. Thus, if you have a motherboard with Socket 3, you can put virtually any 486
processor in it; if you have a Socket 7 motherboard, it should be capable of accepting virtually any
Pentium processor (or Socket 7-based third-party processor). This trend has continued to the present,
with most motherboards being designed to handle a range of processors in the same family (Pentium
III/Celeron III, Athlon/Duron/Athlon XP, Pentium 4/Celeron 4, and so forth).

To maximize your motherboard, you can almost always upgrade to the fastest processor your particu-
lar board will support. Because of the varieties of processor sockets and slots—not to mention volt-
ages, speeds, and other potential areas of incompatibility—you should consult with your motherboard
manufacturer to see whether a higher-speed processor will work in your board. Usually, that can be
determined by the type of socket or slot on the motherboard, but other things such as the voltage
regulator and BIOS can be deciding factors as well.
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For example, if your motherboard uses Socket 370, you might be able to upgrade to the fastest 1.4GHz
version of the Pentium III. Before purchasing a new CPU, you should verify that the motherboard has
proper bus speed, voltage settings, and ROM BIOS support for the new chip.

Caution

If you are trying fo upgrade the processor in a low-cost micro-ATX system from a company such as HP, you might have
very few processor upgrade options. This is because many of the motherboards in low-cost computers don't provide much
in the way of adjustments for clock speed or voltage.

If you are unable to install a faster processor directly into your system, a variety of third-party solu-
tions are available, including adapters that can help first-generation Socket 423 Pentium 4 mother-
boards use Socket 478 processors, faster Socket 370 processors for older Slot 1 motherboards, and so
on. Rather than purchasing processors and adapters separately, I usually recommend you purchase
them together in a module from companies such as Evergreen or PowerLeap (see the Vendor List on
the DVD).

Upgrading the processor can, in some cases, double the performance of a system. However, if you
already have the fastest processor that will fit a particular socket, you need to consider other alterna-
tives. In that case, you really should look into a complete motherboard change, which would let you
upgrade to a Pentium 4, Athlon XP, or Athlon 64 processor at the same time. If your chassis design is
not proprietary and your system uses an industry-standard ATX motherboard design, I normally rec-
ommend changing the motherboard and processor rather than trying to find an upgrade processor
that will work with your existing board.

OverDrive Processors

Intel at one time offered special OverDrive processors for upgrading systems. Often these were repack-
aged versions of the standard processors, sometimes including necessary voltage regulators and fans.
Unfortunately, they frequently were overpriced, even when compared against purchasing a complete
new motherboard and processor. They have all been withdrawn, and Intel has not announced any
new versions. I don’t recommend the OverDrive processors unless the deal is too good to pass up.

Processor Benchmarks

People love to know how fast (or slow) their computers are. We have always been interested in speed;
it is human nature. To help us with this quest, various benchmark test programs can be used to mea-
sure different aspects of processor and system performance. Although no single numerical measure-
ment can completely describe the performance of a complex device such as a processor or a complete
PC, benchmarks can be useful tools for comparing different components and systems.

However, the only truly accurate way to measure your system'’s performance is to test the system
using the actual software applications you use. Although you think you might be testing one compo-
nent of a system, often other parts of the system can have an effect. It is inaccurate to compare sys-
tems with different processors, for example, if they also have different amounts or types of memory,
different hard disks, video cards, and so on. All these things and more will skew the test results.

Benchmarks can typically be divided into two types: component or system tests. Component bench-
marks measure the performance of specific parts of a computer system, such as a processor, hard disk,
video card, or CD-ROM drive, whereas system benchmarks typically measure the performance of the
entire computer system running a given application or test suite.

Benchmarks are, at most, only one kind of information you can use during the upgrading or purchas-
ing process. You are best served by testing the system using your own set of software operating sys-
tems and applications and in the configuration you will be running.
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Several companies specialize in benchmark tests and software. The following table lists the compa-
nies and the benchmarks they are known for. You can contact these companies via the information in

the Vendor List on the DVD.

Benchmarks
Company Published Benchmark Type
Futuremark (formerly SysMark System
MadOnion.com) PCMark Pro System
3DMark 3D graphics
Lionbridge (Veritest) Winstone System
(PC Magazine benchmarks) WinBench System
CD WinBench CD/DVD drives
NetBench Network
WebBench Web server
Business Applications MobileMark Notebook battery life
Performance Corporation
(BAPCo)
Standard Performance SPECint Processor Integer
Evaluation Corporation SPECfp Processor Floating-Point
SiSoftware Sandra System, memory, processor, multimedia

Processor Troubleshooting Techniques

Processors are normally very reliable. Most PC problems are with other devices, but if you suspect the
processor, there are some steps you can take to troubleshoot it. The easiest thing to do is to replace
the microprocessor with a known-good spare. If the problem goes away, the original processor is
defective. If the problem persists, the problem is likely elsewhere.

Table 3.40 provides a general troubleshooting checklist for processor-related PC problems.

Table 3.40 Troubleshooting Processor-Related Problems

Problem Identification

Possible Cause

Resolution

System is dead, no cursor,
no beeps, no fan.

System is dead, no beeps,
or locks up before POST
begins.

System beeps on startup,
fan is running, no cursor
on screen.

System powers up, fan is
running, no beep or cursor.

Power cord failure.
Power supply failure.
Motherboard failure.
Memory failure.

All components either
not installed or
incorrectly installed.

Improperly seated or
failing graphics
adapter.

Processor not properly
installed.

Plug in or replace power cord. Power cords can fail
even though they look fine.

Replace the power supply. Use a known-good spare
for testing.

Replace motherboard. Use a known-good spare for
testing.

Remove all memory except 1 bank and retest. If the
system still won’t boot replace bank 1.

Check all peripherals, especially memory and
graphics adapter. Reseat all boards and socketed
components.

Reseat or replace graphics adapter. Use known-good
spare for testing.

Reseat or remove/reinstall processor and heatsink.
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Table 3.40 Continued

Problem Identification

Possible Cause

Resolution

Locks up during or shortly
after POST.

Improper CPU identification
during POST.

System won't start after

new processor is installed.

Operating system will
not boot.

System appears to work,
but no video is displayed.

Poor heat dissipation.

Improper voltage
settings.

Wrong motherboard
bus speed.

Wrong CPU clock

multiplier.

Old BIOS.

Board not configured
properly.

Processor not properly
installed.

BIOS doesn’t support
new processor.

Motherboard can’t use
new processor.

Poor heat dissipation.

Improper voltage settings.
Wrong motherboard

bus speed.

Wrong CPU clock
multiplier.

Applications will not
install or run.

Monitor turned

off or failed.

Check CPU heatsink/fan; replace if necessary, use
one with higher capacity.

Set motherboard for proper core processor voltage.
Set motherboard for proper speed.
Jumper motherboard for proper clock multiplier.

Update BIOS from manufacturer.

Check manual and jumper board accordingly to
proper bus and multiplier settings.

Reseat or remove/reinstall processor and heatsink.

Update BIOS from system or motherboard manu-
facturer.

Verify motherboard support.

Check CPU fan; replace if necessary; it might need
a higher-capacity heatsink or heatsink/fan on the
North Bridge chip.

Jumper motherboard for proper core voltage.
Jumper motherboard for proper speed.

Jumper motherboard for proper clock multiplier.

Improper drivers or incompatible hardware; update
drivers and check for compatibility issues.

Check monitor and power to monitor. Replace with
known-good spare for testing.

If during the POST the processor is not identified correctly, your motherboard settings might be incor-
rect or your BIOS might need to be updated. Check that the motherboard is jumpered or configured
correctly for your processor, and make sure you have the latest BIOS for your motherboard.

If the system seems to run erratically after it warms up, try setting the processor to a lower speed set-
ting. If the problem goes away, the processor might be defective or overclocked.

Many hardware problems are really software problems in disguise. Be sure you have the latest BIOS for
your motherboard, as well as the latest drivers for all your peripherals. Also, it helps to use the latest
version of your given operating system because there usually will be fewer problems.
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Motherboard Form Factors

Without a doubt, the most important component in a PC system is the main board or motherboard.
Some companies refer to the motherboard as a system board or planar. The terms motherboard, main
board, system board, and planar are interchangeable, although I prefer the motherboard designation.
This chapter examines the various types of motherboards available and those components typically
contained on the motherboard and motherboard interface connectors.

Several common form factors are used for PC motherboards. The form factor refers to the physical
dimensions (size and shape) as well as certain connector, screw hole, and other positions that dictate
into which type of case the board will fit. Some are true standards (meaning that all boards with that
form factor are interchangeable), whereas others are not standardized enough to allow for inter-
changeability. Unfortunately, these nonstandard form factors preclude any easy upgrade or inexpen-
sive replacement, which generally means they should be avoided. The more commonly known PC
motherboard form factors include the following:

Obsolete Form Factors Modern Form Factors All Others
H Baby-AT B ATX B Fully proprietary designs
W Full-size AT B micro-ATX (certain Compaq, Packard
] ) Bell, Hewlett-Packard,
B LPX (semiproprietary) B Flex-ATX notebook/portable sys-
B WTX (no longer in production) B Mini-ITX (flex-ATX tems, and so on)
B ITX (flex-ATX variation, never variation)
produced) B NLX

Motherboards have evolved over the years from the original Baby-AT form factor boards used in the
original IBM PC and XT to the current ATX and NLX boards used in most full-size desktop and tower
systems. ATX has a number of variants, including micro-ATX (which is a smaller version of the ATX
form factor used in the smaller systems) and flex-ATX (an even smaller version for the lowest-cost
home PCs). A new form factor called mini-ITX is also available; it’s really just a minimum-size version
of flex-ATX designed for very small systems. NLX is designed for corporate desktop-type systems;
WTX was designed for workstations and medium-duty servers, but never became popular. Table 4.1
shows the modern industry-standard form factors and their recommended uses.

Table 4.1 Current Industry-Standard Motherboard Form Factors

Form Factor Use

ATX Standard desktop, mini-tower, and full-tower systems; most common form factor today; most
flexible design for power users, enthusiasts, low-end servers/workstations, and higher-end
home systems; ATX boards support up to seven expansion slots.

Mini-ATX A slightly smaller version of ATX that fits into the same case as ATX. Many so-called ATX
motherboards are actually mini-ATX motherboards; mini-ATX boards support up fo six
expansion slots.

micro-ATX A smaller version of ATX, used in Mid-range desktop or mini-tower systems. Fits micro-ATX or
ATX chassis.

Flex-ATX Smallest version of ATX, used in expensive or low-end small desktop or mini-tower systems;
entertainment or appliance systems. Fits in flex-ATX, micro-ATX, or ATX chassis.

Mini-ITX Minimum-size flex-ATX version, used in set-top boxes and compact/small form factor comput-
ers; highly integrated with one PCl expansion slot. Fits in mini-ITX, flex-ATX, micro-ATX, or ATX
chassis.

NLX Corporate desktop or mini-tower systems; fast and easy serviceability.
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Although the Baby-AT, Full-size AT, and LPX boards were once popular, they have all but been
replaced by more modern and interchangeable form factors. The modern form factors are true stan-
dards, which guarantees improved interchangeability within each type. This means that ATX boards
can interchange with other ATX boards, NLX with other NLX, and so on. The additional features
found on these boards as compared to the obsolete form factors, combined with true interchangeabil-
ity, has made the migration to these newer form factors quick and easy. Today I recommend purchas-
ing only systems with one of the modern industry-standard form factors. Each of these form factors,
however, is discussed in more detail in the following sections.

Anything that does not fit into one of the industry-standard form factors is considered proprietary.
Unless there are special circumstances, I do not recommend purchasing systems with proprietary
board designs. They will be virtually impossible to upgrade and very expensive to repair later because
the motherboard, case, and often power supply will not be interchangeable with other models. I call
proprietary form factor systems “disposable” PCs because that’s what you must normally do with
them when they are too slow or need repair out of warranty.

Caution

"Disposable” PCs might be more common than ever. Some estimate that as much as 60% of all PCs sold today are dis-
posable models, not so much because of the motherboards used, but because of the tiny power supplies and cramped
microtower cases that are favored on most refail-market PCs today. Although low-cost PCs using small chassis and power
supplies are theorefically more upgradeable than past disposable type systems, you'll still hit the wall over time if you need
more than three expansion slots or want fo use more than two or three internal drives. Because minitower systems are so
cramped and limited, | consider them to be almost as disposable as the LPX systems they have largely replaced.

You also need to walch out for systems that only appear fo meet industry standards, such as certain Dell computer models
built from 1996 to the present—especially the XPS line of systems. These computers offen use rewired versions of the ATX
power supply [or even some that are completely nonstandard in size and shape) and modified motherboard power con-
necfors, which makes both components complefely incompatible with standard motherboards and power supplies. In some
of the systems, the power supply has a complefely proprietary shape as well and the motherboards are not fully standard
ATX either. If you want fo upgrade the power supply, you must use a special Dell-compatible power supply. And if you
want to upgrade the motherboard [assuming you can find one that fits), you must buy a standard power supply to maich.
The best alternative is to replace the motherboard, power supply, and possibly the case with industry-standard components
simultaneously. For more defails about how fo determine whether your Dell computer uses nonstandard power connectors,

see Chapter 21, “Power Supply and Chassis/Case.”

If you want to have a truly upgradeable system, insist on systems that use ATX motherboards in a midfower or larger case

with at least five drive bays.

PC and XT

The first popular PC motherboard was, of course, the original IBM PC released in August 1981. Figure
4.1 shows how this board looked. IBM followed the PC with the XT motherboard in March 1983,
which had the same size and shape as the PC board but had eight slots instead of five. Both the IBM
PC and XT motherboards were 9"x13" in size. Also, the slots were spaced 0.8" apart in the XT instead
of 1" apart as in the PC (see Figure 4.2). The XT also eliminated the little used cassette port in the
back, which was supposed to be used to save BASIC programs on cassette tape instead of the much
more expensive (at the time) floppy drive.

Note

The Technical Reference section of the DVD accompanying this book contains detailed information on the PC (5150) and
XT (5160). All the information there is printable.
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Figure 4.1 IBM PC motherboard (circa 1981). Figure 4.2 1BM PC-XT motherboard (circa 1983).

The minor differences in the slot positions and the deleted cassette connector on the back required a
minor redesign of the case. In essence, the XT was a mildly enhanced PC, with a motherboard that
was the same overall size and shape, used the same processor, and came in a case that was identical
except for slot bracketry and the lack of a hole for the cassette port. Eventually, the XT motherboard
design became very popular, and many other PC motherboard manufacturers of the day copied IBM’s
XT design and produced similar boards.

Full-Size AT

The full-size AT motherboard form factor matches the original IBM AT motherboard design. This allows
for a very large board of up to 12" wide by 13.8" deep. The full-size AT board first debuted in August
1984, when IBM introduced the Personal Computer AT (advanced technology). To accommodate the
16-bit 286 processor and all the necessary support components at the time, IBM needed more room than
the original PC/XT-sized boards could provide. So for the AT, IBM increased the size of the motherboard
but retained the same screw hole and connector positions of the XT design. To accomplish this, IBM
essentially started with a PC/XT-sized board and extended it in two directions (see Figure 4.3).

Note

The Technical Reference section of the DVD enclosed with this book contains detailed coverage of the AT and the XT Model 286.

A little more than a year after being introduced, the appearance of chipsets and other circuit consolida-
tion allowed the same motherboard functionality to be built using fewer chips, so the board was
redesigned to make it slightly smaller. Then, it was redesigned again as IBM shrank the board down to
XT-size in a system it called the XT-286 (introduced in September 1986). The XT-286 board was virtually
identical in size and shape to the original XT, a form factor which would later be known as Baby-AT.
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Figure 4.3 IBM AT motherboard (circa 1984).

The keyboard connector and slot connectors in the full-size AT boards still conformed to the same specific
placement requirements to fit the holes in the XT cases already in use, but a larger case was still required
to fit the larger board. Because of the larger size of the board, a full-size AT motherboard only fits into
full-size AT desktop or tower cases. Because these motherboards do not fit into the smaller Baby-AT or
mini-tower cases, and because of advances in component miniaturization, they are no longer being pro-
duced by most motherboard manufacturers—except in some cases for dual processor server applications.

The important thing to note about the full-size AT systems is that you can always replace a full-size
AT motherboard with a Baby-AT (or XT-size) board, but the opposite is not true unless the case is large
enough to accommodate the full-size AT design.

Baby-AT

After IBM released the AT in August 1984, component consolidation allowed subsequent systems to
be designed using far fewer chips and requiring much less in the way of motherboard real estate.
Therefore, all the additional circuits on the 16-bit AT motherboard could fit into boards using the
smaller XT form factor.

IBM was one of the first to use the smaller boards when it introduced a system called the XT-286 in
September 1986. Unfortunately the “XT” designation in the name of that system caused a lot of confu-
sion, and many people did not want to buy a system they thought used older and slower technology.
Sales of the XT-286 were dismal. By this time, other companies had also developed XT-size AT class sys-
tems. However, they decided that rather than calling these boards XT-size, which seemed to make peo-
ple think they were 8-bit designs, they would refer to them as “Baby-AT” designs. The intention was to
make people understand that these new boards had AT technology in a smaller form factor and were
not souped-up versions of older technology as was seemingly implied by IBM’s XT-286 moniker.

Thus, the Baby-AT form factor is essentially the same form factor as the original IBM XT motherboard.
The only difference is a slight modification in one of the screw hole positions to fit into an AT-style
case. These motherboards also have specific placement of the keyboard and slot connectors to match
the holes in the case. Note that virtually all full-size AT and Baby-AT motherboards use the standard 5-
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pin DIN type connector for the keyboard. Baby-AT motherboards can be used to replace full-size AT
motherboards and will fit into several case designs. Because of its flexibility, from 1983 into early 1996,
the Baby-AT form factor was the most popular motherboard type. Starting in mid-1996, Baby-AT was
replaced by the superior ATX motherboard design, which is not directly interchangeable. Most systems
sold since 1996 have used the improved ATX, micro-ATX, or NLX design, and Baby-AT is getting harder
and harder to come by. Figure 4.3 shows the onboard features and layout of a late-model Baby-AT
motherboard. Older Baby-AT motherboards have the same general layout but lack advanced features,
such as USB connectors, DIMM memory sockets, and the AGP slot.

Any case that accepts a full-size AT motherboard will also accept a Baby-AT design. PC motherboards
using the Baby-AT design have been manufactured to use virtually any processor from the original 8088
to the Pentium III or Athlon, although the pickings are slim where the newer processors are concerned.
As such, systems with Baby-AT motherboards were the original upgradeable systems. Because any
Baby-AT motherboard can be replaced with any other Baby-AT motherboard, this is an interchangeable
design. Even though the Baby-AT design (shown in Figure 4.4) is now obsolete, ATX carries on its philos-
ophy of interchangeability. Figure 4.5 shows a more modern Baby-AT motherboard, which includes USB
compatibility, SIMM and DIMM sockets, and even a supplemental ATX power supply connection.

13.04"

Figure 4.4 Baby-AT motherboard form factor dimensions.

The easiest way to identify a Baby-AT form factor system without opening it is to look at the rear of the
case. In a Baby-AT motherboard, the cards plug directly into the board at a 90° angle; in other words, the
slots in the case for the cards are perpendicular to the motherboard. Also, the Baby-AT motherboard has
only one visible connector directly attached to the board, which is the keyboard connector. Typically, this
connector is the full-size 5-pin DIN type connector, although some Baby-AT systems use the smaller 6-pin
mini-DIN connector (sometimes called a PS/2 type connector) and might even have a mouse connector.
All other connectors are mounted on the case or on card edge brackets and are attached to the mother-
board via cables. The keyboard connector is visible through an appropriately placed hole in the case.

»»  See "Keyboard/Mouse Interface Connectors,” p. 995.

Baby-AT boards all conform to specific widths and screw hole, slot, and keyboard connector locations,
but one thing that can vary is the length of the board. Versions have been built that are smaller than
the full 9"x13" size; these are often called mini-AT, micro-AT, or even things such as 2/3-Baby or
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1/2-Baby. Even though they might not be the full size, they still bolt directly into the same case as a
standard Baby-AT board and can be used as a direct replacement for one.

LPT (parallel) port header cable connector
Floppy controller cable connector

COM (serial) ports header ATX (20-pin) power supply connector
cable connectors (2) 72-pin SIMM sockets (2)

LPX (12-pin) power
supply connector

IDE host adapter
cable connectors (2)

168-pin DIMM sockets (3)

AGP video card slot
VIA Apollo MVP 3

32-bit PCI chipset (2 chips)
expansion slots (3) L2 cache memory
BIOS chip

(1MB total from 2 chips)

Combo PCI/ISA
expansion slot

Super Socket 7 CPU socket

ISA expansion slots (3)

Figure 4.5 A late-model Baby-AT motherboard, the Tyan Trinity 100AT (S1590). Photo courtesy of Tyan
Computer Corporation.

LPX

The LPX and mini-LPX form factor boards were a semiproprietary design that Western Digital origi-
nally developed in 1987 for some of its motherboards. The LP in LPX stands for Low Profile, which is
so named because these boards incorporate slots that are parallel to the main board, enabling the
expansion cards to install sideways. This allows for a slim or low-profile case design and overall a
smaller system than the Baby-AT.

Although Western Digital no longer produces PC motherboards, the form factor lives on, and many
other motherboard manufacturers have duplicated the design. Unfortunately, because the specifications
were never laid out in exact detail—especially with regard to the bus riser card portion of the design—
these boards are termed semiproprietary and are not interchangeable between manufacturers. Some ven-
dors, such as IBM and HP, for example, have built LPX systems that use a T-shaped riser card that allows
expansion cards to be mounted at the normal 90° angle to the motherboard but still above the mother-
board. This lack of standardization means that if you have a system with an LPX board, in most cases
you can’t replace the motherboard with a different LPX board later. You essentially have a system you
can’t upgrade or repair by replacing the motherboard with something better. In other words, you have
what I call a disposable PC, something I would not normally recommend that anybody purchase.

Most people were not aware of the semiproprietary nature of the design of these boards, and they
were extremely popular in what I call “retail store” PCs from the late 1980s through the late 1990s.
This would include primarily Compaq and Packard Bell systems, as well as many others who used this
form factor in their lower-cost systems. These boards were most often used in low-profile or Slimline
case systems but were found in tower cases, too. These were often lower-cost systems such as those
sold at retail electronics superstores. Although scarce even in retail chains today, because of their pro-
prietary nature, I recommend staying away from any system that uses an LPX motherboard.
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Purchasing LPX Motherboards

Normally, | would never recommend upgrading an LPX system—they simply aren’t worth the expense. However, a few

vendors do sell LPX motherboards, so if it's absolutely necessary, an upgrade might be possible. The problem is the riser
card, which is typically sold separately from the motherboard itself. It is up to you to figure out which riser card will work

in your existing case, and often, if you choose the wrong riser card, you're stuck with it.
If you must locate LPX-compatible products, iry these Web sites and vendors:

B Unicorn Computers (Taiwan): www.unicorn-computer.com.tw

B Hong Faith America (Taiwan): america.hongfaith.com

B FriendTech’s LPX Zone: www.friendtech.com/LPX_Zone/LPX_Zone.htm

Note that the FriendTech Web site has links fo other vendors and is developing a comprehensive knowledge base of LPX-

related information and possible upgrades.

LPX boards are characterized by several distinctive features (see Figure 4.6). The most noticeable is that
the expansion slots are mounted on a bus riser card that plugs into the motherboard. In most designs,
expansion cards plug sideways into the riser card. This sideways placement allows for the low-profile
case design. Slots are located on one or both sides of the riser card depending on the system and case
design. Vendors who use LPX-type motherboards in tower cases sometimes use a T-shaped riser card
instead, which puts the expansion slots at the normal right angle to the motherboard but on a raised
shelf above the motherboard itself.

LPX
motherboard

Adapter cards installed in riser

Drives

Memory Video L2 Processor
SIMMs RAM cache socket

Figure 4.6 Typical LPX system chassis and motherboard.

Another distinguishing feature of the LPX design is the standard placement of connectors on the back
of the board. An LPX board has a row of connectors for video (VGA 15-pin), parallel (25-pin), two ser-
ial ports (9-pin each), and mini-DIN PS/2 style mouse and keyboard connectors. All these connectors
are mounted across the rear of the motherboard and protrude through a slot in the case. Some LPX
motherboards might have additional connectors for other internal ports, such as network or SCSI
adapters. Because LPX systems use a high degree of motherboard port integration, many vendors of
LPX motherboards, cases, and systems often refer to LPX products as having an “all-in-one” design.
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The standard form factor used for LPX and mini-LPX motherboards in many typical low-cost systems
is shown in Figure 4.7.

[ i DA sl s oo )
0 ol
11.375 FBB = {
|l I
| - |

5.875 =

000 C
A
O
0875 ——19=0 11 ©e>*0.219
00 Lo
0.35 3.906 7.500
8.8125

Figure 4.7 LPX motherboard dimensions.

I am often asked, “How can I tell whether a system has an LPX board without opening the cover?”
Because of the many variations in riser card design, and because newer motherboards such as NLX also
use riser cards, the most reliable way to distinguish an LPX motherboard from other systems is to look at
the connector signature (the layout and pattern of connectors on the back of the board). As you can see
in Figure 4.8, all LPX motherboards—regardless of variations in riser card shape, size, or location—place
all external ports along the rear of the motherboard. By contrast, Baby-AT motherboards use case-
mounted or expansion slot—-mounted connectors for serial, parallel, PS/2 mouse, and USB ports, whereas
ATX-family motherboards group all external ports together to the left side of the expansion slots.

On an LPX board, the riser is placed in the middle of the motherboard, whereas NLX boards have the
riser to the side (the motherboard actually plugs into the riser in NLX).

Figure 4.8 shows two typical examples of the connectors on the back of LPX boards. Note that not all
LPX boards have the built-in audio, so those connectors might be missing. Other ports (such as USB)
might be missing from what is shown in these diagrams, depending on exactly which options are
included on a specific board; however, the general layout will be the same.

The connectors along the rear of the board would interfere with locating bus slots directly on the
motherboard, which accounts for why riser cards are used for adding expansion boards.

Although the built-in connectors on the LPX boards were a good idea, unfortunately the LPX design
was semiproprietary (not a fully interchangeable standard) and thus, not a good choice. Newer moth-
erboard form factors such as ATX, micro-ATX, and NLX have both built-in connectors and use a stan-
dard board design. The riser card design of LPX allowed system designers to create a low-profile
desktop system, a feature now carried by the much more standardized NLX form factor. In fact, NLX
was developed as the modern replacement for LPX.
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Figure 4.8 LPX motherboard back panel connectors.

ATX

The ATX form factor was the first of a dramatic evolution in motherboard form factors. ATX is a combi-
nation of the best features of the Baby-AT and LPX motherboard designs, with many new enhancements
and features thrown in. The ATX form factor is essentially a Baby-AT motherboard turned sideways in the
chassis, along with a modified power supply location and connector. The most important thing to know
initially about the ATX form factor is that it is physically incompatible with either the previous Baby-AT
or LPX design. In other words, a different case and power supply are required to match the ATX mother-
board. These case and power supply designs have become common and are found in most new systems.

Intel initially released the official ATX specification in July 19935. It was written as an open specifica-
tion for the industry. ATX boards didn’t hit the market in force until mid-1996, when they rapidly
began replacing Baby-AT boards in new systems. The ATX specification was updated to version 2.01 in
February 1997, and has had several minor revisions since. The latest revision is ATX version 2.03
(with Engineering Change Revision P1), released in May 2000. Intel has published detailed specifica-
tions so other manufacturers can use the ATX design in their systems. The current specifications for
ATX and other current motherboard types are available online from the Desktop Form Factors site:
www. formfactors.org. Currently, ATX is the most popular motherboard form factor for new systems,
and it is the one I recommend most people get in their systems today. An ATX system will be
upgradeable for many years to come, exactly like Baby-AT was in the past.

ATX improved on the Baby-AT and LPX motherboard designs in several major areas:

B Built-in double high external 1/O connector panel. The rear portion of the motherboard includes a
stacked I/O connector area that is 6 1/4" wide by 1 3/4" tall. This enables external connectors to
be located directly on the board and negates the need for cables running from internal connec-
tors to the back of the case as with Baby-AT designs.

W Single main keyed internal power supply connector. This is a boon for the average end user who always
had to worry about interchanging the Baby-AT power supply connectors and subsequently blowing
the motherboard. The ATX specification includes a keyed and shrouded main power connector that
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is easy to plug in and can’t be installed incorrectly. This connector also features pins for supplying
3.3V to the motherboard, so ATX motherboards do not require built-in voltage regulators that are
susceptible to failure. The ATX specification was extended to include two additional optional keyed
power connectors called the Auxiliary Power connector (3.3V and 5V) and the ATX12V connector
for systems that require more power than the original specification would allow.

See "Motherboard Power Connectors,” p. 1138.

B Relocated CPU and memory. The CPU and memory modules are relocated so they can’t interfere
with any bus expansion cards and can easily be accessed for upgrade without removing any of
the installed bus adapters. The CPU and memory are relocated next to the power supply, which
is where the primary system fan is located. The improved airflow concentrated over the proces-
sor, in the case of some older processors, eliminates the need for extra-cost CPU cooling fans
(lower power configurations only). There is room for a CPU and a heatsink and fan combina-
tion of up to 2.8" in height, as well as more than adequate side clearance provided in that area.

Note

Most systems require cooling in addition fo the fan in the power supply—from a secondary case-mounted fan or an active

heatsink on the processor with an infegral fan. Intel and AMD supply processors with attached high-quality (ball bearing) fans
for CPUs sold to smaller vendors. These are socalled "boxed” processors because they are sold in single-unit box quantities
instead of cases of 100 or more like the raw CPUs sold fo the larger vendors. The included fan heatsink is an excellent form
of thermal insurance because most smaller vendors and system selfassemblers lack the engineering knowledge necessary o
perform thermal analysis, temperature measurements, and the tesfing required fo select the properly sized passive heatsinks.
The only thermal requirement spelled out for the boxed processors is that the temperature of the air entering the active heatsink
(usually the same as the system inferior ambient temperature) is kept to 45°C (113°F) or less in Penfium Ill or earlier models, or
40°C (104°F) or less in the Pentium 4 or later processors. By putting a high-quality fan on these “boxed” processors, Intel and
AMD can put a warranty on the boxed processors that is independent of the system warranty. Larger vendors have the engi-
neering talent fo select the proper passive heatsink, thus reducing the cost of the system as well as increasing reliability. With
an OEM nonboxed processor, the warranty is with the system vendor and not the processor manufacturer directly. Heatsink

mounting instructions usually are included with a motherboard if non-boxed processors are used.

B Relocated internal 1/O connectors. The internal I/O connectors for the floppy and hard disk drives
are relocated to be near the drive bays and out from under the expansion board slot and drive
bay areas. Therefore, internal cables to the drives can be much shorter, and accessing the con-
nectors does not require card or drive removal.

B Improved cooling. The CPU and main memory are designed and positioned to improve overall
system cooling. This can decrease—but not necessarily eliminate—the need for separate case or
CPU cooling fans. Most higher-speed systems still need additional cooling fans for the CPU and
chassis. Note that the ATX specification originally specified that the ATX power supply fan
blows into the system chassis instead of outward. This reverse flow, or positive pressure design,
pressurizes the case and minimizes dust and dirt intrusion. More recently, the ATX specification
was revised to allow the more normal standard flow, which negatively pressurizes the case by
having the fan blow outward. Because the specification technically allows either type of airflow,
and because some overall cooling efficiency is lost with the reverse flow design, most power
supply manufacturers provide ATX power supplies with fans that exhaust air from the system,
otherwise called a negative pressure design. See Chapter 21 for more detailed information.

W Lower cost to manufacture. The ATX specification eliminates the need for the rat’s nest of cables to
external port connectors found on Baby-AT motherboards, additional CPU or chassis cooling fans,
or onboard 3.3V voltage regulators. Instead, ATX allows for shorter internal drive cables and no
cables for standard external serial or parallel ports. These all conspire to greatly reduce the cost of
the motherboard and the cost of a complete system—including the case and power supply.
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Figure 4.9 shows the ATX system layout and chassis features, as you would see them looking in with
the lid off on a desktop, or sideways in a tower with the side panel removed. Notice how virtually the
entire motherboard is clear of the drive bays and how the devices such as CPU, memory, and internal
drive connectors are easy to access and do not interfere with the bus slots. Also notice how the
processor is positioned near the power supply.

Power —
supply
5.25"
USB, and
serial, 3.5"
parallel, drive
mouse, bays
keyboard,
game,
and audio
connectors

Processor, ATX
heatsink, motherboard
and fan

Figure 4.9 When mounted inside the case, the ATX motherboard is oriented so that the CPU socket is
near the power supply fan and case fan (if your case includes one).

The ATX motherboard shape is basically a Baby-AT design rotated sideways 90°. The expansion slots
are now parallel to the shorter side dimension and do not interfere with the CPU, memory, or I/O
connector sockets (see Figure 4.10). There are actually two basic sizes of standard ATX boards. In addi-
tion to a full-size ATX layout, Intel also specified a mini-ATX design, which is a fully compatible sub-
set of ATX that fits into the same case:

B A full-size ATX board is 12" wide x 9.6" deep (305Smmx244mm).
B The mini-ATX board is 11.2" x 8.2" (284mmx208mm).

Mini-ATX is not an official standard; instead it is simply referenced as a slightly smaller version of
ATX. In fact, all references to mini-ATX were removed from the ATX 2.1 and later specifications. Two
smaller official versions of ATX exist, called micro-ATX and flex-ATX. They are discussed in the fol-
lowing sections.
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Figure 4.10 ATX specification 2.1 motherboard dimensions.

Although the case holes are similar to the Baby-AT case, cases for Baby-AT and ATX are generally
incompatible. The ATX power supply design is identical in physical size to the standard Slimline
power supply used with Baby-AT systems; however, they also use different connectors and supply dif-
ferent voltages.

The ATX form factor’s design advantages have swept Baby-AT and LPX motherboards off the market.
Although other form factors are now available, I have been recommending only ATX (or compatible
variations such as micro-ATX or flex-ATX) systems for new system purchases since late 1996 and will
probably continue to do so for the next several years.

The best way to tell whether your system has an ATX-family motherboard design without removing
the lid is to look at the back of the system. Two distinguishing features identify ATX. One is that the
expansion boards plug directly into the motherboard. There is usually no riser card as with LPX or
NLX, so the slots are perpendicular to the plane of the motherboard. Also, ATX boards have a unique
double-high connector area for all the built-in connectors on the motherboard (see Figure 4.11 and
Table 4.2). This is found just to the side of the bus slot area and can be used to easily identify an ATX
board.
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Figure 4.11 ATX motherboard and rear panel connections from systems with onboard sound and
video (top and middle), networking and IEEE-1394/FireWire (middle and bottom), and a “legacy-free”
system (bottom).
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Table 4.2 Built-in Ports Usually Found on ATX Motherboards

Port Description Connector Type Connector Color
PS/2 mouse port 6-pin Mini-DIN Green
PS/2 keyboard port 6-pin Mini-DIN Purple
USB ports Dual Stack USB Black
Parallel port 25-pin D-Submini Burgundy
Serial port 9-pin D-Submini Teal
VGA analog video port 15-pin HD D-Submini Dark blue
MIDI/Game port 15-pin D-Submini Gold
Audio ports: L/R in, front L/R out, rear 1/8" (3.5mm) Mini-Phone Light blue, lime green,
L/R out, center/LFE out, Microphone L/R in black, black, pink
S-Video TV out 4-pin Mini-DIN Black
IEEE-1394/FireWire port 6-pin IEEE-1394 Gray
10/100/1000 Ethernet LAN 8-pin RJ-45 Black
Optical S/PDIF audio out TOSLINK Black
DVI digital video out (not shown) DDWG-DVI White
Digital S/PDIF audio out (not shown) RCA Jack Orange
SCSI (not shown) 50/68-pin HD SCSI Black
Modem (not shown) 4-pin RJ-11 Black
Composite Video out (not shown) RCA Jack Yellow
DIN = Deutsches Institut fiir Normung e.V. LAN = Local area network
USB = Universal serial bus RJ = Registered jack
VGA = Video graphics array S/PDIF = Sony/Philips Digital Interface
HD = High density TOSLINK = Toshiba optical link
MIDI = Musical Instrument Digital Interface DVI = Digital visual interface
L/R = Left and right channel DDWG = Digital Display Working Group
LFE = Low frequency effects (subwoofer) RCA = Radio Corporation of America
S-Video = Super Video SCSI = Small computer system interface

IEEE = Institute of Electrical and Electronics Engineers

Note

Most ATX motherboards feature connectors with industry-standardized color codes (shown in the previous table). This

makes plugging in devices much easier and more foolproof: You merely match up the colors. For example, most key-
boards have a cable with a purple plug, whereas most mice have a cable with a green plug. Even though the keyboard
and mouse connectors on the motherboard appear the same (both are &-pin Mini-DIN types), their colorcoding matches
the plugs on the respective devices. Thus, to plug them in properly, you merely insert the purple plug info the purple con-
nector and the green plug info the green connector. This saves you from having to bend down fo fry to decipher small
labels on the connectors to ensure you get them right.

The specification and related information about the ATX, mini-ATX, micro-ATX, flex-ATX, or NLX
form factor specifications are available from the Form Factors Web site at www.formfactors.org. The
Form Factors site provides form factor specifications and design guides, as well as design considera-
tions for new technologies, information on initiative supporters, vendor products, and a form factor
discussion forum.
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Note

Some motherboards, especially those used in server systems, come in nonstandard ATX variations collectively called extended
ATX. This is a term applied to boards that are compatible with ATX but that are deeper. Standard ATX is 12"%9.6"
(305mmx244mm), whereas extended ATX boards are up fo 12"x13" (305mmx330mm|. Because technically no official

"extended ATX" standard exists, compatibility problems can exist with boards and chassis claiming to support extended ATX.
When purchasing an extended ATX board, be sure it will fit in the chassis you infend to use. Dual Xeon processors fit in a sfan-
dard ATXsize board, so choose a standard ATXsize board for maximum compatibility with the existing ATX chassis.

ATX Riser

In December 1999, Intel introduced a riser card design modification for ATX motherboards. The
design includes the addition of a 22-pin (2x11) connector to one of the PCI slots on the motherboard,
along with a two- or three-slot riser card that plugs in. The riser enables two or three PCI cards to be
installed, but it does not support AGP.

ATX motherboards typically are found in vertically oriented tower-type cases, but often a horizontal
desktop system is desired for a particular application. When ATX boards are installed in desktop cases,
PCI cards can be as tall as 4.2", thus requiring a case that is at least 6"-7" tall. For Slimline desktop sys-
tems, most manufacturers now use the NLX format, but the more complex design and lower popularity
of NLX makes that a more expensive alternative. A low-cost way to use an industry-standard ATX form
factor board in a Slimline desktop case is therefore needed. The best long-term solution to this problem
is the eventual adoption of a lower-profile PCI card design that is shorter than the current 4.2". The PCI
Low-Profile specification was released for engineering review by the Peripheral Component Interconnect
Special Interest Group (PCI SIG) on February 14, 2000, and some PCI card products have been produced
in this shorter (2.5") form factor. Until Low-Profile PCI becomes widespread, Intel has suggested a riser
card approach to enable standard-height PCI cards to be used in Slimline and rack-mount systems.

By adding a small 22-pin extension connector to one of the PCI slots on a motherboard, the necessary
additional signals for riser card support could be implemented. The current design enables the use of a
two- or three-slot riser that is either 2" or 2.8" tall, respectively. To this riser, you can attach full-length
cards sideways in the system, and the motherboard can be used with or without the riser. The only caveat
is that, if a riser card is installed, the remaining PCI slots on the motherboard can’t be used. You can have
expansion cards plugged in to only the riser or the motherboard, but not both. Also, the riser card supports
only PCI cards—not AGP or ISA cards. A sample ATX board with riser installed is shown in Figure 4.12.

Up to three standard
PCI cards

il ,ﬁ.ﬂ% Fin

—

Processor
with passive
heatsink

Figure 4.12 A three-slot ATX riser implementation on a micro-ATX motherboard.
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The 22-pin extension connector usually is installed in line with PCI slot 6, which is the second one
from the right; the slots are usually numbered from right to left (facing the board) starting with 7 as
the one closest to the processor. Some boards number the slots from right to left starting with 1; in
that case, the extension connector is on PCI slot 2. The pinout of the ATX 22-pin riser extension con-
nector is shown in Figure 4.13.

Signal Pin  Pin Signal

Ground B1 Al PCI_GNT1#
PCI_ CLK1 B2 A2 Ground

Ground B3 A3 PCI_GNT2#
PCI_REQ1# A4 B4 Ground

Ground A5 B5 PCI_CLK3
PCI_CLK2 A6 B6 RISER_ID1
Ground A7 B7 Reserved
PCI_REQ2# A8 B8 RISER_ID2
Ground A9 B9 NOGO
PC/PCI_DREQ# A10 B10 +12V
PC/PCI_DGNT# A1l B11 SER_IRQ

Figure 4.13 An ATX 22-pin riser extension connector pinout.

The PCI connector that is in line with the riser extension connector is just a standard PCI slot; none
of the signals are changed.

Systems that use the riser generally are low-profile designs. Therefore, they don’t fit normal PCI or
AGP cards in the remaining (nonriser-bound) slots. Although the ATX riser standard originally was
developed for use with low-end boards—which have integrated video, sound, and network support—
many rack-mounted servers are also using the ATX riser because these boards also have most of their
required components already integrated. In fact, the ATX riser appears to be more popular for rack-
mounted servers than for the originally intended target market of Slimline desktop systems.

ATX riser cards, compatible cases, and compatible motherboards are available from a variety of ven-
dors, allowing you to build your own Slimline ATX system.

Micro-ATX

Micro-ATX is a motherboard form factor Intel originally introduced in December 1997, as an evolu-
tion of the ATX form factor for smaller and lower-cost systems. The reduced size as compared to stan-
dard ATX allows for a smaller chassis, motherboard, and power supply, thereby reducing the cost of
the entire system. The micro-ATX form factor is also backward-compatible with the ATX form factor
and can be used in full-size ATX cases. Of course, a micro-ATX case doesn’t take a full-size ATX board.
This form factor has become popular in the low-cost, sub-$1,000 PC market. Currently, mini-tower
chassis systems dominate the low-cost PC market, although their small sizes and cramped interiors
severely limit future upgradeability.

The main differences between micro-ATX and standard or mini-ATX are as follows:
B Reduced width motherboard (9.6" [244mm] instead of 12" [305mm] or 11.2" [284mm)])
B Fewer I/O bus expansion slots (four maximum, although most boards feature only three)
B Smaller power supply optional (SEX/TFX form factors)
The micro-ATX motherboard maximum size is only 9.6"x9.6" (244mmx244mm) as compared to the

full-size ATX size of 12'"x9.6" (305mmx244mm) or the mini-ATX size of 11.2"x8.2" (284mmx208mm).
Even smaller boards can be designed as long as they conform to the location of the mounting holes,
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connector positions, and so on, as defined by the standard. Fewer slots aren’t a problem for typical
home or small-business PC users because more components such as sound and video are usually inte-
grated on the motherboard and therefore don’t require separate slots. This higher integration reduces
motherboard and system costs. External buses, such as USB, 10/100 Ethernet, and optionally SCSI or
1394 (FireWire), can provide additional expansion out of the box. The specifications for micro-ATX
motherboard dimensions are shown in Figure 4.14.
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Figure 4.14 Micro-ATX specification 1.1 motherboard dimensions.

Smaller form factor (called SFX or TFX) power supplies have been defined for optional use with micro-
ATX systems, although the standard ATX supply also works fine because the connectors are the same.
The smaller size SFX/TFX power supplies encourage flexibility in choosing mounting locations within
the chassis and allows for smaller systems that consume less power overall. Although the smaller sup-
plies can be used, they may lack sufficient power output for faster or more fully configured systems.
Because of the high power demands of most modern systems, most third-party micro-ATX chassis are
designed to accept standard ATX power supplies, although micro-ATX systems sold by vendors such
as Compaq, HP, and eMachines typically use some type of SFX or TFX power supply to reduce costs.

See "Power Supply Form Factors,” p. 1129.
The micro-ATX form factor is similar to ATX for compatibility. The similarities include the following:
B Standard ATX 20-pin power connector
B Standard ATX I/O panel

B Mounting holes and dimensions are a subset of ATX

These similarities ensure that a micro-ATX motherboard can easily work in a standard ATX chassis with
a standard ATX power supply, as well as the smaller micro-ATX chassis and SFX/TFX power supply.
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The overall system size for a micro-ATX is very small. A typical case is only 12"-14" tall, about 7"
wide, and 12" deep. This results in a kind of micro-tower or desktop size. A typical micro-ATX mother-
board is shown in Figure 4.15.
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Figure 4.15 A typical micro-ATX motherboard’s dimensions are 9.6"x9.6".

As with ATX, Intel released micro-ATX to the public domain to facilitate adoption as a de facto stan-
dard. The specification and related information on micro-ATX are available through the Desktop
Form Factors site (www.formfactors.org).

Flex-ATX

In March 1999, Intel released the flex-ATX addendum to the micro-ATX specification. This added a
new and even smaller variation of the ATX form factor to the motherboard scene. Flex-ATX’s smaller
design is intended to allow a variety of new PC designs, especially extremely inexpensive, smaller,
consumer-oriented, appliance-type systems. Some of these designs might not even have expansion
slots, allowing expansion only through USB or IEEE-1394/FireWire ports.

Flex-ATX defines a board that is up to 9'"x7.5" (229mmx191mm) in size, which is the smallest of the
ATX family boards. In all other ways, flex-ATX is the same as ATX and micro-ATX, making flex-ATX
fully backward compatible with ATX or micro-ATX by using a subset of the mounting holes and the
same I/O and power supply connector specifications (see Figure 4.16).

Most flex-ATX systems likely use SEX/TFX (small or thin form factor) type power supplies (introduced
in the micro-ATX specification), although if the chassis allows it, a standard ATX power supply can
also be used.
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Figure 4.16 Size and mounting hole comparison between ATX, micro-ATX, and flex-ATX motherboards.

With the addition of flex-ATX, the family of ATX boards has now grown to include four definitions of
size (three are the official standards), as shown in Table 4.3.

Table 4.3 ATX Motherboard Form Factors

Form Factor Max. Width Max. Depth Max. Area Size Comparison
ATX 12.0" (305mm) 9.6" (244mm) 115 sq. in. (743 sq. cm) —

Mini-ATX 11.2" (284mm) 8.2" (208mm) 92 sq. in. (593 sq. cm) 20% smaller
Micro-ATX 9.6" (244mm) 9.6" (244mm) 92 sq. in. (595 sq. cm) 20% smaller
Flex-ATX 9.0" (229mm) 7.5" (191 mm) 68 sq. in. (435 sq. cm) 41% smaller

Note that these dimensions are the maximums allowed. Making a board smaller in any given dimen-
sion is always possible as long as it conforms to the mounting hole and connector placement require-
ments detailed in the respective specifications. Each board has the same basic screw hole and
connector placement requirements, so if you have a case that fits a full-size ATX board, you could also
mount a micro-ATX, or flex-ATX board in that same case. Obviously, if you have a smaller case
designed for micro-ATX or flex-ATX, you won't be able to put the larger mini-ATX or full-size ATX
boards in that case.
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ITX and Mini-ITX

Flex-ATX is the smallest industry-standard form factor specification, and it defines a board that is up
to 9"x7.5" in size. Note the up to part of the dimensions, which means that, even though those dimen-
sions are the maximums, less is also allowed. Therefore, a flex-ATX board can be smaller than that,
but how much smaller? By analyzing the flex-ATX specification—and, in particular, studying the
required mounting screw locations—you can see that a flex-ATX board could be made small enough
to use only four mounting holes (C, F, H, and ]). Refer to Figure 4.16 for the respective hole locations.

According to the flex-ATX standard, the distance between holes H and J is 6.2", and the distance
between hole J and the right edge of the board is 0.25". By leaving the same margin from hole H to
the left edge, you could make a board with a minimum width of 6.7" (0.25" + 6.2" + 0.25") that would
conform to the flex-ATX specification. Similarly, the distance between holes C and H is 6.1", and the
distance between hole C and the back edge of the board is 0.4". By leaving a minimum 0.2" margin
from hole H to the front edge, you could make a board with a minimum depth of 6.7" (0.4" + 6.1" +
0.2") that would conform to the flex-ATX specification. By combining the minimum width and
depth, you can see that the minimum board size that would conform to the flex-ATX specification is
6.7"%x6.7" (170mmx170mm).

VIA Technologies Platform Solutions Division wanted to create a motherboard as small as possible, yet
not define a completely new and incompatible form factor. To accomplish this, in March 2001 VIA
created a board that was slightly narrower in width (8.5" instead of 9") but still the same depth as
flex-ATX, resulting in a board that was 6% smaller and yet still conformed to the flex-ATX specifica-
tion. VIA called this ITX but then realized that the size savings were simply too small to justify devel-
oping it further, so it was discontinued before any products were released.

In April 2002, VIA created an even smaller board that featured the absolute minimum width and
depth dimensions allowed by flex-ATX. It called it mini-ITX. In essence, all mini-ATX boards are sim-
ply flex-ATX boards that are limited to the minimum allowable dimensions. All other aspects, includ-
ing the I/O aperture size and location, screw hole locations, and power supply connections, are pure
flex-ATX. A mini-ITX board fits in any chassis that accepts a flex-ATX board; however, larger boards
will not fit into a mini-ITX chassis.

The mini-ITX form factor was designed by VIA especially to support VIA’s low-power embedded Eden
and C3 E-Series processors. Only a very small number of motherboards is available in this form factor,
and only from VIA and one or two other manufacturers. Because the processors used on these boards are
substantially less powerful than even the Intel Celeron 4 or AMD Duron entry-level processors, the mini-
ITX form factor is intended for use mainly in nontraditional settings such as set-top boxes and comput-
ing appliances. The size of the ITX and mini-ITX boards relate to flex-ATX as shown in Table 4.4.

Table 4.4 Comparing the Flex-ATX, ITX, and Mini-ITX Form Factors

Form Factor Max. Width Max. Depth Max. Area Size Comparison
Flex-ATX 9.0" (229mm) 7.5" (191mm) 68 sq. in. (435 sq. cm) —

ITX 8.5" (215mm) 7.5" (191mm) 64 sq. in. (411 sq. cm) 6% smaller

Mini-ITX 6.7" (170mm) 6.7" (170mm) 45 sq. in. (290 sq. cm) 34% smaller

Again, I must point out that technically any ITX or mini-ITX board conforms to the flex-ATX specifi-
cation. In particular, the mini-ITX is the smallest board that can conform. Although the still-born ITX
format was virtually the same as flex-ATX in size (which is probably why it was discontinued before
any were sold), mini-ITX motherboards are 170mmx170mm (6.7"x6.7"), which is 34% smaller than
the maximum allowed by flex-ATX.
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To take advantage of the smaller mini-ITX format, several chassis makers are producing very small chassis
to fit these boards. Most are the shape of a small cube, with one floppy and one optical drive bay visible
from the front. The layout of a typical mini-ITX motherboard, the VIA EPIA-V, is shown in Figure 4.17.
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Figure 4.17 Top and rear views of the VIA EPIA-V motherboard, a typical mini-ITX motherboard. Photo
courtesy VIA Technologies, Inc.

As Figure 4.17 makes clear, mini-ITX motherboards can offer a full range of input-output ports.
However, several differences exist between the mini-ITX motherboards and other ATX designs:

B The processor on a mini-ITX motherboard is usually permanently soldered to the board, making
future processor upgrades or replacements impossible.

B Most mini-ITX chassis use TFX power supplies, for which there are currently only a few suppli-
ers. Consequently, replacements for them are more expensive and more difficult to find.

B The available TEX power supplies are rated for less output than larger supplies, typically up to
240 watts maximum.

B There is no provision for replacing onboard video with an AGP video card.
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Because mini-ITX boards and chassis are made by only a small number of suppliers, future upgrades
or parts replacements are limited. However, mini-ITX boards are actually flex-ATX boards, so they can
be installed in any standard flex-ATX, micro-ATX, or full-size ATX chassis and use the corresponding
power supplies. The only caveats are that the smaller mini-ITX chassis will not accept larger flex-ATX,
micro-ATX, or full-size ATX boards and most mini-ITX chassis accept only TFX power supplies. When
you select a mini-ITX system, you must be sure to select the appropriate processor type and speed
necessary for the task you need it to perform because processor replacements or upgrades almost
always require changing the entire motherboard.

Both the VIA C3 E-series and the VIA Eden are x86-compatible processors, so they run the same oper-
ating systems and applications as typical AMD and Intel processors, including Windows and Linux.
However, the C3 and Eden processors are significantly slower than the Celeron 4, Pentium 4, and
Athlon XP processors found in typical desktop and notebook computers. Table 4.5 provides technical
information about these processors.

Table 4.5 VIA C3 E-Series and Eden Processors

Processor Model Clock Speed FSB Speed Voltage L1 Cache L2 Cache
Eden ESP 4000 400MHz 100MHz 1.05V 128KB 64KB
Eden ESP 5000 533MHz 133MHz 1.20V 128KB 64KB

Eden ESP 6000 600MHz 133MHz 1.20V 128KB 64KB

C3 E-series 733MHz 133MHz 1.35V 64KB 128KB

C3 E-series 800MHz 133MHz 1.35v 64KB 128KB

C3 E-series 866MHz 133MHz 1.35V 64KB 128KB

C3 E-series 933MHz 133MHz 1.35vV 64KB 128KB

C3 E-series 1GHz 133MHz 1.35V 64KB 128KB

The Eden ESP series of processors uses a simplified design optimized for the most common operations.
Eden ESP processors are an excellent choice for set-top boxes and Internet clients, but they are not as
powerful in features or clock speed as the C3 E-series. VIA recommends Eden processors for embedded
systems because the processor can be operated without a fan by using a passive heatsink for cooling.
For more traditional computer tasks in a small footprint, VIA recommends the C3 E-series because it
has performance similar to Intel Celeron processors running at similar speeds. C3 E-series processors
can also be run with a passive heatsink, but they run hotter than Eden-series processors because they
use higher voltages. VIA recommends a cooling fan for C3 E-series processors unless the case is spe-
cially designed to provide adequate cooling for the processor.

VIA uses varying combinations of the following North Bridge and South Bridge chips in its mini-ITX
motherboards. The North Bridge uses either the PLE133 or CLE266 chips, whereas the South Bridge
uses either the VT8231 or VI8235 chips.

The PLE133 North Bridge chip features built-in Trident AGP 4x video and support for PC100 and
PC133 SDRAM memory. The CLE266, on the other hand, features built-in S3 Savage 4 4x AGP video,
a built-in MPEG2 decoder for excellent DVD playback, and support for DDR266 SDRAM memory.

The VT8231 South Bridge chip features AC’97 audio, MC’97 modem, an ATA-100 host adapter, and
four USB 1.1 ports. Additional capabilities can be added through optional chips. The VT8235 South
Bridge chip features six-channel audio, an ATA-133 host adapter, USB 2.0 ports, 10/100 Ethernet,
PCI controller, and MC’97 modem. It also supports the new 8X V-Link interface with the North
Bridge.
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VIA offers a handful of mini-ITX motherboards through its VIA Platform Solutions Division (VPSD),
including the following:

H EPIA H EPIAM
B EPIA V (refer to Figure 4.17) B EPIA M10000

Table 4.6 summarizes the differences in these motherboards.

Table 4.6 VPSD Mini-ITX Motherboards

Memory Type ATA Type USB Type
North Bridge; (Number of (Number of (Number IEEE-1394a
Model  South Bridge Modules) Ports) of Ports) (FireWire) Floppy
EPIA PLE133; V18231 PC100 or PC133(2) 100 (1) USB 1.1 (4) None No
EPIA V PLE133; V18231 PC133 (2) 100 (2) USB 1.1 (2) None Yes
EPIA M CLE266; V18235 DDR266 (1) 133 (2) USB 2.0 (2) 2 Yes

The EPIA M motherboards are the most sophisticated of the three and are the best choice for digital
multimedia because of their faster memory subsystem, USB 2.0 and IEEE-1394a ports, and optimized
DVD playback.

Obviously, with top performance only on par with sub-1GHz Celeron systems, mini-ITX mother-
boards are not intended for power user applications. However, if you need a compact system for spe-
cialized uses such as home entertainment centers or for small-footprint computers for office suites
and Internet access and don’t mind investing in a small form factor that might make future upgrades
or repairs extremely difficult, these tiny systems can be useful.

Note

The official site for ITX information is www.via.com.tw/en/VInternet/mini_itx.jsp. The site www.mini-itx.com

is often mistaken for an official site, but it is actually a vendor that specializes in ITX systems and component sales.

NLX

NLX is a low-profile form factor designed to replace the nonstandard LPX design used in previous
low-profile systems. First introduced in November 1996 by Intel, NLX was a popular form factor in
the late 1990s for Slimline corporate desktop systems from vendors such as Compaq, HP, Toshiba,
and others. Since 2000, many Slimline systems have used variations on the flex-ATX motherboard
instead.

NLX is similar in initial appearance to LPX, but with numerous improvements designed to enable
full integration of the latest technologies. NLX is basically an improved version of the proprietary
LPX design, but, unlike LPX, NLX is fully standardized, which means you should be able to replace
one NLX board with another from a different manufacturer—something that was not possible with
LPX.

Another limitation of LPX boards is the difficulty in handling the larger physical size of the newer
processors and their larger heatsinks, as well as newer bus structures such as AGP for video. The
NLX form factor has been designed specifically to address these problems (see Figure 4.18). In fact,
NLX provides enough room for some vendors to support dual Slot 1 Pentium III processors in this
form factor.
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Figure 4.18 NLX motherboard and riser combination.

The main characteristic of an NLX system is that the motherboard plugs into the riser, unlike LPX
where the riser plugs into the motherboard. Therefore, the motherboard can be removed from the sys-
tem without disturbing the riser or any of the expansion cards plugged into it. In addition, the moth-
erboard in a typical NLX system literally has no internal cables or connectors attached to it! All
devices that normally plug into the motherboard—such as drive cables, the power supply, the front
panel light, switch connectors, and so on—plug into the riser instead (see Figure 4.18). By using the
riser card as a connector concentration point, you can remove the lid on an NLX system and literally
slide the motherboard out the left side of the system without unplugging a single cable or connector
on the inside. This allows for unbelievably quick motherboard changes; in fact, I have swapped moth-
erboards in less than 30 seconds on NLX systems!

As Figure 4.19 shows, by using different sizes and types of riser cards, a system designer can customize
the features of a given NLX system.

Such a design is a boon for the corporate market, where ease and swiftness of servicing is a major fea-
ture. Not only can components be replaced with lightning speed, but because of the industry-standard
design, motherboards, power supplies, and other components can be interchanged even among differ-
ent systems.

Specific advantages of the NLX form factor include

B Support for all desktop system processor technologies. This is especially important because, since the
NLX form factor was developed, both AMD and Intel adopted and then abandoned bulkier slot-
based processors and returned to more compact socketed processors. NLX can handle both
types of processors.

B Flexibility in the face of rapidly changing processor technologies. Backplane-like flexibility has been
built in to the form by allowing a new motherboard to be easily and quickly installed without
tearing your entire system to pieces. But unlike traditional backplane systems, many industry
leaders, such as Compagq, Toshiba, and HP, have sold NLX-based systems.

B Support for newer technologies. This includes Accelerated Graphics Port (AGP) high-performance
graphic solutions, Universal Serial Bus (USB), and memory modules in DIMM or RIMM form.

B Ease and speed of servicing and repair. Compared to other industry-standard interchangeable form
factors, NLX systems are by far the easiest to work on and allow component swaps or other ser-
vicing in the shortest amount of time.
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Figure 4.19 Typical NLX riser cards. Although most NLX systems use a low-profile riser card similar to
the top riser card, others use a taller riser card to provide more slots for add-on cards.

Furthermore, with the importance of multimedia applications, connectivity support for such things as
video playback, enhanced graphics, and extended audio has been built in to the motherboard. This
should represent a good cost savings over expensive daughterboard arrangements that have been nec-
essary for many advanced multimedia uses in the past. Although ATX also has this support, LPX and
Baby-AT don’t have the room for these additional connectors.

Figure 4.20 shows the basic NLX system layout. Notice that, similar to ATX, the motherboard is clear
of the drive bays and other chassis-mounted components. Also, the motherboard and I/O cards
(which, like the LPX form factor, are mounted parallel to the motherboard) can easily be slid in to
and out of the side of the chassis, leaving the riser card and other cards in place. The processor can be
easily accessed and enjoys greater cooling than in a more closed-in layout.

Note the position of the optional AGP slot shown previously in Figure 4.13. It is mounted on the
motherboard itself, not on the riser card as with PCI or ISA slots. This location was necessary because
AGP was developed well after the NLX form factor was introduced. Most NLX motherboards use
chipset-integrated or motherboard-based video instead of a separate AGP card, but you must remove
an AGP card installed in an NLX system before you can remove the motherboard for servicing. Also,
the AGP card used in an NLX system must have a different form factor to enable it to clear the rear
connector shield at the back of the NLX motherboard (see Figure 4.21).
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Figure 4.20 NLX system chassis layout and cooling airflow.

Figure 4.21 An AGP card that can be installed in either a standard ATX/Baby-AT system or an NLX
system. This is because of the shape, which leaves room for the NLX motherboard’s rear connector shield.
Photo courtesy Elsa AG.

The NLX motherboard is specified in three lengths, front to back: 13.6", 11.2", or 10" total (see
Figure 4.22). With proper bracketry, the shorter boards can go into a case designed for a longer board.

As with most of the form factors, you can identify NLX via the unique I/O shield or connector area at
the back of the board (see Figure 4.23). You only need a quick look at the rear of any given system to
determine which type of board is contained within. Figure 4.23 shows the unique stepped design of
the NLX I/O connector area. This allows for a row of connectors all along the bottom and has room
for double-stacked connectors on one side.



222 Chapter 4 | Motherboards and Buses

345, 44
(13.600)
340, 33
(13.400)
5,08 REF 158,12 REF
(200) T[T (6.225)
4X Z4.01 4X &3.00
(.300) (-156)
Required Keepout Area “A” Mounting Holes
30, 48 REF
(1.200) L R
! 1
I I 223, 50
31,36 REF|'! 1 )
(3.400) I I (5.100)
1 1 Maximum
1 1 Board Width
| I
213, 20
1 {7) ______________ Cf)' (3000
inimum
(179.2'025 Board Width
PRIMARY SIDE
111,76
(4. 400)

\- Card edge gold fingers (shown for orientation)

Figure 4.22 NLX form factor. This shows a 13.6" long NLX board. The NLX specification also allows
shorter 11.2" and 10" versions.
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Figure 4.23 Typical NLX motherboard rear connector layout.

As you can see, the NLX form factor has been designed for maximum flexibility and space efficiency.
Even extremely long I/O cards will fit easily without getting in the way of other system components—
a problem with Baby-AT form factor systems.



Motherboard Form Factors | Chapter 4 223

The specification and related information about the NLX form factor are available at the Desktop Form
Factor site located at www.formfactors.org. Although NLX is a standard form factor—just as the ATX fam-
ily is—most NLX products have been sold as part of complete systems aimed at the corporate market. Very
few aftermarket motherboards have been developed in this form factor. Thus, although NLX makes swap-
ping motherboards easy, you are more likely to encounter it in a corporate environment than in a home
or small-business computer. The micro-ATX and flex-ATX form factors have largely superseded NLX in the
markets formerly dominated by LPX. Overall, one of the ATX variants is still the best choice for most new
systems where expandability, upgradeability, low cost, and ease of service are of prime importance.

WTX

WTX was a board and system form factor developed for the mid-range workstation market; however,
it didn’t seem to catch on. WTX went beyond ATX and defined the size and shape of the board and
the interface between the board and chassis, as well as required chassis features.

WTX was first released in September 1998 (1.0) and updated in February 1999 (1.1). The specification and
other information on WTX used to be available at www.wtx.org; however, WTX has been discontinued and
there will be no further updates. It is not recommended to build new systems using the WTX form factor.

The very few WTX form factor systems that were introduced were designed as servers. Figure 4.24
shows a typical WTX system with the cover removed. Note that easy access is provided to internal
components via pull-out drawers and swinging side panels.

\

Overhead System Closed

A

Overhead System Open

System Open

Figure 4.24 Typical WTX system chassis showing internal layout and ease of access.

WTX motherboards have a maximum width of 14" (356mm) and a maximum length of 16.75"
(425mm), which is significantly larger than ATX. There are no minimum dimensions, so board
designers are free to design smaller boards as long as they meet the mounting criteria.

The WTX specification offers flexibility by leaving motherboard mounting features and locations unde-
fined. Instead of defining exact screw hole positions, WTX motherboards must mount to a standard
mounting adapter plate, which must be supplied with the board. The WTX chassis is designed to
accept the mounting plate with attached motherboard and not just a bare board alone.
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Proprietary Designs

Motherboards that are not one of the industry standard form factors, such as AT/Baby-AT, NLX, or any of
the ATX formats, are deemed proprietary or semi-proprietary. LPX, ITX, and mini-ITX systems fall into the
semi-proprietary category for example, while other companies have fully proprietary systems that only
they manufacture. Most people purchasing PCs should avoid proprietary designs because they do not
allow for a future motherboard, power supply, or case upgrade, which limits future use and serviceability
of the system. To me, proprietary systems are disposable PCs because you can neither upgrade them nor
easily repair them. The problem is that the proprietary parts can come only from the original system
manufacturer, and they usually cost much more than nonproprietary parts. Therefore, after your propri-
etary system goes out of warranty, not only is it not upgradeable, but it is also essentially no longer
worth repairing. If the motherboard or any component on it goes bad, you will be better off purchasing
a completely new standard system than paying five times the normal price for a new proprietary moth-
erboard. In addition, a new motherboard in a standard form factor system would be one or more genera-
tions newer and faster than the one you would be replacing. In a proprietary system, the replacement
board would not only cost way too much, but it would be the same as the one that failed.

Note that you might be able to perform limited upgrades to older systems with proprietary motherboards,
in the form of custom (non-OEM) processor replacements with attached voltage regulators, usually called
“overdrive” or “turbo” chips. Unfortunately, these often don’t perform up to the standards of a less
expensive new processor and motherboard combination. Of course, I usually recommend upgrading the
motherboard and processor together—but that is something that can’t be done with a proprietary system.

Until the late 1990s, the LPX motherboard design was at the heart of most proprietary systems. These
systems were sold primarily in the retail store channel by Compaq, IBM’s Aptiva line, HP’s Vectra line,
and Packard Bell (no longer in business in North America). As such, virtually all their systems have
problems inherent with their proprietary designs.

If the motherboard in your current ATX form factor system dies, you can find any number of replace-
ment boards that will bolt directly in—with your choice of processors and clock speeds—at great
prices. You can also find replacements for Baby-AT motherboards, but this form factor doesn’t support
the newest technologies and has not been used in new system designs for several years. However, if
the motherboard dies in a proprietary form factor system, you’ll pay for a replacement available only
from the original manufacturer, and you have little or no opportunity to select a board with a faster
or better processor than the one that failed. In other words, upgrading or repairing one of these sys-
tems via a motherboard replacement is difficult and usually not cost-effective.

Systems sold by the leading mail-order suppliers, such as Gateway, Micron, Dell, and others, are avail-
able in industry-standard form factors such as ATX, micro-ATX, flex-ATX, and NLX. This allows for
easy upgrading and system expansion in the future. These standard factors allow you to replace your
own motherboards, power supplies, and other components easily and select components from any
number of suppliers other than where you originally bought the system.

ckplane Systems

One type of design that has been used in some systems over the years is the backplane system. These sys-
tems do not have a motherboard in the true sense of the word. In a backplane system, the components
typically found on a motherboard are located instead on an expansion adapter card plugged into a slot.

In these systems, the board with the slots is called a backplane, rather than a motherboard. Systems
using this type of construction are called backplane systems.

Backplane systems come in two main types—passive and active. A passive backplane means the main
backplane board does not contain any circuitry at all except for the bus connectors and maybe some
buffer and driver circuits. All the circuitry found on a conventional motherboard is contained on one
or more expansion cards installed in slots on the backplane. Some backplane systems use a passive
design that incorporates the entire system circuitry into a single mothercard. The mothercard is
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essentially a complete motherboard designed to plug into a slot in the passive backplane. The passive
backplane/mothercard concept enables the entire system to be easily upgraded by changing one or
more cards. Because of the expense of the high-function mothercard, this type of system design is
rarely found in standard PC systems today, although it was once favored by a few early 286/386 ven-
dors such as Zenith Data Systems. The passive backplane design does enjoy popularity in industrial
systems, which are often rack-mounted. Some high-end fileservers also feature this design. Figure 4.25
shows a typical Pentium III single-board computer used in passive backplane systems. Figure 4.26
shows a rack-mount chassis with a passive backplane.
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Figure 4.25 A typical Pentium III/Celeron III PICMG single-board computer. This single card provides PCI
and ISA interfacing, integrated AGP video with support for DVI and CRT displays, three 10/100 Ethernet net-
work interfaces, and a 68-pin Wide SCSI interface, as well as normal parallel, serial, IDE, and floppy interfaces.
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Figure 4.26 A rack-mount chassis with passive backplane.
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Passive backplane systems with mothercards (often called single-board computers or SBCs) are by far
the most popular backplane design. They are used in industrial or laboratory-type systems and are
rack-mountable. They usually have a large number of slots and extremely heavy-duty power supplies;
they also feature high-capacity, reverse flow cooling designed to pressurize the chassis with cool, fil-
tered air. Many passive backplane systems, such as the one pictured in Figure 4.27, adhere to the
PCI/ISA passive backplane and CompactPCI form factor standards set forth by the PCI Industrial
Computer Manufacturers Group (PICMG). You can get more information about these standards from
PICMG’s Web site at www.picmg.org.

An active backplane means the main backplane board contains bus control and usually other circuitry
as well. Most active backplane systems contain all the circuitry found on a typical motherboard
except for what is then called the processor complex. The processor complex is the name of the circuit
board that contains the main system processor and any other circuitry directly related to it, such as
clock control, cache, and so forth. The processor’s complex design enables the user to easily upgrade
the system later to a new processor type by changing one card. In effect, it amounts to a modular
motherboard with a replaceable processor section.

Many large PC manufacturers have built systems with an active backplane/processor complex. Both
IBM and Compagq, for example, have used this type of design in some of their high-end (server class)
systems. ALR once made a series of desktop and server PCs that also featured this design. This allows
an easier and generally more affordable upgrade than the passive backplane/mothercard design
because the processor complex board is usually much cheaper than a mothercard. Unfortunately,
because no standards exist for the processor complex interface to the system, these boards are propri-
etary and can be purchased only from the system manufacturer. This limited market and availability
causes the prices of these boards to be higher than most complete motherboards from other manufac-
turers.

The motherboard system design and the backplane system design have advantages and disadvan-
tages. Most original PCs were designed as backplanes in the late 1970s. Apple and IBM shifted the
market to the now traditional motherboard with a slot-type design because this kind of system gen-
erally is cheaper to mass-produce than one with the backplane design. In the late 1980s, Zenith
Data manufactured a line of backplane-based 8088, 286, and 386-based systems but later aban-
doned this for a standard motherboard design similar to other vendors. The theoretical advantage
of a backplane system, however, is that you can easily upgrade it to a new processor and level of
performance by changing a single card. For example, you can upgrade a system’s processor just by
changing the card. In a motherboard-design system, you often must change the motherboard, a
seemingly more formidable task. Unfortunately, the reality of the situation is that a backplane
design is frequently much more expensive to upgrade. For example, because the bus remains fixed
on the backplane, the backplane design precludes more comprehensive upgrades that involve
adding local bus slots.

Another nail in the coffin of backplane designs is the upgradeable processor. Starting with the 486,
Intel and AMD began standardizing the sockets or slots in which processors were to be installed,
allowing a single motherboard to support a wider variety of processors and system speeds. Because
board designs could be made more flexible, changing only the processor chip for a faster standard
OEM type (not one of the kludgy “overdrive” chips) is the easiest and most cost-effective way to
upgrade without changing the entire motherboard.

Because of the limited availability of the processor-complex boards or mothercards, they usually end
up being more expensive than a complete new motherboard that uses an industry-standard form fac-
tor. The bottom line is that unless you have a requirement for a large-capacity industrial or laboratory-
type system, especially one that would be rack-mounted, you are better off sticking with standard ATX
form factor PCs. They will certainly be far less expensive.
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Note

Some companies offer plug-in processor cards that essentially turn your existing motherboard info an active backplane, shut-
ting down the main CPU and memory and having the card's processor and memory essentially take over. These are, unfortu-
nately, much more expensive than a new motherboard and processor alone, use the more expensive SO-DIMM memory,
don't provide AGP video, and are generally not recommended.

Motherboard Components

A modern motherboard has several components built in, including various sockets, slots, connectors,
chips, and so on. This section examines the components found on a typical motherboard.

Most modern motherboards have at least the following major components on them:
B Processor socket/slot

Chipset (North/South Bridge or memory and I/O controller hubs)

Super I/O chip

ROM BIOS (Flash ROM/firmware hub)

SIMM/DIMM/RIMM (RAM memory) sockets

ISA/PCI/AGP bus slots

CPU voltage regulator

Battery

Some motherboards also include integrated video, audio, networking, SCSI, Audio Modem Riser (AMR),
Communications and Networking Riser (CNR) connectors, or other optional interfaces, depending on
the individual board.

These standard components are discussed in the following sections.

Processor Sockets/Slots

<4«

The CPU is installed in either a socket or a slot, depending on the type of chip.

Starting with the 486 processors, Intel designed the processor to be a user-installable and replaceable
part and developed standards for CPU sockets and slots that would allow different models of the same
basic processor to plug in. These specifications were given a designation that is usually imprinted or
embossed on the connector or board. If you know the type of socket or slot on your motherboard, you
essentially know which type of processors are designed to plug in.

See “Processor Socket and Slot Types,” p. 85.

Sockets for processors prior to the 486 were not designated, and interchangeability was limited. Table 4.7
shows the designations for the various processor sockets/slots and lists the chips designed to plug into them.

Originally, all processors were mounted in sockets (or soldered directly to the motherboard). With the
advent of the Pentium II and original Athlon processors, both Intel and AMD shifted to a slot-based
approach for their processors because the processors now incorporated built-in L2 cache, purchased as
separate chips from third-party Static RAM (SRAM) memory chip manufacturers. Therefore, the proces-
sor then consisted not of one but of several chips, all mounted on a daughterboard that was then
plugged into a slot in the motherboard. This worked well, but there were additional expenses in the
extra cache chips, the daughterboard itself, the slot, optional casings or packaging, and the support
mechanisms and physical stands and latches for the processor and heatsink. All in all, slot-based
processors were expensive to produce compared to the previous socketed versions.



228 Chapter 4 | Motherboards and Buses

Table 4.7 CPU Socket Specifications

Socket
Number Pins  Pin Layout Voltage Supported Processors
Socket 1 169 17x17 PGA 5V 486 SX/SX2, DX/DX2', DX4 OD
Socket 2 238 19x19 PGA 5V 486 SX/SX2, DX/DX2', DX4 OD, 486 Pentium OD
Socket 3 237 19x19 PGA 5V/3.3V 486 SX/SX2, DX/DX2, DX4, 486 Pentium OD,
AMD 5x86
Socket 4 273 21x21 PGA 5V Pentium 60/66, OD
Socket 5 320 37x37 SPGA 3.3V/3.5V  Pentium 75-133, OD
Socket 62 235 1x19 PGA 3.3V 486 DX4, 486 Pentium OD
Socket 7 321 37x37 SPGA VRM Pentium 75-233+, MMX, OD, AMD K5/Ké, Cyrix M1/II
Socket 8 387 Dual-pattern Auto VRM  Pentium Pro, OD
SPGA
Socket 370 370 37%x37 SPGA Auto VRM Celeron/Pentium Il PPGA/FC-PGA
Socket PAC418 418 38x22 split Auto VRM ltanium, ltanium 2
SPGA
Socket 423 423 39x39 SPGA Auto VRM Pentium 4 FC-PGA
Socket A (462) 462 37x37 SPGA Auto VRM AMD Athlon/Athlon XP/Duron PGA
Socket 478 478 26x26 mPGA  Auto VRM Pentium 4 FC-PGA2, Celeron FC-PGA2
Socket 603 603 31x25 mPGA  Auto VRM Xeon (P4)
Socket 754 754 29x29 mPGA  Auto VRM  AMD Athlon 64
Slot A 242 Slot Auto VRM AMD Athlon SECC
Slot 1 (SC242) 242 Slot Auto VRM Pentium II/Ill, Celeron SECC
Slot 2 (SC330) 330 Slot Auto VRM Pentium II/Ill Xeon SECC
1. Non-overdrive DX4 or AMD 5x86 also can be supported PGA = Pin grid array
with the addition of an aftermarket 3.3V voltage regula- PPGA = Plastic pin grid array
tor adapter. 5C242 = Slot connector, 242 pins
2. Socket 6 was never actually implemented in any systems. SC330 = Slot connector, 330 pins
Auto VRM = Voltage regulator module with automatic volt- SECC = Single edge contact cartridge

age selection determined by processor VID pins
FC-PGA = Flip-chip pin grid array mPGA = Micro pin grid array
OD = Ov.erDrlve (r etazﬂl upgrade processors) VRM = Voltage regulator module with variable voltage
PAC = Pin array cartridge output determined by module type or manual jumpers

SPGA = Staggered pin grid array

With the advent of the second-generation Celeron, Intel integrated the L2 cache directly into the
processor die, meaning within the main CPU chip circuits with no extra chips required. The second-
generation (code named Coppermine) Pentium III also received on-die L2 cache, as did the K6-3,
Duron (code named Spitfire), and second-generation Athlon (code named Thunderbird) processors
from AMD (some early Thunderbird Athlon CPUs were also made in the Slot A configuration). With
on-die L2, the processor was back to being a single chip again, which also meant that mounting it on
a separate board plugged into a slot was expensive and unnecessary. Because of on-die integrated L2
cache, the trend for processor packaging has shifted back to sockets and will likely continue that way
for the foreseeable future. All modern processors now use the socket form. Besides allowing a return to
socketed packaging, the on-die L2 cache runs at full processor speed, instead of the one-half or one-
third speed of the previous integrated (but not on-die) L2 cache.

The 64-bit Itanium processor from Intel, however, features a cartridge design that includes L3 cache
and yet plugs into a socket rather than a slot.
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Chipsets
We can’t talk about modern motherboards without discussing chipsets. The chipset is the mother-
board; therefore, any two boards with the same chipsets are functionally identical. The chipset con-
tains the processor bus interface (called front-side bus, or FSB), memory controllers, bus controllers,
I/O controllers, and more. All the circuits of the motherboard are contained within the chipset. If the
processor in your PC is like the engine in your car, the chipset represents the chassis. It is the frame-
work in which the engine rests and is its connection to the outside world. The chipset is the frame,
suspension, steering, wheels and tires, transmission, driveshaft, differential, and brakes. The chassis in
your car is what gets the power to the ground, allowing the vehicle to start, stop, and corner. In the
PC, the chipset represents the connection between the processor and everything else. The processor
can’t talk to the memory, adapter boards, devices, and so on without going through the chipset. The
chipset is the main hub and central nervous system of the PC. If you think of the processor as the
brain, the chipset is the spine and central nervous system.

Because the chipset controls the interface or connections between the processor and everything else,
the chipset ends up dictating which type of processor you have; how fast it will run; how fast the
buses will run; the speed, type, and amount of memory you can use; and more. In fact, the chipset
might be the single most important component in your system, possibly even more important than
the processor. I've seen systems with faster processors be outperformed by systems with slower proces-
sor but a better chipset, much like how a car with less power might win a race through better corner-
ing and braking. When deciding on a system, I start by choosing the chipset first because the chipset
decision then dictates the processor, memory, I/O, and expansion capabilities.

Chipset Evolution

When IBM created the first PC motherboards, it used several discrete (separate) chips to complete the
design. Besides the processor and optional math coprocessor, many other components were required to
complete the system. These other components included items such as the clock generator, bus controller,
system timer, interrupt and DMA controllers, CMOS RAM and clock, and keyboard controller.
Additionally, many other simple logic chips were used to complete the entire motherboard circuit, plus,
of course, things such as the actual processor, math coprocessor (floating-point unit), memory, and other
parts. Table 4.8 lists all the primary chip components used on the original PC/XT and AT motherboards.

Table 4.8 Primary Chip Components on PC/XT and AT Motherboards

Chip Function PC/XT Version AT Version
Processor 8088 80286
Math Coprocessor (Floating-Point Unit) 8087 80287
Clock Generator 8284 82284

Bus Controller 8288 82288
System Timer 8253 8254
Low-order Interrupt Controller 8259 8259
High-order Interrupt Controller — 8259
Low-order DMA Controller 8237 8237
High-order DMA Controller — 8237
CMOS RAM/Real-Time Clock — MC146818
Keyboard Controller 8255 8042

In addition to the processor/coprocessor, a six-chip set was used to implement the primary mother-
board circuit in the original PC and XT systems. IBM later upgraded this to a nine-chip design in the
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AT and later systems, mainly by adding more interrupt and DMA controller chips and the nonvolatile
CMOS RAM/Real-time Clock chip. All these motherboard chip components came from Intel or an
Intel-licensed manufacturer, except the CMOS/Clock chip, which came from Motorola. To build a
clone or copy of one of these IBM systems required all these chips plus many smaller discrete logic
chips to glue the design together, totaling 100 or more individual chips. This kept the price of a
motherboard high and left little room on the board to integrate other functions.

In 1986, a company called Chips and Technologies introduced a revolutionary component called the
82C206—the main part of the first PC motherboard chipset. This was a single chip that integrated
into it all the functions of the main motherboard chips in an AT-compatible system. This chip
included the functions of the 82284 Clock Generator, 82288 Bus Controller, 8254 System Timer, dual
8259 Interrupt Controllers, dual 8237 DMA Controllers, and even the MC146818 CMOS/Clock chip.
Besides the processor, virtually all the major chip components on a PC motherboard could now be
replaced by a single chip. Four other chips augmented the 82C206 acting as buffers and memory con-
trollers, thus completing virtually the entire motherboard circuit with five total chips. This first
chipset was called the CS8220 chipset by Chips and Technologies. Needless to say, this was a revolu-
tionary concept in PC motherboard manufacturing. Not only did it greatly reduce the cost of building
a PC motherboard, but it also made designing a motherboard much easier. The reduced component
count meant the boards had more room for integrating other items formerly found on expansion
cards. Later, the four chips augmenting the 82C206 were replaced by a new set of only three chips,
and the entire set was called the New Enhanced AT (NEAT) CS8221 chipset. This was later followed by
the 82C836 Single Chip AT (SCAT) chipset, which finally condensed all the chips in the set down to a
single chip.

The chipset idea was rapidly copied by other chip manufacturers. Companies such as Acer, Erso, Opti,
Suntac, Symphony, UMC, and VLSI each gained an important share of this market. Unfortunately for
many of them, the chipset market has been a volatile one, and many of them have long since gone
out of business. In 1993, VLSI had become the dominant force in the chipset market and had the
vast majority of the market share; by the next year, VLSI (which later was merged into Philips
Semiconductors), along with virtually everybody else in the chipset market, was fighting to stay alive.
This is because a new chipset manufacturer had come on the scene, and within a year or so of getting
serious, it was totally dominating the chipset market. That company was Intel, and after 1994, it had
a virtual lock on the chipset market. If you have a motherboard built since 1994 that uses or accepts
an Intel processor, chances are good that it has an Intel chipset on it as well.

More recently, Intel has struggled somewhat with chipsets because of its reliance on RDRAM memory.
Intel originally signed a contract with Rambus back in 1996 declaring it would support this memory
as its primary focus for desktop PC chipsets through 2001. I suspect this has turned out to be some-
thing Intel regrets (the contract has since expired). RDRAM memory has had a significantly higher
price than SDRAM memory—although the prices have recently come down a bit—and it does have
some performance advantages when used in a dual-channel mode. There is a lot of momentum in the
market for supporting double data rate (DDR) SDRAM. Consequently, Intel introduced the 845 chipset
(code named Brookdale), which supports DDR-SDRAM with the Pentium 4. Intel’s latest chipsets for
Pentium 4, the i865 (code named Springdale) and i875P (code named Canterwood), continue the
trend of support for faster DDR SDRAM memory and FSB bus speeds. Intel is not alone in the Pentium
4 chipset business: Silicon Integrated Systems (SiS), ATI, and ALi Corporation all make licensed
chipsets for the Pentium 4. VIA Technologies also makes Pentium 4-compatible chipsets, but without
a license, which has greatly limited their popularity with motherboard makers.

Although AMD has developed its own chipsets for the K6 and Athlon family of processors, it now
emphasizes encouraging third-party chipset developers to support its products. Today, VIA
Technologies is the leading developer of AMD Athlon/Athlon XP/Duron chipsets for both discrete and
integrated uses. The popularity of AMD processors has also encouraged SiS, ATI, NVIDIA, and ALi
Corporation to develop chipsets for both Intel- and AMD-based systems.
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It is interesting to note that the original PC chipset maker, Chips and Technologies, survived by
changing course to design and manufacture video chips and found a niche in that market specifically
for laptop and notebook video chipsets. Chips and Technologies was subsequently bought out by
Intel in 1998 as a part of Intel’s video strategy.

Intel Chipsets

You can't talk about chipsets today without discussing Intel because it currently owns the vast major-
ity of the chipset market. It is interesting to note that we probably have Compaq to thank for forcing
Intel into the chipset business in the first place!

The thing that really started it all was the introduction of the EISA bus designed by Compaq in 1989.
At that time, it had shared the bus with other manufacturers in an attempt to make it a market stan-
dard. However, Compagq refused to share its EISA bus chipset—a set of custom chips necessary to
implement this bus on a motherboard.

Enter Intel, who decided to fill the chipset void for the rest of the PC manufacturers wanting to build
EISA bus motherboards. As is well known today, the EISA bus failed to become a market success
except for a short-term niche server business, but Intel now had a taste of the chipset business and
this it apparently wouldn’t forget. With the introduction of the 286 and 386 processors, Intel became
impatient with how long it took the other chipset companies to create chipsets around its new
processor designs; this delayed the introduction of motherboards that supported the new processors.
For example, it took more than two years after the 286 processor was introduced for the first 286
motherboards to appear and just over a year for the first 386 motherboards to appear after the 386
had been introduced. Intel couldn’t sell its processors in volume until other manufacturers made
motherboards that would support them, so it thought that by developing motherboard chipsets for a
new processor in parallel with the new processor, it could jumpstart the motherboard business by pro-
viding ready-made chipsets for the motherboard manufacturers to use.

Intel tested this by introducing the 420 series chipsets along with its 486 processor in April 1989. This
enabled the motherboard companies to get busy right away, and in only a few months the first 486
motherboards appeared. Of course, the other chipset manufacturers weren’t happy; now they had
Intel as a competitor, and Intel would always have chipsets for new processors on the market first!

Intel then realized that it made both processors and chipsets, which were 90% of the components on
a typical motherboard. What better way to ensure that motherboards were available for its Pentium
processor when it was introduced than by making its own motherboards as well and having these
boards ready on the new processor’s introduction date. When the first Pentium processor debuted in
1993, Intel also debuted the 430LX chipset as well as a fully finished motherboard. Now, besides the
chipset companies being upset, the motherboard companies weren’t too happy, either. Intel was not
only the major supplier of parts needed to build finished boards (processors and chipsets), but was
now building and selling the finished boards as well. By 1994, Intel dominated the processor and
chipset markets and had cornered the motherboard market as well.

Now as Intel develops new processors, it develops chipsets and motherboards simultaneously, which
means they can be announced and shipped in unison. This eliminates the delay between introducing
new processors and waiting for motherboards and systems capable of using them, which was com-
mon in the industry’s early days. For the consumer, this means no waiting for new systems. Since the
original Pentium processor in 1993, we have been able to purchase ready-made systems on the same
day a new processor is released.

In my seminars, I ask how many people in the class have Intel-brand PCs. Of course, Intel does not
sell or market a PC under its own name, so nobody thinks they have an “Intel-brand” PC. But, if your
motherboard was made by Intel, for all intents and purposes you sure seem to have an Intel-brand
PC, at least as far as the components are concerned. Does it really matter whether Dell, Gateway, or
Micron put that same Intel motherboard into a slightly different looking case with their name on it?
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If you look under the covers, you'll find that many, if not most, of the systems from the major manu-
facturers are really the same because they basically use the same parts. Although more and more
major manufacturers are offering AMD Athlon- and Duron-based systems as alternatives to Intel’s, no
manufacturer dominates AMD motherboard sales the way Intel has dominated OEM sales to major
system manufacturers.

To hold down pricing, many low-cost retail systems based on micro-ATX motherboards use non-Intel
motherboards (albeit with Intel chipsets in most cases). But, even though many companies make
Intel-compatible motherboards for aftermarket upgrades or local computer assemblers, Intel still dom-
inates the major vendor OEM market for midrange and high-end systems.

Intel Chipset Model Numbers

Starting with the 486 in 1989, Intel began a pattern of numbering its chipsets as follows:

Chipset Chipset

Number Processor Family Number Processor Family

420xx P4 (486) E72xx Xeon workstation with hub architecture
430xx P5 (Pentium) E75xx Xeon server with hub architecture

440xx P6 (Pentium Pro/PII/Plll) 460xx [tanium processor

8xx P6/P7 (PII/Plll/P4) with hub architecture E88xx ltanium 2 processor with hub architecture
450xx Pé server (Pentium Pro/Pll/Plll Xeon)

The chipset numbers listed here are abbreviations of the actual chipset numbers stamped on the indi-
vidual chips. For example, one of the popular Pentium II/III chipsets was the Intel 440BX chipset,
which consisted of two components: the 82443BX North Bridge and the 82371EX South Bridge.
Likewise, the 845 chipset supports the Pentium 4 and consists of two main parts, including the 82845
Memory Controller Hub (MCH; replaces the North Bridge) and an 82801BA I/O Controller Hub
(ICH2; replaces the South Bridge). By reading the logo (Intel or others) as well as the part number and
letter combinations on the larger chips on your motherboard, you can quickly identify the chipset
your motherboard uses.

Intel has used two distinct chipset architectures: a North/South Bridge architecture and a newer hub
architecture. All its more recent 800 series chipsets use the hub architecture.

AMD Athlon/Duron Chipsets

AMD took a gamble with its Athlon family of processors (Athlon, Athlon XP, Athlon MP, and the
now-discontinued Duron). With these processors, AMD decided for the first time to create a chip that
was Intel compatible with regards to software but not directly hardware or pin compatible. Whereas
the K6 series would plug into the same Socket 7 that Intel designed for the Pentium processor line,
the AMD Athlon and Duron would not be pin compatible with the Pentium II/IIl and Celeron chips.
This also meant that AMD could not take advantage of the previously existing chipsets and mother-
boards when the Athlon and Duron were introduced; instead, AMD would have to either create its
own chipsets and motherboards or find other companies who would.

The gamble seems to have paid off. AMD bootstrapped the market by introducing its own chipset,
referred to as the AMD-750 chipset (code named Irongate). The AMD 750 chipset consists of the 751
System Controller (North Bridge) and the 756 Peripheral Bus Controller (South Bridge). More recently,
AMD introduced the AMD-760 chipset for the Athlon/Duron processors, which is the first major
chipset on the market supporting DDR SDRAM for memory. It consists of two chips—the AMD-761
System Bus Controller (North Bridge) and the AMD-766 Peripheral Bus Controller (South Bridge).
Although AMD no longer puts much emphasis on chipset sales, its pioneering efforts have inspired
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other companies, such as VIA Technologies, NVIDIA, and SiS, to develop chipsets specifically designed
for the Slot A and current Socket A and Socket 754 processors from AMD. This has enabled the moth-
erboard companies to make a variety of boards supporting these chips and the Athlon processors to
take a fair amount of market share away from Intel in the process.

North/South Bridge Architecture

Most of Intel’s earlier chipsets (and virtually all non-Intel chipsets) are broken into a multi-tiered
architecture incorporating what are referred to as North and South Bridge components, as well as a
Super I/O chip:

B The North Bridge. So named because it is the connection between the high-speed processor bus
(400/266/200/133/100/66MHz) and the slower AGP (533/266/133/66MHz) and PCI (33MHz)
buses. The North Bridge is what the chipset is named after, meaning that, for example, what we
call the 440BX chipset is derived from the fact that the actual North Bridge chip part number
for that set is 82443BX.

B The South Bridge. So named because it is the bridge between the PCI bus (66/33MHz) and the
even slower ISA bus (8MHz).

B The Super 1/O chip. It's a separate chip attached to the ISA bus that is not really considered part
of the chipset and often comes from a third party, such as National Semiconductor or Standard
MicroSystems Corp. (SMSC). The Super I/O chip contains commonly used peripheral items all
combined into a single chip. Note that most recent South Bridge chips now include Super I/O
functions, so that most recent motherboards no longer include a separate Super I/O chip.

»»  See “Super I/O Chips,” p. 304.

Chipsets have evolved over the years to support various processors, bus speeds, peripheral connec-
tions, and features.

Figure 4.27 shows a typical AMD Socket A motherboard using North/South Bridge architecture with
the locations of all chips and components.

The North Bridge is sometimes referred to as the PAC (PCI/AGP Controller). It is essentially the main
component of the motherboard and is the only motherboard circuit besides the processor that nor-
mally runs at full motherboard (processor bus) speed. Most modern chipsets use a single-chip North
Bridge; however, some of the older ones actually consisted of up to three individual chips to make up
the complete North Bridge circuit.

The South Bridge is the lower-speed component in the chipset and has always been a single individ-
ual chip. The South Bridge is a somewhat interchangeable component in that different chipsets
(North Bridge chips) often are designed to use the same South Bridge component. This modular
design of the chipset allows for lower cost and greater flexibility for motherboard manufacturers. The
South Bridge connects to the 33MHz PCI bus and contains the interface or bridge to the 8MHz ISA
bus. It also typically contains dual IDE hard disk controller interfaces, one or two USB interfaces, and
in later designs even the CMOS RAM and real-time clock functions. The South Bridge contains all the
components that make up the ISA bus, including the interrupt and DMA controllers.

The third motherboard component, the Super I/O chip, is connected to the 8MHz ISA bus and con-
tains all the standard peripherals that are built in to a motherboard. For example, most Super I/O
chips contain the serial ports, parallel port, floppy controller, and keyboard/mouse interface.
Optionally, they might contain the CMOS RAM/Clock, IDE controllers, and game port interface as
well. Systems that integrate IEEE-1394 and SCSI ports use separate chips for these port types.

Most recent motherboards that use North/South Bridge chipset designs incorporate a Super-South
Bridge, which incorporates the South Bridge and Super I/O functions into a single chip.
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Figure 4.27 A typical Socket A (AMD Athlon/Duron) motherboard showing component locations.

Hub Architecture

The newer 800 series chips from Intel use a hub architecture in which the former North Bridge chip is
now called a Memory Controller Hub (MCH) and the former South Bridge is called an I/O Controller
Hub (ICH). Rather than connect them through the PCI bus as in a standard North/South Bridge
design, they are connected via a dedicated hub interface that is twice as fast as PCI. The hub design
offers several advantages over the conventional North/South Bridge design:

W [t’s faster. The hub interface is a 4X (quad-clocked) 66MHz 8-bit (4x66MHzx1 byte = 266MBps)
interface, which has twice the throughput of PCI (33MHzx32 bits = 133MBps).

B Reduced PCI loading. The hub interface is independent of PCI and doesn’t share or steal PCI bus
bandwidth for chipset or Super I/O traffic. This improves performance of all other PCI bus con-
nected devices because the PCI bus is not involved in these transactions.

B Reduced board wiring. Although twice as fast as PCI, the hub interface is only 8 bits wide and
requires only 15 signals to be routed on the motherboard. By comparison, PCI requires no less
than 64 signals be routed on the board, causing increased electromagnetic interference (EMI)
generation, greater susceptibility to signal degradation and noise, and increased board manufac-
turing costs.
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This hub interface design allows for a much greater throughput for PCI devices because there is no
South Bridge chip (also carrying traffic from the Super I/O chip) hogging the PCI bus. Due to
bypassing PCI, hub architecture also enables greater throughput for devices directly connected to
the I/O Controller Hub (formerly the South Bridge), such as the new higher-speed ATA-100 and USB
2.0 interfaces.

The hub interface design is also very economical, being only 8 bits wide. Although this seems too nar-
row to be useful, there is a reason for the design. By making the interface only 8 bits wide, it uses
only 15 signals, compared to the 64 signals required by the 32-bit-wide PCI bus interface used by
North/South Bridge chip designs. The lower pin count means less circuit routing exists on the board,
less signal noise and jitter occur, and the chips themselves have many fewer pins, making them
smaller and more economical to produce.

Although it transfers only 8 bits at a time, the hub interface executes four transfers per cycle and
cycles at 66MHz. This gives it an effective throughput of 4x66MHzx1 byte = 266MB per second
(MBps). This is twice the bandwidth of PCI, which is 32 bits wide but runs only one transfer per
33MHz cycles for a total bandwidth of 133MBps. So, by virtue of a very narrow—but very fast—
design, the hub interface achieves high performance with less cost and more signal integrity than
with the previous North/South Bridge design.

The MCH interfaces between the high-speed processor bus (533/400/133/100/66MHz) and the hub
interface (66MHz) and AGP bus (533/266/133/66MHz), whereas the ICH interfaces between the hub
interface (66MHz) and the ATA (IDE) ports (66/100MHz) and PCI bus (33MHz).

The ICH also includes a new low-pin-count (LPC) bus, consisting basically of a stripped 4-bit wide ver-
sion of PCI designed primarily to support the motherboard ROM BIOS and Super I/O chips. By using
the same 4 signals for data, address, and command functions, only nine other signals are necessary to
implement the bus, for a total of only 13 signals. This dramatically reduces the number of traces con-
necting the ROM BIOS chip and Super I/O chips in a system as compared to the 96 ISA bus signals
necessary for older North/South Bridge chipsets that used ISA as the interface to those devices. The
LPC bus has a maximum bandwidth of 6.67MBps, which is close to ISA and more than enough to
support devices such as ROM BIOS and Super /O chips.

Note
Although other chipset makers typically use the North Bridge/South Bridge nomenclature for their chipsets, several

have developed high-speed connections similar to Intel's hub architecture. For example, most of VIA's recent chipsets
use the V-link Hub Architecture, which provides a dedicated 266MHz bus between the North and South Bridge chips.
The high-speed HyperTransport bus between the North and South Bridges originally developed by AMD has been
licensed by chipset vendors such as NVIDIA, VIA, and Ali Corporation, and SiS's MuTIOL Connect is used by recent
SiS chipsets.

Figure 4.28 shows a typical Intel motherboard that uses bus architecture—the Intel D845PEBT2, which
supports the Intel Pentium 4 processor. Unlike some of Intel’s less-expensive hub-based motherboards,
the 845PEBT2’s Intel 845 chipset doesn’t incorporate video.

Let’s examine the popular chipsets, starting with those used in 486 motherboards and working
all the way through to the latest Pentium III/Celeron, Pentium 4, Athlon XP, and Athlon 64
chipsets.
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Figure 4.28 Intel D845PEBT2 motherboard showing component locations. Illustration used by permission
of Intel Corporation.

Intel’s Early 386/486 Chipsets

Intel’s first real PC motherboard chipset was the 82350 chipset for the 386DX and 486 processors.
This chipset was not very successful, mainly because the EISA bus was not very popular and many
other manufacturers were making standard 386 and 486 motherboard chipsets at the time. The mar-
ket changed very quickly, and Intel dropped the EISA bus support and introduced follow-up 486
chipsets that were much more successful.

Table 4.9 shows the Intel 486 chipsets.

Table 4.9 Intel 486 Motherboard Chipsets

Chipset 420TX 420EX 420ZX
Code name Saturn Avries Saturn |I

Date introduced Nov. 1992 March 1994 March 1994
Processor 5V 486 5V/3.3V 486 5V/3.3V 486
Bus speed Up to 33MHz Up to 50MHz Up to 33MHz
SMP (dual CPUs) No No No

Memory types FPM FPM FPM
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Table 4.9 Continued

Chipset 420TX 420EX 420ZX

Parity/ECC Parity Parity Parity

Max. memory 128MB 128MB 160MB

L2 cache type Async Async Async

PCl support 20 2.0 2.1

AGP support No No No
AGP = Accelerated graphics port SMP = Symmetric multiprocessing (dual processors)
FPM = Fast page mode Note: PCI 2.1 supports concurrent PCI operations.

PCI = Peripheral component interconnect

The 420 series chipsets were the first to introduce the North/South Bridge design that is still used in
many chipsets today.

Fifth-Generation (P5 Pentium Class) Chipsets

With the advent of the Pentium processor in March 1993, Intel also introduced its first Pentium chipset:
the 430LX chipset (code named Mercury). This was the first Pentium chipset on the market and set the
stage as Intel took this lead and ran with it. Other manufacturers took months to a year or more to get
their Pentium chipsets out the door. Since the debut of its Pentium chipsets, Intel has dominated the
chipset market. Table 4.10 shows the Intel Pentium motherboard chipsets. Note that none of these chipsets
support AGP; Intel first added support for AGP in its chipsets for the Pentium II/Celeron processors.

Table 4.10 Intel Pentium Motherboard Chipsets (North Bridge)

Chipset 430LX  430NX  430FX 430MX  430HX 430VX 430TX
Code name Mercury  Neptune  Triton Mobile Triton I Triton Il n/a
Triton
Date introduced ~ March March Jan. Oct. Feb. Feb. Feb.
1993 1994 1995 1995 1996 1996 1997
CPU bus speed 66MHz 66MHz 66MHz 66MHz 66MHz 66MHz 66MHz
CPUs supported ~ P60/66 P75+ P75+ P75+ P75+ P75+ P75+
SMP (dual CPUs)  No Yes No No Yes No No
Memory types FPM FPM FPM/EDO  FPM/EDO  FPM/EDO  FPM/EDO/ FPM/EDO/
SDRAM SDRAM
Parity/ECC Parity Parity Neither Neither Both Neither Neither
Max. memory 192MB 512MB 128MB 128MB 512MB 128MB 256MB
Max. cacheable 192MB 512MB 64MB 64MB 512MB 64MB 64MB
L2 cache type Async Async Async/ Async/ Async/ Async/ Async/
Pburst Pburst Pburst Pburst Pburst
PCl support 2.0 2.0 2.0 2.0 2.1 2.1 2.1
AGP support No No No No No No No
South Bridge SIO SIO PIIX MPIIX PIIX3 PIIX3 PlIX4
EDO = Extended data out SDRAM = Synchronous dynamic RAM
FPM = Fast page mode SIO = System I/O

PIIX = PCI ISA IDE Xcelerator SMP = Symmetric multiprocessing (dual processors)
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Note

PCI 2.1 supports concurrent PCl operations, enabling multiple PCI cards to perform transactions at the same time for

greater speed.

Table 4.11 shows the Intel South Bridge chips used with Intel chipsets for Pentium processors. South
Bridge chips are the second part of the modern Intel motherboard chipsets.

Table 4.11 Intel South Bridge Chips

Chip Name SIO PIIX PlIX3 PlIX4 PIIX4E ICHO ICH
Part number 82378IB/ZB  82371FB  82371SB  82371AB 82371EB 82801AB 82801AA
IDE support None BMIDE BMIDE UDMA-33  UDMA-33 UDMA-33 UDMA-66
USB support None None Yes Yes Yes Yes Yes
CMOS/clock  No No No Yes Yes Yes Yes
Power SMM SMM SMM SMM SMM/ACPI  SMM/ACPI  SMM/ACPI
management

ACPI = Advanced configuration and power interface SIO = System I/O

BMIDE = Bus master IDE (ATA) SMM = System management mode

ICH = 1/O Controller Hub UDMA = Ultra-DMA IDE (ATA)

IDE = Integrated Drive Electronics (AT attachment) USB = Universal serial bus

PIIX = PCI ISA IDE Xcelerator

The Pentium chipsets listed in Tables 4.10 and 4.11 have been out of production for several years, and
most computers that use these chipsets have been retired.

Intel 430LX (Mercury)

<4<
<4<

The 430LX was introduced in March 1993, concurrent with the introduction of the first Pentium
processors. This chipset was used only with the original Pentiums, which came in 60MHz and 66MHz
versions. These were SV chips and were used on motherboards with Socket 4 processor sockets.

See "Processor Socket and Slot Types,” p. 85.
See "P1 (086) FirstGeneration Processors,” p. 114.

The 430LX chipset consisted of three total chips for the North Bridge portion. The main chip was the
82434LX system controller. This chip contained the processor-to-memory interface, cache controller,
and PCI bus controller. There was also a pair of PCI bus interface accelerator chips, which were identi-
cal 82433LX chips.

The 430LX chipset was noted for the following:

B Single processor
B Support for up to 512KB of L2 cache
B Support for up to 192MB of standard DRAM

This chipset died off along with the 5V 60/66MHz Pentium processors.
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Intel 430NX (Neptune)

<<«
<<«

Introduced in March 1994, the 430NX was the first chipset designed to run the new 3.3V second-
generation Pentium processor. These were noted by having Socket 5 processor sockets and an onboard
3.3V/3.5V voltage regulator for both the processor and chipset. This chipset was designed primarily
for Pentiums with speeds from 75MHz to 133MHz, although it was used mostly with 75MHz-100MHz
systems. Along with the lower voltage processor, this chipset ran faster, cooler, and more reliably than
the first-generation Pentium processor and the corresponding SV chipsets.

See "CPU Operating Voltiages,” p. 99.
See "P2 (2806) Second-Generation Processors,” p. 115.

The 430NX chipset consisted of three chips for the North Bridge component. The primary chip was
the 82434NX, which included the cache and main memory (DRAM) controller and the control inter-
face to the PCI bus. The actual PCI data was managed by a pair of 82433NX chips called local bus
accelerators. Together, these two chips, plus the main 82434NX chip, constituted the North Bridge.

The South Bridge used with the 430NX chipset was the 82378ZB System I/O (SIO) chip. This compo-
nent connected to the PCI bus and generated the lower-speed ISA bus.

The 430NX chipset introduced the following improvements over the Mercury (430LX) chipset:
B Dual processor support

B Support for 512MB of system memory (up from 192MB for the LX Mercury chipset)

This chipset rapidly became the most popular chipset for the early 75SMHz-100MHz systems, over-
shadowing the older 60MHz and 66MHz systems that used the 430LX chipset.

Intel 430FX (Triton)

4 g
>>

The 430FX (Triton) chipset rapidly became popular after it was introduced in January 1995. This
chipset is noted for being the first to support extended data out (EDO) memory, which subsequently
became very popular. EDO was about 21% faster than the standard fast page mode (FPM) memory
that had been used up until that time but cost no more than the slower FPM. Unfortunately,
although it was known for faster memory support, the Triton chipset was also known as the first
Pentium chipset without support for parity checking for memory. This was somewhat of a blow to PC
reliability and fault tolerance, even though many did not know it at the time.

See "Extended Data Out RAM," p. 432.
See “Parity and ECC," p. 464.

The Triton chipset lacked parity support from the previous 430NX chipset, but it also supported only
a single CPU. The 430FX was designed as a low-end chipset for home or non-mission-critical systems.
As such, it did not replace the 430NX, which carried on in higher-end network fileservers and other
more mission-critical systems.

The 430FX consisted of a three-chip North Bridge. The main chip was the 82437FX system controller
that included the memory and cache controllers, CPU interface, and PCI bus controller, along with
dual 82438FX data path chips for the PCI bus. The South Bridge was the first PIIX (PCI ISA IDE
Xcelerator) chip that was a 82371FB. This chip not only acted as the bridge between the 33MHz PCI
bus and the slower 8MHz ISA bus, but also incorporated for the first time a dual-channel IDE inter-
face. By moving the IDE interface off the ISA bus and into the PIIX chip, it was now effectively con-
nected to the PCI bus, enabling much faster Bus Master IDE transfers. This was key in supporting the
ATA-2 or Enhanced IDE interface for better hard disk performance.



240 Chapter 4 | Motherboards and Buses

The major points on the 430FX are

B Support for EDO memory
Support for higher speed—pipelined burst L2 cache
PIIX South Bridge with high-speed Bus Master IDE

|
|
B Lack of support for parity-checked memory
|

Only single CPU support
B Supported only 128MB of RAM, of which only 64MB could be cached

That last issue is one that many people are not aware of. The 430FX chipset can cache only up to
64MB of main memory. So, if you install more than 64MB of RAM in your system, performance suf-
fers greatly. At the time, many didn’t think this would be that much of a problem—after all, they
didn’t usually run enough software to load past the first 64MB anyway. That is another misunder-
standing because Windows 9x and NT/2000 (as well as all other protected-mode operating systems
including Linux and so on) load from the top down. So, for example, if you install 96MB of RAM
(one 64MB and one 32MB bank), virtually all your software, including the main operating system,
loads into the noncached region above 64MB. Needless to say, performance would suffer greatly. Try
disabling the L2 cache via your CMOS Setup to see how slowly your system runs without it. That is
the performance you can expect if you install more than 64MB of RAM in a 430FX-based system.
Some thought this was a Windows limitation, but it is instead caused by the chipset design.

Intel 430HX (Triton Il)

Intel created the Triton II 430HX chipset as a true replacement for the powerful 430NX chip. It added
some of the high-speed memory features from the low-end 430FX, such as support for EDO memory
and pipeline burst L2 cache. It also retained dual-processor support. In addition to supporting parity
checking to detect memory errors, it added support for error correcting code (ECC) memory to detect
and correct single bit errors on-the-fly. And the great thing was that this was implemented using plain
parity memory.

The HX chipset’s primary advantages over the FX are
B Symmetric multiprocessor (dual processor) support.
B Support for ECC and parity memory.

512MB maximum RAM support (versus 128MB).

L2 cache functions over 512MB RAM versus 64MB (providing optional cache tag RAM is
installed).

Memory transfers in fewer cycles overall.
PCI Level 2.1 compliance that allows concurrent PCI operations.

PIIX3 supports different IDE/ATA transfer speed settings on a single channel.

PIIX3 South Bridge component supports USB.

The memory problems with caching in the 430FX were corrected in the 430HX. This chipset allowed
for the caching of the full 512MB of possible RAM as long as the correct amount of cache tag was
installed. Tag is a small cache memory chip used to store the index to the data in the cache. Most
430HX systems shipped with a tag chip that could manage only 64MB of cached main memory,
although you could optionally upgrade it to a larger capacity tag chip that would enable caching the
full 512MB of RAM.
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The 430HX chipset was a true one-chip North Bridge. It was also one of the first chips out in a ball-
grid array (BGA) package, in which the chip leads are configured as balls on the bottom of the chip.
This enabled a smaller chip package than the previous plastic quad flat pack (PQFP) packaging used
on the older chips, and, because only one chip existed for the North Bridge, a very compact mother-
board was possible. The South Bridge was the PIIX3 (82371SB) chip, which enabled independent tim-
ing of the dual IDE channels. Therefore, you could install two different speed devices on the same
channel as master/slave and configure their transfer speeds independently. Previous PIIX chips
allowed both devices on a single cable to work at the lowest common denominator speed supported
by both. The PIIX3 also incorporated the USB for the first time on a PC motherboard. Unfortunately
at the time, no devices were available to attach to USB, nor was there any operating systems or driver
support for the bus. USB ports were a curiosity at the time, and nobody had a use for them.

See "Universal Serial Bus,” p. 947.

The 430HX supports the newer PCI 2.1 standard, which allowed for concurrent PCI operations and
greater performance. Combined with the support for EDO and pipelined burst cache, this was perhaps
the best Pentium chipset for the power user’s system. It offered excellent performance, and with ECC
memory it offered a truly reliable and stable system design.

The 430HX was the only modern Intel Pentium-class chipset to offer parity and error-corrected mem-
ory support. This made it the recommended Intel chipset at the time for mission-critical applications,
such as fileservers, database servers, business systems, and so on.

Intel 430VX (Triton Ill)

The 430VX was designed to be a replacement for the low-end 430FX chipset; it was not a replacement
for the higher-powered 430HX chipset. As such, the VX has only one significant technical advantage
over the HX, but in almost all other respects it is more like the 430FX than the HX.

The VX has the following features:

B Supports 66 MHz SDRAM B Supports only 128MB RAM
B No parity or ECC memory support B Supports caching for only 64MB RAM

B Single processor only

Most notable was the support for SDRAM, which was about 27% faster than the more popular EDO
memory used at the time. Although the support for SDRAM was a nice bonus, the actual improve-
ment in system speed derived from such memory was somewhat limited. This was because with a
normal L1/L2 cache combination, the processor read from the caches 99% of the time. A combined
miss (both L1 and L2 missing) happened only about 1% of the time while reading/writing mem-
ory. Thus with SDRAM, the system would be up to 27% faster, but only about 1% of the time.
Therefore, the cache performance was actually far more important than main memory perfor-
mance. See the section “How Cache Works” in Chapter 3, “Microprocessor Types and
Specifications,” for more information.

As with the 430FX, the VX has the limitation of being capable of caching only 64MB of main mem-
ory. Therefore, installing more than 64MB of memory actually slows down the system dramatically
because none of the memory past that point can be cached. Because Windows loads from the top of
memory down, installing any amount of memory greater than 64MB in a system using this chipset
dramatically decreases performance.

The 430VX chipset was rapidly made obsolete in the market by the 430TX chipset that followed.
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Intel 430TX

The 430TX was Intel’s final Pentium chipset. It was designed not only to be used in desktop systems,
but to replace the 430MX mobile Pentium chipset for laptop and notebook systems.

The 430TX had some refinements over the 430VX, but, unfortunately, it still lacked support for parity
or ECC memory and retained the 64MB cacheable RAM limitation of the older FX and VX chipsets.
The 430TX was not designed to replace the more powerful 430HX chipset, which still remained the
chipset of choice for Pentium class mission-critical systems.

The TX chipset features include the following:

B 66MHz SDRAM support

B Cacheable memory still limited to 64MB

B Support for Ultra-ATA, or Ultra-DMA 33 (UDMA) IDE transfers
B Lower power consumption for mobile use

B No parity or ECC memory support

B Single processor only

»»  See "ATA/ATAPI4 (AT Attachment with Packet Interface Extension-4),” p. 505.

Third-Party (Non-Intel) P5 Pentium Class Chipsets

The development of non-Intel Pentium-class chipsets was spurred by AMD’s development of its
own equivalents to the Pentium processor—the K5 and K6 processor families. Although the K5 was
not a successful processor, the K6 family was very successful in the low-cost (under $1,000) market
and as an upgrade for Pentium systems. AMD’s own chipsets aren’t used as often as other third-
party chipsets, but AMD'’s capability to support its own processors with timely chipset deliveries
has helped make the K6 and its successors—the Athlon, Athlon XP, and Duron—into credible rivals
for Intel’s Pentium MMX and Pentium II/I1I/4/Celeron families and has spurred other vendors,
such as VIA, Acer Laboratories, and SiS, to support AMD’s processors. Major third-party chipsets for
Pentium-class processors include

H AMD 640
W VIA Apollo VP1, VP2, VPX, VP3, MVP3, and MVP4
B ALi Aladdin 4, Aladdin 5, and Aladdin 7
M SiS SiS540, SiS530/5595, SiS5598, SiS5581, SiS5582, SiS5571, SiS5591, and SiS5592
Most computers that use these chipsets have been retired. For more detailed information about these

chipsets, see Upgrading and Repairing PCs, 14th Edition, which is included on the DVD packaged with
this book.

Sixth-Generation (P6 Pentium Pro/ll/Ill Class)
Chipsets

Just as Intel clearly dominated the Pentium chipset world, it is also the leading vendor for chipsets
supporting its P6 processor families. As discussed earlier, the biggest reason for this is that, since the
Pentium first came out in 1993, Intel has been introducing new chipsets (and even complete ready-to-
go motherboards) simultaneously with its new processors. This makes it hard for anybody else to
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catch up. Another problem for other chipset manufacturers is that they are required to license the
CPU bus interface design before they can produce a matching chipset.

Note that because the Pentium Pro, Celeron, and Pentium II/III are essentially the same processor
with different cache designs and minor internal revisions, the same chipset can be used for Socket 8
(Pentium Pro), Socket 370 (Celeron/Pentium III), and Slot 1 (Celeron/Pentium II/IIT) designs. Of
course, the newer P6-class chipsets are optimized for the Socket 370 architecture and nobody is mak-
ing any new designs for Socket 8 or Slot 1.

Table 4.12 shows the chipsets used on Pentium Pro motherboards.

Table 4.12 Pentium Pro Motherboard Chipsets (North Bridge)

Chipset 450KX 450GX 440FX
Code name Orion Orion Server Natoma
Workstation date introduced Nov. 1995 Nov. 1995 May 1996
Bus speed 66MHz 66MHz 66MHz
SMP (dual CPUs) Yes Yes (four CPUs) Yes
Memory types FPM FPM FPM/EDO/BEDO
Parity/ECC Both Both Both
Maximum memory 8GB 1GB 1GB
L2 cache type In CPU In CPU In CPU
Maximum cacheable 1GB 1GB 1GB
PCI support 20 20 2.1
AGP support No No No
AGP speed n/a n/a n/a
South Bridge Various Various PIIX3
AGP = Accelerated graphics port PCI = Peripheral component interconnect
BEDO = Burst EDO PIIX = PCI ISA IDE Xcelerator
EDO = Extended data out SDRAM = Synchronous dynamic RAM
FPM = Fast page mode SIO = System I/O
Pburst = Pipeline burst (synchronous) SMP = Symmetric multiprocessing (dual processors)
Note

PCl 2.1 supports concurrent PCl operations.

For the Celeron and Pentium II/IIl motherboards, Intel offers the chipsets in Table 4.13. 4xx series
chipsets incorporate a North/South Bridge architecture, whereas 8xx series chipsets support the newer
and faster hub architecture. P6/P7 (Pentium III/Celeron, Pentium 4, and Xeon) processor chipsets
using hub architecture are shown in Table 4.14.
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Table 4.13 P6 Processor Chipsets Using North/South Bridge Architecture

Chipset 440FX 440LX 440EX
Code name Natoma None None

Date introduced May 1996 Aug. 1997 April 1998
Part numbers 82441FX, 82442FX 824431X 82443EX

Bus speed 66MHz 66MHz 66MHz
Supported processors Pentium I Pentium I Celeron

SMP (dual CPUs) Yes Yes No

Memory types FPM/EDO/BEDO FPM/EDO/SDRAM EDO/SDRAM
Pori\‘y/ ECC Both Both Neither
Maximum memory 1GB 1GB EDO/512MB SDRAM 256MB
Memory banks 4 4 2

PCl support 2.1 2.1 2.1

AGP support No AGP 2x AGP 2x
South Bridge 82371SB (PIIX3) 82371AB (PlIX4) 82371EB (PIIX4E)

Table 4.14 P6 (Pentium llI/Celeron) Processor Chipsets Using Hub Architecture
Chipset 810 810E 815 815E 815EP :
Code name Whitney Whitney Solano Solano Solano
Date introduced April 1999 Sept. 1999 June 2000 June 2000 Nov. 2000
Part number 82810 82810E 82815 82815 82815EP
Bus speed 66/100MHz 66/100/ 66/100/ 66/100/ 66/100/

133MHz 133MHz 133MHz 133MHz

Supported Celeron, Celeron, Celeron, Celeron, Celeron,
processors Pentium I1/11l Pentium I1/11l Pentium I1/1ll Pentium 1I/1ll Pentium I1/11l
SMP (dual CPUs) No No No No No
Memory types SDRAM SDRAM SDRAM SDRAM SDRAM

(PC100), EDO (PC100) (PC133) (PC133) (PC133)
Parity/ECC Neither Neither Neither Neither Neither
Maximum memory 512MB 512MB 512MB 512MB 512MB
Memory banks 2 2 3 3 8
PCl support 2.2 2.2 2.2 2.2 2.2
PCl speed/ 33MHz/ 33MHz/ 33MHz/ 33MHz/ 33MHz/
width 32-bit 32-bit 32-bit 32-bit 32-bit
AGP slot No No AGP 4x AGP 4x AGP 4x
Integrated video AGP 2x? AGP 2x? AGP 2x3 AGP 2x3 No
South Bridge 82801AA/ 82801AA 82801AA 82801BA 82801BA
(Hub) AB (ICH/ICHO) (ICH) (ICH) (ICH2) (ICH2)

1. The 440ZX is available in a cheaper 440ZX-66 version that runs only at 66 MHz.
2. The 810 chipsets have integral AGP 2x 3D video that is NOT upgradable via an external AGP adapter.

3. The 815/815E chipsets have integral AGP 2x 3D video that IS upgradable via an APG 4x slot.

4. The only difference between the 815 and 815E is in which I/O controller hub (South Bridge) is used.

AGP = Accelerated graphics port
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440BX 440GX 450NX 440ZX

None None None None

April 1998 June 1998 June 1998 Nov. 1998

82443BX 82443GX 82451NX, 82452NX, 824437X

82453NX, 82454NX

66/100MHz 100MHz 100MHz 66/100MHZ’

Pentium 1I/11l, Celeron Pentium II/Ill, Xeon Pentium II/1ll, Xeon Celeron, Pentium II/1ll

Yes Yes Yes, up to four No

SDRAM SDRAM FPM/EDO SDRAM

Both Both Both Neither

1GB 2GB 8GB 256MB

4 4 4 2

2.1 2.1 2.1 2.1

AGP 2x AGP 2x No AGP 2x

82371EB (PIIX4E) 82371EB (PIIX4E) 82371EB (PIIX4E) 82371EB (PIIX4E)
820 820E 840 815P 815EG 815G
Camino Camino Carmel Solano Solano Solano
Nov. 1999 June 2000 Oct. 1999 March 2001 Sept. 2001 Sept. 2001
82820 82820 82840 82815EP 82815G 82815G
66/100/ 66/100/ 66/100/ 66/100/ 66/100/ 66/100/
133MHz 133MHz 133MHz 133MHz 133MHz 133MHz
Pentium II/11l, Pentium II/11l, Pentium 1Il, Celeron, Celeron, Celeron,
Celeron Celeron Xeon Pentium Il Pentium llI Pentium Il
Yes Yes Yes No No No
RDRAM RDRAM RDRAM (PC800) SDRAM SDRAM (PC66/ SDRAM (PC66/
(PC800) (PC800) Dual-Channel (PC100/133) 100/133) 100/133)
Both Both Both Neither Neither Neither
1GB 1GB 4GB 512MB 512MB 512MB
2 2 3x2 3 3 3
2.2 2.2 2.2 2.2 2.2 2.2
33MHz/ 33MHz/ 66MHz/ 33MHz/ 33MHz/ 33MHz/
32-bit 32-bit 64-bit 32-bit 32-bit 32-bit
AGP 4x AGP 4x AGP 4x AGP 4x No No
No No No No AGP 2x° AGP 2x3
82801AA 82801BA 82801AA 82801AA/ 82801BA 82801AA/
(ICH) (ICH2) (ICH) AB (ICH/ICHO)  (ICH2) AB (ICH/ICHO)

BEDO = Burst EDO

EDO = Extended data out
FPM = Fast page mode
ICH = I/O controller hub

Pburst = Pipeline burst (synchronous)

PCI = Peripheral component interconnect
PIIX = PCI ISA IDE Xcelerator
SDRAM = Synchronous dynamic RAM

SIO = System I/O

SMP = Symmetric multiprocessing (dual processors)
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Note

Pentium Pro, Celeron, and Pentium Il/Ill CPUs have their secondary caches integrated info the CPU package. Therefore,

cache characteristics for these machines are not dependent on the chipset but are quite dependent on the processor instead.

Most Intel chipsets are designed as a two-part system, using a North Bridge and a South Bridge com-
ponent. Often the same South Bridge component can be used with several different North Bridge
chipsets. Table 4.15 shows a list of all the Intel South Bridge components used with P6-class proces-
sors and their capabilities. The ICH2 is also used as part of some of the first seventh-generation
(Pentium 4/Celeron 4) Intel chipsets.

Table 4.15 Intel South Bridge—I/O Controller Hub Chips for P6
Chip Name SIO PlIX PlIX3 PliX4 PIIX4E ICHO ICH ICH2
Part number 823781B/ZB  82371FB  82371SB  82371AB 82371EB 82801AB 82801AA 82801BA
IDE support None BMIDE BMIDE UDMA-33  UDMA-33  UDMA-33 UDMA-66 UDMA-100
USB support None None 1C/2pP 1C/2pP 1C/2pP 1C/2pP 1C/2pP 2C/4P
CMOS/clock No No No Yes Yes Yes Yes Yes
ISA support Yes Yes Yes Yes Yes No No No
LPC support No No No No No Yes Yes Yes
Power SMM SMM SMM SMM SMM/ACPI SMM/ACPI SMM/ACPI SMM/ACPI
management

SIO = System I/O BMIDE = Bus master IDE (ATA)

PIIX = PCI ISA IDE (ATA) Xcelerator UDMA = Ultra-DMA IDE (ATA)

ICH = I/O controller hub ISA = Industry standard architecture bus

USB = Universal serial bus LPC = Low pin count bus

1C/2P = 1 controller, 2 ports SMM = System management mode

2C/4P = 2 controllers, 4 ports ACPI = Advanced configuration and power interface

IDE = Integrated Drive Electronics (ATA = AT attachment)

The following sections examine the chipsets for P6 processors up through the Celeron and Pentium III.

Intel 450KX/GX (Orion Workstation/Server)

The first chipsets to support the Pentium Pro were the 450KX and GX, both code named Orion. The
450KX was designed for networked or standalone workstations; the more powerful 450GX was
designed for fileservers. The GX server chipset was particularly suited to the server role because it sup-
ports up to four Pentium Pro processors for symmetric multiprocessing (SMP) servers, up to 8GB of
four-way interleaved memory with ECC or parity, and two bridged PCI buses. The 450KX is the work-
station or standalone user version of Orion and as such it supports fewer processors (one or two) and
less memory (1GB) than the GX. The 450GX and 450KX both have full support for ECC memory—a
requirement for server and workstation use.

The 450GX and 450KX North Bridge comprises four individual chip components—an 82454KX/GX
PCI bridge, an 82452KX/GX data path (DP), an 82453KX/GX data controller (DC), and an
82451KX/GX memory interface controller (MIC). Options for QFP or BGA packaging were available
on the PCI Bridge and the DP. BGA uses less space on a board.

The 450’s high reliability is obtained through ECC from the Pentium Pro processor data bus to mem-
ory. Reliability is also enhanced by parity protection on the processor bus, control bus, and all PCI
signals. In addition, single-bit error correction is provided, thereby avoiding server downtime because
of spurious memory errors caused by cosmic rays.
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Until the introduction of the following 440FX chipset, these were used almost exclusively in file-
servers. After the debut of the 440FX, the expensive Orion chips all but disappeared due to their com-
plexity and high cost.

Intel 440FX (Natoma)

The first popular mainstream P6 (Pentium Pro or Pentium II) motherboard chipset was the 440FX,
which was code named Natoma. Intel designed the 440FX to be a lower-cost and somewhat higher-
performance replacement for the 450KX workstation chipset. It offered better memory performance
through support of EDO memory, which the prior 450KX lacked.

The 440FX uses half the number of components that the previous Intel chipset used. It offers addi-
tional features, such as support for the PCI 2.1 (concurrent PCI) standard, support for USB, and relia-
bility through ECC.

The concurrent PCI processing architecture maximizes system performance with simultaneous activity
on the CPU, PCI, and ISA buses. Concurrent PCI provides increased bandwidth to better support
2D/3D graphics, video and audio, and processing for host-based applications. ECC memory support
delivers improved reliability to business system users.

The main features of this chipset include
B Support for up to 1GB of EDO memory
Full 1GB cacheability (based on the processor because the L2 cache and tag are in the CPU)
Support for USB
Support for Bus master IDE

Support for full parity/ECC

The 440FX consists of a two-chip North Bridge. The main component is the 82441FX PCI Bridge and
Memory controller, along with the 82442FX Data Bus accelerator for the PCI bus. This chipset uses
the PIIX3 82371SB South Bridge chip that supports high-speed Bus Master DMA IDE interfaces and
USB, and it acts as the bridge between the PCI and ISA buses.

Note that this was the first P6 chipset to support EDO memory, but it lacked support for the faster
SDRAM. Also, the PIIX3 used with this chipset does not support the faster Ultra DMA IDE hard drives.

The 440FX was the chipset used on the first Pentium II motherboards, which have the same basic
architecture as the Pentium Pro. The Pentium II was released several months before the chipset that
was supposedly designed for it was ready, so early PII motherboards used the older 440FX chipset.
This chipset was never designed with the Pentium II in mind, whereas the newer 440LX was opti-
mized specifically to take advantage of the Pentium II architecture. For that reason, I normally recom-
mended that people stay away from the original 440FX-based PII motherboards and wait for Pentium
IT systems that used the forthcoming 440LX chipset. When the new chipset was introduced, the
440FX was quickly superseded by the improved 440LX design.

Intel 440LX

The 440LX quickly took over in the marketplace after it debuted in August of 1997. This was the first
chipset to really take full advantage of the Pentium II processor. Compared to the 440FX, the 440LX
chipset offers several improvements:

B Support for the new AGP video card bus B Support for the Ultra DMA IDE interface
B Support for 66MHz SDRAM memory B Support for USB

The 440LX rapidly became the most popular chip for all new Pentium II systems from the end of
1997 through the beginning of 1998.
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Intel 440EX

Int

The 440EX was designed to be a low-cost, lower-performance alternative to the 440LX chipset. It was
introduced in April 1998, along with the Intel Celeron processor. The 440EX lacks several features in

the more powerful 440LX, including dual processor and ECC or parity memory support. This chipset
is basically designed for low-end 66MHz bus-based systems that use the Celeron processor. Note that

boards with the 440EX also fully support a Pentium II but lack some of the features of the more pow-
erful 440LX or 440BX chipsets.

The main things to note about the 440EX are listed here:

B Designed with a feature set tuned for the low-end PC market
B Primarily for the Intel Celeron processor

B Supports AGP

B Does not support ECC or parity memory

B Single processor support only

The 440EX consists of an 82443EX PCI AGP Controller (PAC) North Bridge component and the new
82371EB (PIIX4E) South Bridge chip.

Note

The original 266MHz and 300MHz Celeron processors used with the 440EX chipset provided very low performance

because these processors lacked any onboard level 2 cache memory. Starting with the 300MHz Celeron 300A, Celeron
added 128KB of level 2 cache o its SEP packaging; all Socket 370 Celerons also include level 2 cache. You should
consider upgrading to a faster Celeron CPU with Level 2 cache if your 440EX-based system uses one of the original
Celeron processors.

el 440BX

The Intel 440BX chipset was introduced in April 1998 and was the first chipset to run the processor
host bus (often called the front-side bus, or FSB) at 100MHz. The 440BX was designed specifically to
support the faster Pentium II/III processors at 350MHz and higher. A mobile version of this chipset is
the first Pentium II/IIT chipset for notebook or laptop systems.

The main change from the previous 440LX to the BX is that the 440BX chipset improves performance
by increasing the bandwidth of the system bus from 66MHz to 100MHz. Because the chipset can run
at either 66MHz or 100MHz, it allows one basic motherboard design to support all Pentium II/III
processor speeds based on either the 66MHz or 100MHz processor bus.

Here are the Intel 440BX highlights:

B Support for 100MHz SDRAM (PC100); the now-common PC133 RAM can also be installed, but
it will still run at just 100MHz

Support for both 100MHz and 66MHz system and memory bus designs
Support for up to 1GB of memory in up to four banks (four DIMMs)
Support for ECC memory

Support for ACPI

The first chipset to support the Mobile Intel Pentium II processor
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which is paired with a new 82371EB PCI-ISA/IDE Xcelerator (PIIX4E) South Bridge chip. The new
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South Bridge adds support for the ACPI specification version 1.0. Figure 4.29 shows a typical system
block diagram using the 440BX.
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Figure 4.29

The 440BX was a popular chipset during 1998 and into 1999. It offered superior performance and
high reliability through the use of ECC, SDRAM, and DIMMs.
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Intel 440ZX and 440ZX-66

The 440ZX was designed to be a low-cost version of the 440BX. The 440ZX brings 66MHz or 100MHz
performance to entry-level Celerons (with or without Level 2 cache) and low-end Pentium II/III sys-
tems. The 440ZX is pin compatible with the more expensive 440BX, meaning existing 440BX mother-

boards can be easily redesigned to use this lower-cost chipset.

System block diagram using the Intel 440BX chipset.

Note that two versions of the 440ZX are available: The standard one runs at 100MHz or 66MHz, and
the 440ZX-66 runs only at the slower 66MHz.
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The features of the 440ZX include the following:

B Support for Celeron and Pentium II/III processors at up to 100MHz bus speeds
B These main differences from the 440BX:
® No parity or ECC memory support
¢ Only two banks of memory (two DIMMs) supported
® Maximum memory only 256MB
The 440ZX is not a replacement for the 440BX; instead, it was designed to be used in less expensive

systems (such as those based on the micro-ATX form factor), in which the greater memory capabili-
ties, performance, and data integrity functions (ECC memory) of the 440BX are unnecessary.

el 440GX

The Intel 440GX AGP set is the first chipset optimized for high-volume midrange workstations and
lower-cost servers. The 440GX is essentially a version of the 440BX that has been upgraded to support
the Slot 2 (also called SC330) processor slot for the Pentium II/III Xeon processor. The 440GX can still
be used in Slot 1 designs, as well. It also supports up to 2GB of memory, twice that of the 440BX.
Other than these items, the 440GX is essentially the same as the 440BX. Because the 440GX is core
compatible with the 440BX, motherboard manufacturers could quickly and easily modify their exist-
ing Slot 1 440BX board designs into Slot 1 or 2 440GX designs.

The main features of the 440GX include the following:
B Support for Slot 1 and Slot 2
B Support for 100MHz system bus
B Support for up to 2GB of SDRAM memory

This chipset allows for lower-cost, high-performance workstations and servers using the Slot 2-based
Xeon processors.

el 450NX

The 450NX chipset is designed for multiprocessor systems and standard high-volume servers based on
the Pentium II/III Xeon processor. The Intel 450NX chipset consists of four components: the 82454NX
PCI Expander Bridge (PXB), 82451NX Memory and I/O Bridge Controller (MIOC), 82452NX RAS/CAS
Generator (RCG), and 82453NX Data Path Multiplexor (MUX).

The 450NX supports up to four Pentium II/III Xeon processors at 100MHz. Two dedicated PCI
Expander Bridges can be connected via the Expander Bus. Each PXB provides two independent 32-bit,
33MHz PCI buses, with an option to link the two buses into a single 64-bit, 33MHz bus.

Figure 4.30 shows a typical high-end server block diagram using the 450NX chipset.

The 450NX supports one or two memory cards. Each card incorporates an RCG chip and two MUX
chips, in addition to the memory DIMMs. Up to 8GB of memory is supported in total.

The primary features of the 450NX include the following:
B Slot 2 (SC330) processor bus interface at 100MHz
B Support for up to four-way processing
B Support for two dedicated PCI Expander Bridges
B Up to four 32-bit PCI buses or two 64-bit PCI buses

The 450NX chipset does not support AGP because high-end video is not an issue in network fileservers.
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Figure 4.30 High-end server block diagram using the Intel 440NX chipset.

Intel 810, 810E, and 810E2

Introduced in April 1999, the Intel 810 chipset (code named Whitney) represents a major change in
chipset design from the standard North and South Bridges that have been used since the 486 days.
The 810 chipset allows for improvements in system performance, all for less cost and system complex-
ity. The 810 (which supports 66MHz and 100MHz processor buses) was later revised as the 810E with
support for the 133MHz processor bus.

Note

The 810E2 uses the same 82810E GMCH as the 8 10E but pairs it with the 82801BA /O Controller Hub (ICH2) used
by the Infel 815E. For information about the 82801BA ICH2 chip, see the section “Intel 815 Family,” lafer in this chapter.

The major features of the 810E chipset include

B 66/100/133MHz system bus

Integrated AGP 2x Intel 3D graphics

Efficient use of system memory for graphics performance

Optional 4MB of dedicated display cache video memory

Digital Video Out port compatible with DVI specification for flat-panel displays
Software MPEG-2 DVD playback with hardware motion compensation
266MBps hub interface
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Support for ATA-66

Integrated Audio-Codec 97 (AC’97) controller

Support for low-power sleep modes

Random number generator (RNG)

Integrated USB controller

LPC bus for Super I/O and Firmware Hub (ROM BIOS) connection

Elimination of ISA bus

The 810E chipset consists of three major components (see Figure 4.31):

B 82810E Graphics Memory Controller Hub (GMCH). 421 BGA package (the original 810 chipset used
the 82810 GMCH).

B 82801 Integrated Controller Hub (ICH). 241 BGA package.

B 82802 Firmware Hub (FWH). In either 32-pin plastic leaded chip carrier (PLCC) or 40-pin thin

small outline package (TSOP) packages. Although a functional part of the chipset, this compo-
nent is actually sold separately by Intel to motherboard developers.

Figure 4.31 Intel 810F chipset showing the 82810E (GMCH), 82801 (ICH), and 82802 (FWH) chips.
Photograph used by permission of Intel Corporation.

Compared to the previous North/South Bridge designs, there are some fairly significant changes in the
810 chipset. The previous system designs had the North Bridge acting as the memory controller, talk-
ing to the South Bridge chip via the PCI bus. This new design has the GMCH taking the place of the
North Bridge, which talks to the ICH via a 66MHz dedicated interface called the accelerated hub
architecture (AHA) bus instead of the previously used PCI bus. In particular, implementing a direct
connection between the North and South Bridges in this manner was key in implementing the new
UDMA-66 high-speed IDE interface for hard disks, DVD drives, and other IDE devices.

Figure 4.32 shows a system block diagram for the 810F chipset. With the 810 chipset family, ISA is
finally dead.

The 82810E GMCH uses an internal Direct AGP (integrated AGP) interface to create 2D and 3D effects
and images. The video capability integrated into the 82810E chip features hardware motion compensa-
tion to improve software DVD video quality; it also features both analog and direct digital video out
ports, which enable connections to either traditional TVs (via an external converter module) or a direct
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digital flat panel display. The GMCH chip also incorporates the System Manageability Bus, which enables
networking equipment to monitor the 810 chipset platform. Using ACPI specifications, the system man-

ageability function enables low-power sleep mode and conserves energy when the system is idle.

Figure 4.32

The 82801 I/O Controller Hub employs AHA for a direct connection from the GMCH chip. This is
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twice as fast (266MBps) as the previous North/South Bridge connections that used the PCI bus, and it
uses far fewer pins for reduced electrical noise. Plus, the AHA bus is dedicated, meaning that no other
devices will be on it. The AHA bus also incorporates optimized arbitration rules allowing more func-

tions to run concurrently, enabling better video and audio performance.

The ICH also integrates dual IDE controllers, which run up to either 33MBps (UDMA-33 or Ultra-

ATA/33) or 66MBps (UDMA-66 or Ultra-ATA/66). Note that two versions of the ICH chip exist. The
82801AA (ICH) incorporates the 66MBps-capable ATA/IDE and supports up to six PCI slots, whereas

the 82801AB (ICHO) supports only 33MBps ATA/IDE maximum and supports up to four PCI slots.

The ICH also integrates an interface to an Audio-Codec 97 (AC97) controller, dual USB ports, and the PCI

bus with up to four or six slots. The Integrated Audio-Codec 97 controller enables software audio and

modem by using the processor to run sound and modem software via very simple digital-to-analog con-

version circuits. Reusing existing system resources lowers the system cost by eliminating components.

The 82802 Firmware Hub (FWH) incorporates the system BIOS and video BIOS, eliminating a redun-
dant nonvolatile memory component. The BIOS within the FWH is flash-type memory, so it can be
field-updated at any time. In addition, the 82802 contains a hardware RNG. The RNG provides truly

random numbers to enable fundamental security building blocks supporting stronger encryption,
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digital signing, and security protocols. Two versions of the FWH are available, called the 82802AB and
82802ACy. The AB version incorporates 512KB (4Mb) of Flash BIOS memory, and the AC version
incorporates a full 1IMB (8Mb) of BIOS ROM.

With the Intel 810 and 810E chipsets, Intel did something that many in the industry were afraid of: It
integrated the video and graphics controller directly into the motherboard chipset with no means of
upgrade. This means systems using the 810 chipset don’t have an AGP slot and aren’t capable of using
conventional AGP video cards. For the low-end market for which this chipset is designed, lacking an
AGP slot shouldn’t be too much of a drawback. Higher-end systems, on the other hand, use the 815
or other chipsets that do support AGP slots. Intel calls the integrated interface Direct AGP, and it
describes the direct connection between the memory and processor controllers with the video con-
troller all within the same chip.

This means the video card as we know it, will be reserved only for midrange and higher-end systems,
as well as gaming-oriented systems. With the 810 as well as subsequent chipsets with integrated
video, Intel has let it be known in a big way that it has entered the PC video business.

In fact, the theme with the 810 chipset is one of integration. The integrated video means no video
cards are required; the integrated AC97 interface means that conventional modems and sound cards
are not required. Plus, there is an integrated CMOS/Clock chip (in the ICH), and even the BIOS is
integrated in the FWH chip. All in all, the 810 should be taken as a sign for things to come in the PC
industry, which means more integration, better overall performance for low-end and mainstream sys-
tems, and less overall cost.

Intel Random Number Generator
The 8xx chipset series features the Intel Random Number Generator (RNG). The RNG is built in to the
82802 FWH, which is the ROM BIOS component used on 8xx-based motherboards. The RNG provides
software with true nondeterministic random numbers.

Most security routines, especially those providing authentication or encryption services, require ran-
dom numbers for purposes such as key code generation. One method of cracking these types of codes
is to predict the random numbers being used to generate the keys. Current methods that use system
and user input as a seed to a conventional pseudorandom number generator have proven vulnerable
to this type of attack. The Intel RNG uses thermal noise across a resistor contained in the FWH (that
is, ROM BIOS in 8xx-based boards) to generate true nondeterministic, unpredictable random num-
bers. Therefore, “random” numbers generated by 8xx-series chipsets really are random.

Intel 815 Family

Introduced in June 2000, the 815 and 815E chipsets are mainstream PC chipsets with integral video
that is also upgradable via an AGP 4x slot. An 815EP version introduced a few months later lacks the
integrated video for lower cost. In March 2001, the 815P chipset, an improved version of the 815EP,
was introduced. In September 2001, the last members of the family—the 815G and 815EG—were
introduced. Note that the G indicates that these chipsets also include integrated video.

The 815 chipsets are designed for Slot-1 or Socket-370 processors, such as the Celeron or Pentium III.
These are the first chipsets from Intel designed to directly support PC133 SDRAM memory, allowing for
a more affordable solution than other chipsets using RDRAM memory. Similar to the other 8xx series
chipsets from Intel, the 815 uses hub architecture that provides a 266MBps connection between the
main chipset components and does not share the PCI bus like the prior North/South Bridge designs.

Although six variations on the 815 chipset are available, only five different parts are used to create the
various members of the family: one memory controller hub (82815EP MCH: North Bridge replace-
ment without integrated graphics), two graphics memory controller hubs (82815 or 82815G GMCH:
North Bridge replacement with integrated graphics), and two I/O controller hubs (ICH and ICH2).
Table 4.16 shows how these parts are combined to create the various members of the family.
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Table 4.16 815 Chipset Family Components

Chipset 82815 82815G 82815EP 82801AA 82801BA
Name GMCH GMCH MCH ICH ICH2

815 * *

815E * *

815EP * *

815P * *

815G * *

815EG * *

Figure 4.33 illustrates one member of this chipset family, the 815E.

Figure 4.33 Intel 815E chipset showing the 82815 (GMCH) and 82801BA (ICH2) chips. Photograph used
by permission of Intel Corporation.

All 815 chipsets support the following features:

66/100/133MHz system bus

266MBps hub interface

ATA-100 (815E/EP/EG) or ATA-66 (815/P/G)

PC100 or PC133 CL-2 SDRAM (also PC66 with 815G/GE)
Up to 512MB RAM

Integrated Audio-Codec 97 (AC97) controller

Low-power sleep modes

RNG for stronger security products

One (815/P/G) or two (815E/EP/EG) integrated USB controllers with either two or four ports,
respectively

LPC bus for Super I/O and Firmware Hub (ROM BIOS) connection
B Elimination of ISA Bus

The 815/E/G/EG also support the following:

B Integrated Intel AGP 2x 3D graphics
Efficient use of system memory for graphics performance

|

B Optional 4MB of dedicated display cache video memory

W Digital Video Out port compatible with DVI specification for flat panel displays
|

Software MPEG-2 DVD playback with hardware motion compensation



256 Chapter 4 | Motherboards and Buses

The 815E/EP/EG uses the ICH2, which is most notable for providing ATA-100 support, allowing
100MBps drive performance. Of course, few drives can really take advantage of this much throughput,
but in any case, there won'’t be a bottleneck there. The other notable feature is having two USB 1.1
controllers and four ports on board. This allows double the USB performance by splitting up devices
over the two ports and can allow up to four connections before a hub is required.

Integrated Ethernet
Another important feature of the 815 series is the integration of a fast Ethernet controller directly into
the chipset. The integrated LAN controller works with one of three new physical layer components
from Intel and enables three distinct solutions for computer manufacturers. These include

B Enhanced 10/100Mbps Ethernet with Alert on LAN technology
B Basic 10/100Mbps Ethernet
B 1Mbps home networking

These physical layer components can be placed directly on the PC motherboard (additional chips) or
installed via an adapter that plugs into the CNR slot. The CNR slot and cards enable PC assemblers to
build network-ready systems for several markets.

AGP Inline Memory Module

Although the 815/815E feature is essentially the same built-in AGP 2x 3D video that comes with the
810 chipset, the difference is upgradeability. The video can easily be upgraded by adding a graphics
performance accelerator (GPA) card (see Figure 4.34) or an AGP 4x card for maximum 3D graphics
and video performance. The GPA card (also called the AGP Inline Memory Module, or AIMM) is
essentially a high-performance video memory card that works in the AGP 4x slot and improves the
performance of the integrated video by up to 30%. Unfortunately, these are not commonly sold and
are somewhat expensive. For even more performance, you can install a full 4x AGP card in the AGP
4x slot, which disables the integrated video. By having the video integrated, very low-cost systems
with reasonable video performance can be assembled. By later installing either the GPA or a full 4x
AGP card, you can improve video performance up to 100% or more.

AGP 4x slot connector

Figure 4.34 A typical 4MB GPA/AIMM module, which attaches to the AGP slot of a motherboard using
the 815 or 815E chipset.

PC133 Memory Support
Another important feature of the 815 chipset is the support of PC133 memory. The 815 family also
uses PC100 memory. With PC133 support, Intel has also officially set a standard for PC133 memory
that was higher than some of the PC133 memory on the market at the time of introduction. To meet
the Intel PC133 specification, the memory must support what is called 2-2-2 timing, sometimes also
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known as CAS-2 (column address strobe) or CL-2 timing. The numbers refer to the number of clock
cycles for the following functions to complete:

B Precharge command to Active command. Charges the memory’s storage capacitors to prepare them
for data

B Active command to Read command. Selects rows and columns in memory array for reading

B Read command to Data Out. Reads data from selected rows and columns for transmission

Some of the PC133 memory on the market takes three cycles for each of these functions and would
therefore be termed PC133 3-3-3, CAS-3, or CL-3 memory. Note that the faster PC133 CL-2 can be
used in place of the slower CL-3 variety, but not the other way around.

As a result of the tighter cycling timing, PC133 CL-2 offers a lead-off latency of only 30ns, instead of
the 45ns required by PC133 CL-3. This results in a 34% improvement in initial access due to the
decreased latency.

The 815 chipset was a popular chipset for the mainstream PC market that didn’t want to pay the higher
prices for RDRAM memory. The 815 was essentially designed to replace the venerable 440BX chipset.

Intel 820 and 820E

The Intel 820 chipsets use the hub-based architecture like all the 800 series chips and are designed to
support slot 1 or socket 370 processors, such as the Pentium III and Celeron (see Figure 4.35). The 820
chipset supports RDRAM memory technology, 133MHz system bus, and 4x AGP.

Figure 4.35 Intel 820 chipset showing the 82820 (MCH), 82801 (ICH), and 82802 (FWH) chips.
Photograph used by permission of Intel Corporation.

The 82820 MCH provides the processor, memory, and AGP interfaces. Two versions are available: One
supports a single processor (82820), whereas the other supports two processors (82820DP). Either is
designed to work with the same 82801 ICH as used with the other 800 series chipsets, such as the 810
and 840. The 820 chipset also uses the 82802 FWH for BIOS storage and for the Intel RNG.

The connection between the MCH and ICH uses what is called the Intel Hub Architecture bus instead
of the PCI bus as with prior North/South Bridge chipsets. The hub architecture bus provides twice the
bandwidth of PCI at 266MB per second, enabling twice as much data to flow between them. The hub
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architecture bus also has optimized arbitration rules, allowing more functions to run concurrently, as
well as far fewer signal pins, reducing the likelihood of encountering or generating noise and signal

€ITors.

The 820 chipset is designed to use RDRAM memory, which has a maximum throughput of up to
1.6GBps. The 820 supports PC600, PC700, and PC800 RDRAM, delivering up to 1.6GBps of theoretical
memory bandwidth in the PC800 version. PC800 RDRAM is a 400MHz bus running double-clocked
and transferring 16 bits (2 bytes) at a time (2x400MHzx2 bytes = 1.6GBps). Two RIMM sockets are
available to support up to 1GB of total system memory.

The AGP interface in the 820 enables graphics controllers to access main memory at AGP 4x speed,
which is about 1GB per second—twice that of previous AGP 2x platforms. Figure 4.36 shows the 820
chipset architecture. Because the 820 was designed for mid-range to higher-end systems, it does not
include integrated graphics, relying instead on the AGP 4x slot to contain a graphics card.
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Figure 4.36 Intel 820 chipset architecture.



Sixth-Generation (P6 Pentium Pro/Il/Ill Class) Chipsets | Chapter 4 259

820 Chipset features include

B 100/133MHz processor bus B Intel RNG

B Intel 266MBps hub interface B LPC interface

H PC800 RDRAM RIMM memory support B AC97 controller

B AGP 4x support HW One (820) or two (820E) USB buses with
B ATA-100 (820E) or ATA-66 interface either two or four ports, respectively

The 820 chipset consists of three main components with a few optional extras. The main component
is the 82820 (single-processor) or 82820DP (dual-processor) MCH, which is a 324 BGA chip. That is
paired with an 82801 ICH, which is a 241 BGA chip, and finally it has the 82802 FWH, which is really
just a fancy Flash ROM BIOS chip. Optionally, there can be an 82380AB PCI-ISA bridge that is used
only if the board is equipped with ISA slots.

The newer 820E version uses an updated 82801BA ICH2, which supports ATA-100 and incorporates
dual USB controllers with two ports each, for a total of four USB ports.

820 Chipset MTH Bug

The 820 chipset is designed to support RDRAM memory directly. However, because the market still
demanded lower-cost SDRAM, Intel created an RDRAM-to-SDRAM translator chip called the Memory
Translator Hub (MTH). This enabled them to produce 820 chipset motherboards that supported
SDRAM instead of the more expensive RDRAM.

Because the design of the MTH was proven defective, the chip (and any board using it) was simply
discontinued. On May 10, 2000, Intel officially announced that it would replace any motherboards
using the MTH with a new board lacking the component. The MTH translates signals from SDRAM
memory to the Intel 820 chipset and is used only with motherboards utilizing SDRAM and the Intel
820 chipset; boards using RDRAM don’t have an MTH and were not affected. Intel found electrical
noise issues with the MTH that can cause some systems to intermittently reset, reboot, or hang. In
addition, the noise issue can, under extreme conditions, potentially cause data corruption.

The MTH bug forced Intel to recall and replace more than a million motherboards in mid-2000, with
new versions lacking the MTH and thus supporting only RDRAM memory. The final bill for this recall
was reported at about $253 million, making it perhaps the most costly recall of computer components
since the infamous Pentium math bug in 1994. I found it interesting that, due to the fact that Intel
did more than $24.4 billion in sales the previous year, at least one article classified the cost of this
recall as “chump change” to the chip giant!

Intel has an MTH L.D. Utility at www.intel.com/support/mth that will tell you whether you have that
component and whether your board is eligible for replacement, including a 128MB RDRAM RIMM. Again,
note that the 820 chipset was really designed to support RDRAM as the native type of memory, and
RDRAM-based systems are not affected because they don’t use the memory translator hub component.

Intel 840

The Intel 840 is a high-end chipset designed for use in high-performance multiprocessor systems using
slot 1, slot 2 (Xeon processor), or Socket 370 processors. The 840 chipset uses the same hub architec-
ture and modular design as the rest of the 800 family chipsets, with some additional components
enabling more performance. See Figure 4.37 for a photo of the Intel 840 chipset.

As with the other 800 series chipsets, the 840 has three main components:

B 82840 Memory Controller Hub. Provides graphics support for AGP 2x/4x, dual RDRAM memory
channels, and multiple PCI bus segments for high-performance 1/0O.
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B 82801 1/O Controller Hub. Equivalent to the South Bridge in older chipset designs, except it con-
nects directly to the MCH component via the high-speed Intel Hub Architecture bus. The ICH
supports 32-bit PCI, IDE controllers, and dual USB ports.

B 82802 Firmware Hub. Basically an enhanced Flash ROM chip that stores system BIOS and video
BIOS, as well as an Intel RNG. The RNG provides truly random numbers to enable stronger
encryption, digital signing, and security protocols.

Figure 4.37 Intel 840 chipset showing the 82840 (MCH), 82801 (ICH), 82802 (FWH), 82803 (MRH-R),
82804 (MRH-S), and 82806 (P64H) chips. Photograph used by permission of Intel Corporation.

In addition to the core components, parts are available for scaling up to a more powerful design.
Three additional components can be added:

B 82806 64-bit PCI Controller Hub (P64H). Supports 64-bit PCI slots at speeds of either 33MHz or
66MHz. The P64H connects directly to the MCH using Intel Hub Architecture, providing a dedi-
cated path for high-performance I/O. This is the first implementation of the 66MHz 66-bit PCI
on a PC motherboard chipset, allowing for a PCI bus four times faster than the standard 32-bit
33MHz version.

B 82803 RDRAM-based Memory Repeater Hub (MRH-R). Converts each memory channel into two
memory channels for expanded memory capacity.

B 82804 SDRAM-based Memory Repeater Hub (MRH-S). Translates the RDRAM protocol into SDRAM-
based signals for system memory flexibility. This would be used only in 840 systems that sup-
ported SDRAM.

Figure 4.38 shows the 840 chipset architecture.
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Figure 4.38 Intel 840 chipset architecture.

840 chipset features include

100/133MHz processor bus

Dual RDRAM memory channels, operating simultaneously and providing up to 3.2GBps mem-
ory bandwidth

16-bit wide implementation of Intel Hub Architecture (HI16), which enables high-performance
concurrent PCI I/O with the optional P64H component

AGP 4x

Prefetch cache, unique to the 840 chipset, which enables highly efficient data flow and helps
maximize system concurrency

Intel RNG (see the section “Intel Random Number Generator,” earlier in this chapter)

USB support

Optionally, network interface and RAID controller interface chips can be added as well.
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Third-Party (Non-Intel) P6-Class Chipsets

Several companies produce chipsets designed to support P6-class processors, including ALi
Corporation (formerly known as Acer Laboratories), VIA Technologies, and SiS. The following sections
discuss the offerings from these companies.

ALi Chipsets for P6-Class Processors

ALi has a variety of chipsets for the P6-class processors. Table 4.17 provides an overview of these chipsets.

Table 4.17 ALi Chipsets for Pentium Pro-li-lll-Celeron

Chipset Aladdin Pro Il Aladdin Pro 4 Aladdin TNT2 Aladdin Pro 5
Date introduced 1999 2000 1999 2000, 2001(T)
Part number M1621 M1641/M1641B M1631 M1651, M1651T
Bus speed 60, 66, 100MHz 100, 133, 200, 66, 100, 133MHz 66,100, 133,
266MHZ (B) 200, 266MHz
Supported Pentium I, Pentium 11, I, Pentium I, lll, Celeron Pentium I, I,
processors Pentium Pro Celeron Celeron (T version

Form factor

SMP (dual CPUs)

Slot 1, Socket 370
Yes

Slot 1, Socket 370
No

Slot 1, Socket 370
No

supports Tualatin)
Slot 1, Socket 370
No

Memory types FPM, EDO, PC100 PC100, PC133, PCé6, 100, 133, EDO PCé66, PC100,
DDR200, PC133, DDR200,
DDR266 (B) DDR266

Parity/ECC ECC ECC ECC Neither

Maximum 1GB (SDRAM), 1.5GB 1.5GB 3GB

memory 2GB (EDO)

PCl support 2.2 2.2 2.2 2.2

PCI speed/ 33MHz/32-bit 33MHz/32-bit 33MHz/32-bit 33MHz/32-bit

width

AGRP slot 1x/2x 1x/2x/ 4x No 1x/2x/ 4x

Integrated video  No No Yes—TnT2 No

South Bridge M1533 or M1543 M1535D M1543C M1535D

Table 4.18 provides an overview of the features of the South Bridge chips used in these chipsets.

Table 4.18 ALi South Bridge Chips Used with P6-Class Chipsets

South Bridge Number of ATA Integrated Integrated
Chip USB Ports Support Sound Super 1/0
M1533 2 ATA-33 No No
M1543 2 ATA-33 No Yes
M1535D 4 ATA-66 Yes' Yes
M1535D+ 62 ATA-100 Yes® Yes
M1543C 3 ATA-66 No Yes

1. SoundBlaster 16 compatible with wavetable

2. Supports Legacy USB (mouse/keyboard)
3. 3D PCI audio with Direct3D (DirectX) support, MIDI, SPDIF, SoundBlaster compatibility



Sixth-Generation (P6 Pentium Pro/Il/Ill Class) Chipsets | Chapter 4 263

For more information about these chipsets, see Upgrading and Repairing PCs, 14th Edition, found in
electronic form on the DVD packaged with this book.

VIA Technologies Chipsets for P6-Class Processors

VIA Technologies has a variety of chipsets for the P6 processors. They are discussed in the following
sections and Table 4.19.

Apollo Pro
The Apollo Pro is a high-performance chipset for Slot 1 mobile and desktop PC systems; it can also
support the Socket 8 Pentium Pro processor. The Apollo Pro includes support for advanced system
power management capability for both desktop and mobile PC applications, PC100 SDRAM, AGP 2x
mode, and multiple CPU/DRAM timing configurations. The Apollo Pro chipset is comparable in fea-
tures to the 440BX and PIIX4e chipsets from Intel and represents one of the first non-Intel chipsets to
support the Socket 1 architecture.

The VIA Apollo Pro consists of two devices—the VT82C691 North Bridge chip and the VI82C596, a
BGA-packaged South Bridge with a full set of mobile, power-management features. For cost-effective
desktop designs, the VI82C691 can also be configured with the VI82C586B South Bridge.

The VT82C691 Apollo Pro North Bridge supports all Slot 1 (Intel Pentium II) and Socket 8 (Intel
Pentium Pro) processors. The Apollo Pro also supports the 66MHz external bus speed and the newer
100MHz CPU external bus speed required by the 350MHz and faster Pentium II processors. AGP
v1.0 and PCI 2.1 are also supported, as are FPM, EDO, and SDRAM. Various DRAM types can be
used in mixed combinations in up to eight banks and up to 1GB of DRAM. EDO memory timing is
5-2-2-2-2-2-2-2 for back-to-back accesses, and SDRAM timing is 6-1-1-1-2-1-1-1 for back-to-back
accesses.

The VT82C596 South Bridge supports both ACPI and APM and includes an integrated USB controller
and dual Ultra DMA-66 EIDE ports.

Apollo Pro Plus
The VIA Apollo Pro Plus is a high-performance chipset for Slot 1/Socket 370 mobile and desktop PC
systems.

Features include the following:
B 66/100MHz CPU bus
AGP 1x
PCI 2.1 compliant
Support for eight banks up to 1GB PC-100 SDRAM
Support for both ACPI and legacy (APM) power management
Integrated USB controller
Ultra DMA-33 controller

The Apollo Pro consists of two chips: a VI82C693 North Bridge paired with either the VT82C596A
mobile South Bridge or the VT82C686A Super South Bridge.
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Table 4.20 VIA South Bridge Chips Used with P6-Class Chipsets
South Number Integrated
Bridge of USB ATA Integrated Integrated 10/100 Supports
Chip Ports Support Sound Super 1/0 Ethernet V-Link
V182C596 2 ATA-33 No No No No
VT82C596A 2 ATA-33 No No No No
VT82C686A 4 ATA-66 AC'97 Yes No No
V182C586B 2 ATA-33 No No No No
V18231 4 ATA-100 AC'97 Yes No No
VT82C596B 4 ATA-66 AC'97 Yes No No
VT82C586A No ATA-33 No No No No
V18233(C) 6 ATA-100 AC'97 Yes Yes* Yes

*3Com 10/100 Ethernet on C version only

Apollo Pro133

The VIA Apollo Pro133 was the first chipset on the market designed to support PC-133 SDRAM mem-
ory. This chipset supports Slot 1 and Socket 370 processors, such as the Intel Pentium III, Intel
Celeron, and VIA Cyrix III processors.

Key features include the following:

B Support for AGP 2x graphics bus
B Support for 133/100/66MHz processor bus

B PC-133 SDRAM memory interface

B Support for 1.5GB of RAM
B ATA-66 interface

B Support for four USB ports

B AC97 link for audio and modem

B Hardware monitoring

B Power management

The VIA Apollo Pro133 is a two-chip set consisting of the VI82C693A North Bridge controller and a
choice of VT82C596B or VT82C686A South Bridge controllers.

Apollo KLET33

The VIA Apollo KLE133 (previously known as the PM601) chipset is a highly integrated chipset plat-
form designed for the value PC and Internet appliance market. As such, this chipset has a built-in

Trident Blade3D graphics engine and 10/100 Ethernet. The KLE133 is designed for Slot 1 and Socket
370 processors, such as the Pentium III, Celeron, and VIA C3.

Key features include the following:

B Support for AGP 2x

Four USB ports
Support for ATA-66

Advanced power management

Integrated Trident Blade3D AGP graphics engine
66/100/133MHz processor bus
Support for PC-133 SDRAM memory
Integrated 10/100 Ethernet
Support for AC97 audio, MC'97 modem, Super I/O, and hardware monitoring
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The VIA Apollo KLE133 is a two-chip set consisting of the VT8601 North Bridge controller and the
VT82C686A South Bridge controller.

Apollo Pro133A

The VIA Apollo Pro133A chipset is a North/South Bridge chipset designed to support Slot 1 and
Socket 370 processors such as the Intel Pentium III, Intel Celeron, and VIA Cyrix III. The Apollo
Pro133A is based on the previous Pro133 with even more high-end features added.

Features of the Apollo Pro133A include

B AGP 4x graphics bus support B Support for four USB ports

B Support for one or two processors B AC97 link for audio and modem
B 133/100/66MHz processor bus support B Hardware monitoring

B PC-133 SDRAM memory interface B Power management

B ATA-66 interface

The VIA Apollo Pro133A chipset is a two-chip set consisting of the VT82C694X North Bridge con-
troller and a choice of a VIT82C596B or VT82C686A South Bridge controller.

ProSavage PM 133

The VIA ProSavage PM133 integrates S3 Graphics’ S3 Savage 4 and S3 Savage 2000 3D and 2D graph-
ics engines with the Apollo Pro 133A chipset. The major features of the chipset are the same as for the
Apollo Pro 133A, with the following additions:

B 2MB-32MB shared memory architecture integrated with Savage 4 3D and Savage 2000 2D video

B Z-buffering, 32-bit true-color rendering, massive 2K-by-2K textures, single-pass multiple textures,
sprite antialiasing, and other 3D features

B Support for DVD playback, DVI LCD displays, and TV-out
B PCI 2.2 compliance

An optional AGP 4x interface allows the integrated AGP 4x video to be upgraded with an add-on card
if desired. This two-chip set consists of the VT8605 North Bridge and VT8231 South Bridge.

The VT8231 South Bridge integrates the Super I/O and supports the LPC interface.

Apollo Pro266

The VIA Apollo Pro266 is a high-performance North/South Bridge chipset designed to support Socket
370 processors, including the Pentium III, Celeron, and VIA’s own C3. The Apollo Pro 266 is the first
chipset from VIA to replace the traditional PCI (133MBps) connection between North and South
Bridge chips with VIA’s 4x V-Link interconnect, which runs at 266MBps.

Features of the Apollo Pro266 include
B AGP 2x/4x graphics bus support
133/100/66MHz processor bus support
PC-100/133 SDRAM and PC200/266 DDR SDRAM memory interface
ATA-100 IDE interface

|
|
|
B Support for six USB ports
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The VIA Apollo Pro266 chipset is a two-chip set consisting of the 552-pin BGA VT8633 North Bridge
controller and the 376-pin BGA VT8233 South Bridge controller. Figure 4.39 shows the architecture of
the Apollo Pro266 chipset.

AGP 4x 1066MBps

video

CPU
(Slot 1/Socket 370)

ATA100
2 channels

MII LAN
interface

LPC connection
to Super 1/0

VT8633
0205CD TAIWAN
2IA10129540 @

4x V-Link

266MBps

VT8233
0205CD TAIWAN
21A10129540 @

Flash
BIOS

Figure 4.39 Apollo Pro266 chipset architecture.

DDR/SDRAM

DDR/SDRAM

DDR/SDRAM

AC 97 support
MC ’97 support

6 USB ports

Because of the V-Link high-speed interconnect between the North Bridge and South Bridge, PCI is
managed by the South Bridge. This is similar to the way in which Intel hub architecture works,
and this basic architecture has been followed by all subsequent VIA chipsets that use V-Link

architecture.
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Silicon Integrated Systems Chipsets for P6-Class Processors

Silicon Integrated Systems has a variety of chipsets for the P6-class processors. They are discussed in
the following sections, and Table 4.21 provides a summary of them.

bridge support

Table 4.21 Current SiS Chipsets for Pentium I1/111/Celeron
Chipset $iS620 SiS630 SiS630E SiS630ET SiS630S SiS630ST
Bus speed 66, 100MHz 66, 100, 66, 100, 66, 100, 66, 100, 66, 100,
133MHz 133MHz 133MHz 133MHz 133MHz
Supported Pentium I Celeron, Celeron, Celeron, Celeron, Celeron,
processors Pentium Il Pentium llI Pentium IIl, Pentium Il Pentium I,
Plll Tualatin Plll Tualatin
Form factor Slot 1 Socket 370 Socket 370 Socket 370 Socket 370 Socket 370
SMP (dual CPUs) No No No No No No
Memory types SDRAM SDRAM SDRAM SDRAM SDRAM SDRAM
PC66/100 PC100/133 PC100/133 PC100/133 PC100/133 PC100/133
Pority/ECC Neither Neither Neither Neither Neither Neither
Maximum 1.5GB 3GB 3GB 3GB 3GB 3GB
memory
PCl support PCl 2.2 PCl 2.2 PCl 2.2 PCl 2.2 PCl 2.2 PCl 2.2
PCl speed/ 33MHz/ 33MHz/ 33MHz/ 33MHz/ 33MHz/ 33MHz/
width 32-bit 32-bit 32-bit 32-bit 32-bit 32-bit
AGP slot None None None None Yes Yes
Integrated video AGP 2.0 AGP 2.0 AGP 2.0 AGP 2.0 AGP 2.0 AGP 2.0
ATA support ATA-33/66 ATA-33/66 ATA-33/66 ATA-33/ ATA-33/ ATA-33/
66/100 66/100 66/100
USB support/ USB 1.1/2 USB 1.1/5 USB 1.1/5 USB 1.1/5 USB 1.1/6 USB 1.1/6
ports ports ports ports ports ports ports
10/100 Ethernet No Yes Yes Yes Yes Yes
Hardware audio No Yes Yes Yes Yes Yes
South Bridge chip  SiS 5595 No No No No No
SiS video No Yes No No Yes Yes

SiS630 Family

The SiS630 is a high-performance, low-cost, single-chip set with integrated 2D/3D graphics and sup-

port for processors such as the Pentium III, Celeron, and Cyrix III/VIA C3.

The integrated video is based on a 128-bit graphic display interface with AGP 4x performance. In addi-
tion to providing a standard analog interface for CRT monitors, the SiS630 also provides the digital
flat panel port (DFP) for a digital flat panel monitor. An optional SiS301 video bridge supports
NTSC/PAL TV output.

The SiS630 also includes integrated 10/100Mb Fast Ethernet, as well as an AC97-compliant interface
that comprises a digital audio engine with 3D-hardware accelerator, on-chip sample rate converter,
and professional wavetable along with a separate modem DMA controller. SiS630 also incorporates
the LPC interface for attaching newer Super I/O chips and a dual USB host controller with four USB

ports.
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Features of the SiS630 include the following:

B Support for Intel/AMD/Cyrix/IDT Pentium CPU processor bus at 66/83/90/95/100/133MHz
Integrated 2MB Level 2 cache controller

PC133 SDRAM support

Meets PC99 requirements

PCI 2.2 compliant

Ultra DMA66/33 support

Integrated AGP 2x 2D/3D video/graphics accelerator

Support for digital flat panel

Hardware DVD decoding

Built-in secondary CRT controller for independent secondary CRT, LCD, or TV digital output
Low pin count interface

Advanced PCI H/W audio and S/W modem

Meets ACPI 1.0 requirements

PCI Bus Power Management Interface Spec. 1.0

Integrated keyboard/mouse controller

Dual USB controller with five USB ports

Integrated 10/100Mbps Ethernet controller

The SiS630E chip is almost identical in its feature set but doesn’t support the secondary CRT con-
troller (also called the video bridge). The SiS630S chip adds support for an AGP slot and the new
Advanced Communication Riser to the basic SiS630 features. The SiS630ET and SiS630ST chips add
support for the Tualatin 0.13 micron Pentium III and Celeron III processors.

What's really amazing about the SiS630 family is that all these features are combined into a single
chip that’s not much larger than the North Bridge used by other chipsets.

SiS633/635 Family
The SiS633/635 family is a series of high-performance single-chip chipsets that support the Pentium
III and Celeron Socket 370 processors. T-series chipsets also support the newer .13-micron Pentium III
Tualatin processors released in May 2001.

The SiS633 and SiS633T chipsets support PC133 SDRAM, whereas the SiS635 and SiS635T chipsets
support PC133 SDRAM, DDR266 DDR SDRAM, or a mixture of PC133 and DDR266 SDRAM. All
chipsets in the family support the following features:

B Integrated 4x AGP B 1.5GB RAM
B Up to six PCI masters W Six USB ports
B UDMA/100 IDE host adapters B AC97 audio and AMR support

SiS635/635T also support ACR or CNR riser technology and integrate 10/100BASE-T Ethernet and
1/10MHz Home PNA networking.

These chips use a 677-pin BGA package. The 633/635 family has been discontinued, and it appears
that very few motherboards were built using these chipsets.
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SiS620/5595
The SiS620/5595 is a North/South Bridge chipset with integrated video that supports Slot 1 or

Socket 370 processors.

Features include the following:

B 66/100MHz processor bus

B Support for PC-100 SDRAM memory

B Support for Ultra DMA 33/66

SiS600/5595 and 5600/5595

The SiS600/SiS5595 is a slot-1 North/South Bridge chipset designed for lower-cost systems.

Its features include

B 66/100MHz processor bus
B PC-100 SDRAM with ECC

B AGP 2x

This chipset has been discontinued.

B PCI 2.2 compliant

B Integrated AGP 3D graphics accelerator

B Support for digital flat panel port for LCD panel

B Ultra DMA/33
B Two USB ports

B Advanced Configuration and Power Interface revision 1.0

Table 4.22 Pentium 4 Chipsets from Intel Introduced 2000-2002

Chipset 850 850E 845 845E
Code name Tehama Tehama-E Brookdale Brookdale-E
Date introduced Nov. 2000 May 2002 Sept. 2001 (SDRAM); May 2002
Jan. 2002 (DDR)
Part number 82850 82850E 82845 82845E
Bus speeds 400MHz 400/533MHz 400MHz 400/533MHz
Supported Pentium 4, Pentium 4, Pentium 4, Pentium 4,
processors Celeron’ Celeron? Celeron? Celeron2#
SMP (dual CPUs) No No No No
Memory types RDRAM (PC800) RDRAM PC133 SDRAM, DDR 200/
dual-channel (PC800, 1066 DDR 200/ 266 SDRAM
dual-channel) 266 SDRAM
Parity/ECC Both Both ECC ECC
Maximum 2GB 2GB (PC800); 2GB (PC2100 DDR); 2GB
memory 1.5GB (PC1066) 3GB (PC133 SDRAM)
Memory banks 2 2 2 (PC2100); 3 (PC133) 2
PCl support 2.2 2.2 2.2 2.2
PCl speed/width 33MHz/32-bit 33MHz/32-bit 33MHz/32-bit 33MHz/32-bit
AGP slot AGP 4x (1.5V) AGP 4x (1.5V) AGP 4x (1.5V) AGP 4x (1.5V)
Integrated video No No No No
South Bridge (hub) ICH2 ICH2 ICH2 ICH4

1. Supports Socket 423 and Socket 478 processors.
2. Supports Socket 478 processors only.

3. Stepping B-1 supports HT Technology (hyper-threading).
4. Supports HT Technology (hyper-threading).
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Seventh-Generation (Pentium 4) Chipsets

Because of its long-time integration of processor and chipset design, it’s not surprising that Intel dom-
inates the Pentium 4 chipset market as it has the markets for Pentium (P5) and Pentium II/III/Celeron
(P6) markets in the past. Although Intel has licensed Socket 423 (used by early Pentium 4 processors)

and the current Socket 478 to rival chipset vendors such as SiS and ALi, Intel is still the leading devel-
oper of Pentium 4 chipsets. Third-party chipsets for Pentium 4 and Celeron 4 processors are discussed
later in this chapter.

Because the Pentium 4 and Celeron processors using Socket 423 and those made for Socket 478 are
essentially the same processors with different cache designs and minor internal revisions, the same
chipset can be used for both processors.

Tables 4.22 and 4.23 show the chipsets made by Intel for Pentium 4 and Celeron 4 processors.

845GL 845G 845GE 845GV 845PE
Brookdale-GL Brookdale-G Brookdale-GE Brookdale-GV Brookdale-PE
July 2002 July 2002 Oct. 2002 Oct. 2002 Oct. 2002
82845GL 82845G 82845GE 82845GV 82845PE
400MHz 400/533MHz 400/533MHz 400/533MHz 400/533MHz
Pentium 4, Pentium 4, Pentium 4, Pentium 4, Pentium 4,
Celeron? Celeron23 Celeron23 Celeron24 Celeron2#

No No No No No

PC133 SDRAM, PC133 SDRAM, DDR 333/ DDR 200/ DDR 333/
DDR 200/ DDR 200/ 266 SDRAM 266 SDRAM 266 SDRAM
266 SDRAM 266 SDRAM

Neither ECC Neither Neither Neither

2GB 2GB 2GB 2GB 2GB

2 2 2 2 2

2.2 2.2 2.2 2.2 2.2
33MHz/32-bit 33MHz/32-bit 33MHz/32-bit 33MHz/32-bit 33MHz/32-bit
None AGP 4x (1.5V) AGP 4x (1.5V) None AGP 4x (1.5V)
Intel Extreme Intel Extreme Intel Extreme Intel Extreme No

Graphics 200MHz ~ Graphics 200MHz Graphics 266MHz Graphics 200MHz

ICH4 ICH4 ICH4 ICH4 ICH4
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Table 4.23 Intel Chipset Introduced in 2003 for Pentium 4
Chipset 865P 865PE 865G 875P
Code name Springdale-P Springdale-PE Springdale-G Canterwood
Date introduced May ‘03 May ‘03 May ‘03 April ‘03
Part number 82865P 82865PE 82865G 82875P
Bus speeds 533/400MHz 800/533MHz 800/533MHz 800/533MHz
Supported Pentium 4, Pentium 4, Pentium 4, Pentium 4,
processors Celeron'’ Celeron’ Celeron'’ Celeron'2
SMP (dual CPUs) No No No No
Memory types DDR266/333 DDR333/400 DDR333/400 DDR333/400

dual-channel? dual-channel dual-channel dual-channel

Parity/ECC Neither Neither Neither ECC
Maximum memory 4GB 4GB 4GB 4GB
Memory banks 2 2 2 2
PCI support 2.2 2.2 2.2 2.2
PCI speed/width 33MHz/32-bit 33MHz/32-bit 33MHz/32-bit 33MHz/32-bit
AGP slot AGP 8x AGP 8x AGP 8x AGP 8x
Integrated video No No Yes No
South Bridge (hub) ICH5/ICH5R ICH5/ICH5R ICH5/ICH5R ICH5/ICH5R

1. Supports current Socket 478 processors as well as Prescott core introduced 2003

2. Two modules per bank

Table 4.24 lists the ICH chips used by Pentium 4/Celeron 4 chipsets made by Intel.

Table 4.24 1/0 Controller Hub Chips for Pentium 4 Chipsets
Chip Name ICHO ICH ICH2 ICH4 ICH5 ICH5R
Part number 82801AB 82801AA 82801BA 828201DB 828201EB 828201ER
ATA support UDMA-33 UDMA-66 UDMA-100 UDMA-100 UDMA-100 UDMA-100
SATA support No No No No SATA-150 SATA-150
SATA Raid No No No No No RAID O
USB support 1C/2pP 1C/2pP 2C/4p 3C/6pP 4C/8P 4C/8P
USB 2.0 No No No No Yes Yes
CMOS/clock Yes Yes Yes Yes Yes Yes
PCl Support 2.2 2.2 2.2 2.2 2.3 2.3
ISA support No No No Mo No No
LPC support Yes Yes Yes Yes Yes Yes
Power SMM/ SMM/ SMM/ SMM/ SMM/ SMM/
management ACPI 1.0 ACPI 1.0 ACPI 1.0 ACPI 2.0 ACPI 2.0 ACPI 2.0
10/100 No No No Yes Yes Yes
Ethernet

ICH = I/O controller hub

USB = Universal serial bus

xC/xP = # of controller / # of ports
ATA = AT attachment (IDE)
UDMA = Ultra-DMA ATA

ISA = Industry-standard architecture bus

LPC = Low pin count bus

SMM = System management mode

ACPI = Advanced configuration and power interface
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Intel 850 Family

The Intel 850 family contains two members, the original 850 and an enhanced version called the
850E. The 850 is the first chipset for the Intel Pentium 4 processor and thus is also the first chipset to
support the NetBurst microarchitecture. The 850 is designed for high-performance desktop computers
and workstations and uses the same hub architecture and modular design as the rest of Intel’s 8xx
family of chipsets. See Figure 4.40 for a photo of the Intel 850 chipset.

The 850 has two main components, down from three in earlier 800-series chipsets:

B 82850 Memory Controller Hub. Provides support for dual 400MHz RDRAM memory channels
with a 3.2GBps bandwidth and a 100MHz system bus. The 82850 MCH also supports 1.5V AGP
4x video cards at a bandwidth exceeding 1GBps.

B 82801BA I/O Controller Hub 2. The ICH2 (an enhanced version of the 82801 used by other 800-
series chipsets) supports 32-bit PCI rev. 2.2, dual UDMA 33/66/100 IDE host adapters, four USB
ports, an integrated LAN controller, six-channel AC-97 audio/modem codec, FWH interface sup-
port, SMBus support, and Alert on LAN and Alert on LAN 2 support.

Figure 4.40 The Intel 850 chipset. Photo used by permission of Intel Corporation.

Optionally, the Intel 82562ET/82562EM Platform LAN communication chips can be added to the 850
chipset to provide support for 10BASE-T and Fast Ethernet networking, building on the LAN features
in the 82801BA ICH2 chip.

The 850 chipset, similar to most recent Intel and non-Intel chipsets, also supports the CNR card for
integrated audio, modem, and network capabilities. See Figure 4.41 for a diagram of the 850’s chipset
architecture.

The 850E is an enhanced version of the 850. Its 82850E MCH adds support for dual 533MHz Rambus
RDRAM memory channels and support for PC1066 RIMM modules to the 850’s standard features. It
also uses the same ICH2 hub as the original 850.
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Pentium® 4
3.2GB/s
RDRAM
. Dual- RDRAM
>1 s channel
| AGP 4x I MCH 3.9GB/s
RDRAM
RDRAM
Intel Hub Architecture
Six-channel
ATA 100MB/s audio
2 IDE channels
ICH2 133MB/s PCI
LAN
interface |I 4 USB ports I

| Flash BIOS I

Figure 4.41 Architecture of the Intel 850 chipset.

Intel 845 Family

Unlike the 850 and 850E chipsets, the 845 family of chipsets is widely used by both Intel and third-
party motherboard makers. If you purchased a Pentium 4 system from late 2001 through mid-2003, it
probably uses some version of the 845 chipset. The 845, code named Brookdale during its develop-
ment, was the first Pentium 4 chipset from Intel to support low-cost SDRAM instead of expensive
RDRAM. Subsequent variations support DDR SDRAM at speeds up to DDR333, ATA/100, and USB 2.0.

The 845-series chipsets include the following models:

W 845 W 845GV B 845GE B 845PE
B 845GL B 845G Bl 845E

All members of the 845 family use the same hub-based architecture developed for the 845 family, but
they also have onboard audio and support the communications and networking riser (CNR) card for
integrated modem and 10/100 Ethernet networking. However, they differ in their support for different
types and amounts of memory, integrated graphics, external AGP support, and which ICH chip they use.

Although the original version of the 845 supported only PC133 SDRAM memory, the so-called 845D
model (a designation used by review sites but not by Intel) also supports 200/266MHz DDR SDDRAM.
The Intel 845’s 82845 MCH supports Socket 478-based Celeron or Pentium 4 processors and can sup-
port up to two DDR SDRAM modules or three standard SDRAM modules (depending on the mother-
board). When DDR SDRAM is used, the 845 supports either 200MHz (PC2100) or 266MHz (PC2700)
memory speeds, with an FSB speed of 400MHz. The 845 also supports ECC error correction when par-
ity-checked memory modules are used and offers an AGP 4x video slot, but it has no onboard video.

The 845 uses the same ICH2 I/O controller hub chip (82801-BA) used by the Intel 850 and 850E
chipsets in Rambus-based systems and the 815EP in low-cost SDRAM-based systems. The ICH2 sup-
ports ATA/100 hard disk interfacing, basic AC’97 sound, and four USB 1.1 ports.

All G-series 845 models feature Intel Extreme Graphics integrated video, which has faster core speeds
and adds 3D performance to the bare-bones integrated video used by the 810 and 815 chipset fami-
lies. Two chipsets—the 845G and 845GE—also offer support for AGP 4x video cards.
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The 845E is an updated version of the current 845 model with ECC error correction and support for
533MHz FSB, whereas the 845PE supports the 533MHz FSB, DDR 266, and 333MHz memory, but it
doesn’t support ECC error correction. All models except the 845 (845D) use the enhanced ICH4 I/O

Controller Hub 82801DB, which offers six USB 2.0 ports as well as integrated networking.

Additionally, all models except the 845 and 845GL offer enhanced 20-bit audio.

Figure 4.42 compares the system block diagrams of the 845 and 845GE models.

845
Chipset Pentium 4
or
Celeron
processor
400MHz FSB
RAM PC-133
AGP 4
DDR200 DDR266
MCH
ATA-100 I 6-channel
audio
LAN 2 USB 1.1

Flash BIOS

PCI

845GE
Chipset Pentium 4
or
Celeron
processor
533/400MHz FSB
DDR333/
Integrated 266MHz RAM
graphics GMCH
ATA-100 I Dolby Digital
audio
LAN G USB 2.0

Flash BIOS

PCI

Figure 4.42 The 845GE (right) adds support for faster FSB speeds, memory, integrated graphics, and USB

2.0 to the basic 845 chipset architecture (left).

Intel Extreme Graphics Architecture

845-series chipsets with integrated video (845G-series models) support Intel’s new Extreme Graphics
Architecture, which supports 3D graphics and features the following four technologies to improve 3D
rendering speed and quality:

B Rapid Pixel and Texel Rendering Engine. Uses pipelines to overlap 2D and 3D operations, provides
8x data compression to improve the use of memory bandwidth, and features a multitier cache

for 3D operations

B Zone Rendering. Reduces memory bandwidth requirements by dividing the frame buffer in
to rectangular zones, sorting the triangles into memory by zone, and processing each zone to
memory

B Dynamic Video Memory Technology. Manages memory sharing between the display, applications,
and operating system depending on the memory requirements of the programs running

W Intelligent Memory Management. Improves memory addressing, display buffer implementation,
and memory efficiency
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Extreme Graphics Architecture improves 3D rendering compared to Intel’s earlier integrated video
chipsets (the 810 and 815-series chipsets, which have no 3D functions at all), but its performance
and features still lag behind even current mid-range video chipsets from NVIDIA and ATI. Extreme
Graphics Architecture lacks hardware Transform and Lighting (T&L) features, a feature required by
some of today’s most popular games, and offers frame rates which, at best, are at about the level
of the low-end NVIDIA GeForce 2 MX 200. Thus, even though you can play an occasional game
with the G-series systems with integrated video, if you want serious game play, you'll need one of
the 845 models that supports AGP 4x graphics cards and DDR333 memory, such as the 845GE

or 845PE.

Intel 865 Family

The Intel 865 chipset family, code named Springdale, was released in May 2003. As the name might
suggest, the 865 series is designed to replace the 845 series with chipsets that feature dual-channel
memory support, the new communications streaming architecture (CSA) that provides a dedicated
connection for the integrated network controller, faster performance, and support for the latest tech-
nologies (including Gigabit Ethernet and Serial ATA). The features of the 865 and 8735 families are
summarized in Table 4.23.

The 865 family includes the 865P, 865PE, and 865G chipsets. The 865PE and 865G support single-
channel or dual-channel DDR266, as well as dual-channel DDR333 and DDR400 SDRAM with FSB
speeds up to 800MHz. Dual-channel memory provides a wider memory bandwidth for faster perfor-
mance. The 845P model supports DDR266/333 and FSB speeds up to 533MHz. All models support
AGP 8x, and the G model includes Intel Extreme Graphics 2—a faster version of the integrated graph-
ics technology found in G-series versions of the 845 chipset family.

All members of the 865 family use the new ICHS I/O controller hub. A faster hub architecture called
Hub Link 1.5 with 266MBps bandwidth connects the MCH/GMCH and ICH together.

ICH5 and ICH5R

ICHS and ICHSR (Raid) are the latest generation of Intel’s I/O controller hub, which is the equivalent
of the South Bridge in Intel’s hub-based architecture introduced with the 800 series of chipsets.

ICHS and ICHSR feature four USB 2.0 controllers with eight external ports, two ATA/100 ports,
and two Serial ATA/150 ports. ICHSR models add support only for RAID O (striping) on the SATA
ports. ICHS5/ICHSR also support the PCI 2.3 bus and include an integrated 10/100 Ethernet LAN
controller.

Intel 875P

The Intel 875P chipset, code named Canterwood during its development, was introduced in April
2003. The 875P chipset supports Intel’s HT Technology (hyper-threading), so it fully supports
3.06GHz and faster Pentium 4s, including the newer Prescott (90nm) core versions.

For faster memory access, the 875P supports four standard or ECC memory modules (up to 4GB total)
using DDR333 or DDR400 memory in a dual-channel mode, and it offers a new Turbo mode that uses
a faster path between DDR400 memory and the MCH to boost enhanced performance. Because multi-
ple memory modules aren’t always the same size or type, the 875P also features a new dynamic mode
that optimizes system memory when different types or sizes of memory are used at the same time.
The 875P also includes both Serial ATA and RAID support and uses the same ICHS I/O controller hub
used by the 865 series.
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Third-Party Pentium 4 Chipsets

SiS, the Ali Corporation, ATI, and VIA all produce chipsets for the Intel Pentium 4 and Celeron 4
processors.

Although Intel’s chipsets for the Pentium 4 have dominated the market up to this point, many of
these chipsets offer unique features that are worth considering. The following sections discuss these
chipsets by vendor.

High-Speed North-South Bridge Connections

As you learned earlier in this chapter, Intel has developed a replacement for the traditional North
Bridge/South Bridge architecture known as hub architecture. This 266MBps interface provides a faster
connection between the memory controller hub/graphics memory controller hub (North Bridge
replacements) and the I/O controller hub (South Bridge replacements) in Intel 8xx-series chipsets for
the Pentium III and Pentium 4 processor families.

Intel is not alone in replacing the slow PCI bus connection between North and South Bridge-type
chips with a faster architecture that bypasses the PCI bus. Other companies introducing high-speed
chipset interconnects include

B VIA. It created the V-Link architecture to connect its North and South Bridge chips at speeds
matching or exceeding Intel hub architecture. V-Link uses a dedicated 8-bit data bus and is cur-
rently implemented in two versions: 4x V-Link and 8x V-Link. 4x V-Link transfers data at
266MBps (4x66MHz), which is twice the speed of PCI and matches the speed of Intel’s hub
architecture. 8x V-Link transfers data at 533MBps (4x133MHz), which is twice the speed of
Intel’s hub architecture. All VIA South Bridge chips in the VT82xx series support V-Link. The
first chipsets to use V-Link were VIA’s 266-series chipsets for the Pentium III, Pentium 4, and
Athlon processor families. VIA’s 333- and 400-series chipsets also use V-Link.

W SiS. Its MuTIOL architecture provides performance comparable to VIA's 4x V-Link. Chipsets that
support MuTIOL use separate address, DMA, input data, and output data buses for each I/O bus
master. MuTIOL buffers and manages multiple upstream and downstream data transfers over a
bidirectional 16-bit data bus. South Bridge chips in the SiS961 and 962 series support MuTIOL
at a data transfer rate of 533MBps (133MHzx4), whereas the SiS963 series supports the faster
MuTIOL 1G, which supports data transfer rates exceeding 1GBps. The North Bridge chips that
support MuTIOL are described in the sections listing SiS chipsets for Pentium 4 and Athlon-
series processors.

B ATI. It uses a high-speed interconnect called A-Link in some of its IGP integrated chipsets.
A-Link runs at 266MBps, matching Intel’s hub architecture and first-generation V-Link and
MuTIOL designs. Its RS- and RX-series chipsets use the HyperTransport bus. HyperTransport,
which is now developed and managed by the nonprofit HyperTransport Technology
Consortium (www.hypertransport.org), uses a packetized point-to-point interconnect IP bus
that uses low voltage differential signaling. The 8x8 version of HyperTransport used by some
ATI chipsets supports 800MHz clock speeds and a data transfer rate of 1.6GBps.

B NVIDIA. Its nForce, nForce2, and nForce3 chipsets use the HyperTransport bus originally devel-
oped by AMD.

Although the terms North Bridge and South Bridge continue to be used for chipsets using V-Link,
MuTIOL, A-Link, or HyperTransport interconnects between these chipset components, these chipsets
really use a hub-based architecture similar to Intel 8xx-series chipsets and receive corresponding
boosts in performance as a consequence.
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SiS Chipsets for Pentium 4

SiS offers several chipsets for the Pentium 4, including integrated chipsets, chipsets for use with discrete
video accelerator cards, and one that supports Rambus RDRAM. Details of SiS’s chipsets for the Pentium
4 are available in Tables 4.25 and 4.26. Unlike most of the chipsets SiS has created for the Pentium
11/111/Celeron, the SiS chipsets for the Pentium 4 use one of several high-speed South Bridge equivalents
(SiS 96x series Media I/O chips) instead of integrating North and South Bridge functions into a single
chip. SiS North and South Bridge chips for the Pentium 4 use a high-speed 16-bit connection known as
MuTIOL (Multi-Threaded I/O Link) instead of the slow PCI bus as with older chipsets.

Table 4.25 SiS North Bridge Chips for Pentium 4 Socket 478

Chipset SiS650 SiS651 SiS645 SiS645DX SiS648 SiS655 SiS R658
Bus speed 400MHz 400/ 400MHz 400/ 400/ 400/ 400/
533MHz 533MHz 533MHz 533MHz 533MHZ

Supports hyper-  No Yes* No Yes* Yes* Yes* Yes*

threading

SMP No No No No No No No

(dual CPUs)

Memory PC133, PC100/133, PCI133, PC133, DDR200/ DDR266/ 1066/

types DDR266 DDR200 DDR200/ DDR266/ 266/333 333, dual- 800MHz

/266/333 266 333 channel RDRAM

Parity/ECC Neither Neither Neither Neither Neither Neither Neither

Maximum 3GB 3GB 3GB 3GB 3GB 4GB 4GB

memory

PCI support 2.2 2.2 2.2 22 2.2 2.2 2.2

PCI speed/ 33MHz/  33MHz/ 33MHz/  33MHz/ 33MHz/  33MHz/  33MHz/

width 32-bit 32-bit 32-bit 32-bit 32-bit 32-bit 32-bit

AGP slot 4x 4x 4x 4x 8x 8x 8x

Integrated video ~ Yes Yes No No No No No

South Bridge SiS961 SiS962 SiS961 SiS961 SiS963 SiS963 SiS963

MuTIOL speed 533MBps 533MBps 533MBps 533MBps 1GBps 1GBps 1GBps

*B-stepping only
Table 4.26 SiS Media 1/0 (South Bridge) Chips for Pentium 4

South Number MuTIOL

Bridge USB of USB ATA 10/100 HomePNA  IEEE- Clock

Chip Support  Ports Support Audio Ethernet 1.0/2.0 1394  Speed

SiS961 1.1 6 33/66/ AC'97,5.1 Yes Yes No 266MHz
100 channel

SiS961B 1.1 6 33/66/ AC'97, 5.1 Yes Yes No 266MHz
100/133 channel

SiS962 1.1,20 6 33/66/ AC'97, 5.1 Yes Yes Yes 266MHz
100/133 channel

SiS962L 1.1,20 6 33/66/ AC'97, 5.1 Yes Yes No 266MHz
100/133 channel

SiS963 1.1,20 6 33/66/ AC'97,5.1 Yes Yes Yes 533MHz
100/133 channel

SiS963L 1.1,20 6 33/66/ AC'97, 5.1 Yes Yes No 533MHz
100/133 channel
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SiS650/651 Chipsets

The SiS650 and 651 chipsets enable Pentium 4 system builders to create low-cost systems with
onboard video that can be enhanced with AGP 4x video cards at a later date. The integrated video fea-
tures support for high-quality DVD playback and the optional SiS301B video bridge for TV-out and
DVI LCD panels.

Both chipsets also feature SiS’s own MuTIOL technology for connecting the North Bridge and South
Bridge chips with a three-layer high-speed (266MHz/533MBps bandwidth) data highway.

The 650 and 651 both support SDRAM and DDR SDRAM, and the 651 adds support for DDR333
memory, the 533MHz system bus of the latest Pentium 4 processors, and hyper-threading in its
B-stepping version.

The 650’s SiS961 South Bridge provides USB 1.1, ATA-100 (133 in its 961B version), AC’'97 six-channel
audio, and integrated Ethernet/HomePNA networking. The 651 also uses the newer SiS962 South
Bridge, which provides ATA133 and USB 2.0 support.

SiS645/645DX

The 645 family of SiS chipsets does not include the integrated graphics of the 65x family, but they are
otherwise similar. They support SDRAM and DDR SDRAM, AGP 4x, and the high-speed MuTIOL
North Bridge/South Bridge interface. The 645DX supports DDR333 memory, the S33MHz system bus,
and the HT technologies found in the most recent Pentium 4 processors.

Both the 645 and 645DX use the SiS961 South Bridge.

SiS648/655
The SiS648 chipset is a development of the 645DX chipset, with the following differences:
B Supports DDR memory only (up to DDR333)
B 8X AGP slot
B SiS963 South Bridge (USB 2.0, IEEE-1394a support)

The 655 chipset is essentially a dual-channel version of the 648, supporting up to 4GB of memory
with DDR266/333 memory only.

SiS R658
The SiS R658 is the first SiS chipset ever to support Rambus RDRAM. Other features include
B Support for Pentium 4 processors with 533MHz and HT (B-stepping only) features
Dual-channel support for PC1066/PC800 RDRAM (requires identical pairs of memory)
4GB maximum memory size
AGP 8x interface

MuTIOL 1G (533MHz clock speed providing more than 1GBps throughput) interface to the
SiS963 South Bridge

Essentially, the R658 is an RDRAM version of the 655 chipset, and, like the 655, it uses the SiS963
South Bridge.

ALi Corporation Chipsets for Pentium 4

ALi Corporation (formerly known as Acer Laboratories) has produced several chipsets for the Pentium
4 and Celeron 4 processors. Tables 4.27 and 4.28 provide an overview of these chipsets, which are dis-
cussed in the following sections.
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Table 4.27 ALi Chipsets for Pentium 4

Chipset ALADDIN-P4 M1681

North Bridge chip M1671 M1681

Bus speed 400MHz 400/533MHz*

SMP (dual CPUs) No No

Memory types PC100/133, PC100/133,
DDR200/266/333 DDR200/266/333/400

quity/ECC Neither Neither

Maximum memory 3GB e

PCl support 2.3 2.2

PCl speed/width 33MHz/32-bit 33MHz/32-bit

AGP slot 4x 8x

Integrated video No No

South Bridge M1535 series M1563

HyperTransport Link N/A 400MBps

*Also supports hyper-threaded processors

Table 4.28 ALi South Bridge Chips for Pentium 4 and Athlon XP

South Number

Bridge UsB of USB ATA 10/100 Super HyperTransport
Chip Support  Ports Support Audio Ethernet 1/0 Throughput
M1535D 1.1 4 33/66 Yes' No Yes* N/A

M1535D+ 1.1 6 33/66/100/133  Yes'? No Yes* N/A

M1563° 2.0 6 66/100/133 Yes?? Yes Yes 400MBps

1. Integrated DirectX 3D with wavetable and SoundBlaster Pro/16 compatibility; Also supports AC’97 audio codec

2. Supports 6-channel audio

3. Supports SPDIF digital audio interface
4. Includes fast IR interface, serial, parallel, PS/2 mouse, and keyboard ports
5. Also integrates Memory Stick and Secure Digital (SD) interfaces

Aladdin P4

The ALi Aladdin P4 was ALi’s first Pentium 4-compatible chipset. Because it uses the same M1535-
series South Bridge chips used by its earlier Pentium and Pentium II/III chipsets, the P4 is a traditional
North Bridge/South Bridge solution. Thus, it relies on the slow (133MBps) PCI interface to carry data
between the bridge chips.

The P4’s major features include the following:

B 400MHz system bus
Support for PC100/133 and DDR200/266/333 memory
ATA-133 support (when used with the M1535D+ South Bridge)
AGP 4x interface
USB 1.1 ports

ACPI power management
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The P4 is also available in a version for notebook computers: the ALADDiN-P4M, which uses the
D1535+ South Bridge.

M1581/M1563

ALi's M1581/M1563 chipset for the Pentium 4 processor brings ALi’s offerings in line with the latest
from other chipset vendors. In a break with ALi tradition, it uses the HyperTransport high-speed
direct connection between North and South Bridge chips instead of relying on the PCI bus, as with
previous designs.

Its major features include
B Support for hyper-threading and 533MHz system bus
Support for DDR memory up to DDR400 and PC100/133 SDRAM
ATA-133
USB 2.0
AGP 8x interface
Memory Stick and SD (Secure Digital) flash memory device interfaces

ACPI power management

HyperTransport high-speed link between North and South Bridge chips, running at >400MBps
bandwidth in each direction (800MBps total throughput)

ATI Chipsets for Pentium 4

ATT’s line of chipsets for the Pentium 4 integrate Radeon VE-level 3D graphics, DVD playback, and
dual-display features with high-performance North Bridge and South Bridge designs. ATI uses its high-
speed A-Link bus to connect its North and South Bridge chips, but it also supports connections to
third-party South Bridge chips via the PCI bus. This enables system designers to create an all-ATI or a
mix-and-match solution. Many of the first Radeon IGP-based systems on the market actually used ALi
or VIA South Bridge chips.

The Radeon IGP North Bridge chips for Pentium 4 include
B Radeon IGP 330 (uses IXP-series or third-party South Bridge)
B Radeon IGP 340 (uses IXP-series or third-party South Bridge)
B RS250 (uses SB-series)
B RS300 (uses SB-series)
B RS300VE (uses SB-series)

ATI'’s South Bridge chips include
B IXP 200 (for IGP series)
B IXP 250 (for IGP series)
B SB300C (for RS series)
B SB380 (for RS series)
B SB210 (for RS series)

Table 4.29 summarizes the major features of the North Bridge chips, and Table 4.30 summarizes the
major features of the South Bridge chips.
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Table 4.29 Radeon IGP (North Bridge) Chips for Pentium 4

North Bridge Radeon Radeon
Chip IGP 330 IGP 340 RS250 RS300 RS300VE
Bus speed 400MHz 400/ 400/ 400/533/ 400/533/
533MHz 533MHz 800MHz2 800MHz2
SMP No No No No No
(dual CPUs)
Memory types DDR200/ DDR200/ DDR200/ DDR333/ DDR333/
266 266/333 266/333 400° 400
Pority/ECC Neither Neither Neither Neither Neither
Maximum 1GB 1GB 1GB
memory
PCl support 2.2 2.2 2.3 2.3 2.3
PCI speed/ 33MHz/ 33MHz/ 33MHz/ 33MHz/ 33MHz/
width 32-bit 32-bit 32-bit 32-bit 32-bit
AGP slot 4x 4x 4x 8x 8x
Integrated Radeon VE! Radeon VE! Radeon VE! Radeon Radeon
video 9000 9000
NS/SB 266MBps 266MBps 266MBps Up to Up to
interconnect 12.8GBps 12.8GBps
speed
NS/SB A-Link A-Link A-Link HyperTransport  HyperTransport
interconnect 8x8 8x8
fype
1. Same core as ATI Radeon 7000, with support for dual displays
2. Also supports hyper-threaded processors
3. Dual-channel memory support
Table 4.30 ATI South Bridge Chips for Pentium 4 and Athlon
South Number
Bridge UsB of USB ATA Soft 10/100 Super  High-Speed
Chip Support  Ports Support Audio Modem  Ethernet 1/0 Interconnect
IXP 200/ 2.0 6 ATA33/ AC'97, No 3Com Yes A-Link
250! 66/100 SDPIF
SB300C 2.0 6 ATA33/66/ AC'97 No 3Com Yes A-Link
100/133 SATA  6-channel
SB380 2.0 6 ATA33/66/ AC'97 No 3Com Yes HyperTransport
100/133 SATA  6-channel 8x8
SB2102 2.0 6 ATA33/66/100  AC'97, No 3Com Yes Aclink
SDPIF

1. IXP250 identical features to IXP200, plus it supports Wake On LAN (WOL), Desktop Management Interface (DMI),
manage boot agent (MBA), and the Alert Standards Forum (ASF) mechanism

2. Pin-compatible with SB300C and SB380, but has the same features as IXP200
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VIA Chipsets for Pentium 4

Although VIA Technologies produces a line of chipsets for the Pentium 4, it lacks a license from Intel

for the Socket 478 interface. VIA claims rights to Socket 478 through a patent exchange agreement
with Intel, but Intel disputes this. As a result of the legal battles over the VIA chipsets for Pentium 4,
most of the motherboards that use VIA’s chipsets are manufactured by VIA’s Platform Solutions
Division (VPSD), although they might be sold under a variety of brand names.

Tables 4.31 and 4.32 provide an overview of VIA’s chipsets for the Pentium 4, including ProSavage
chipsets with integrated graphics.

Table 4.31 VIA Chipsets for Pentium 4

Chipset P4X266 P4X266A P4X266E P4M266 P4X400 P4X400A
North VT8753 VI8753A VT8753E VI8751 V18754 VT8754CE
Bridge chip
Bus speeds 400MHz 400MHz 400/ 400MHz 400/ 400/533/

533MHz 533MHz 800MHz
SMP (dual No No No No No No
CPUs)
Memory PC100/133, PC100/133, DDR200/266 PC100/133, DDR200/266/ DDR200/266/
types DDR200/266 ~ DDR200/266 DDR200/266 ~ 333/400 333/400
Parity/ECC Neither Neither Neither Neither ECC ECC
Maximum 4GB 4GB 4GB 4GB 32GB 32GB
memory
PCl support 2.2 2.2 2.2 2.2 2.2 2.2
PCl speed/ 33MHz/ 33MHz/ 33MHz/ 33MHz/ 33MHz/ 33MHz/
width 32-bit* 32-bit* 32-bit* 32-bit 32-bit* 32-bit*
AGP slot 4x 4x 4x 4x 8x 8x
Integrated No No No S3 Graphics No No
video ProSavage8 3D
South V18233, V18233, V18233, V18233, V18235 V18235
Bridge VT18233C, VT18233C, VT18233C, VT18233C,

VT8233A VT8233A VT8233A, VT8233A

V18235

V-Link speed 266MBps 266MBps 266MBps 266MBps 533MBps 533MBps

*Supports 66MHz/64-bit PCI when optional VPX-64 (VT8101) chip is used

Table 4.32 lists the major features of the VIA South Bridge chips used in VIA’s chipsets for the
Pentium 4. Note that these same chips are also used by VIA chipsets for the AMD Athlon family
of processors. All chipsets that use these South Bridge chips use VIA’s high-speed V-Link interface

between North and South Bridge chips. These chipsets connect to the VT1211 LPC (low pin count)
or equivalent Super I/O chip for support of legacy devices such as serial, IR, and parallel ports and
the floppy drive.
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Table 4.32 VIA South Bridge Chips for Pentium 4

South Number

Bridge usB of USB ATA 10/100 V-Link

Chip Support  Ports Support Audio Ethernet HomePNA Throughput
V18233 1.1 6 33/66/100 AC'97, 6-channel' Yes Yes 266MBps
VT8233A 1.1 6 33/66/100/133  AC'97, 6-channel’ Yes No 266MBps
Vv18233C 1.1 6 33/66/100 AC'97, 6-channel’ Yes? No 266MBps
V18235 2.0 6 33/66/100/133 AC'97, 5.1 channel' Yes No 533MBps

1. Integrated audio requires separate audio codec chip on motherboard; it also supports MC’97 soft modem.
2. 3Com 10/100 Ethernet.

VIA

VIA

Modular Architecture Platforms (V-MAP) for Pentium 4

VIA’s North and South Bridge chips for the Pentium 4 support VIA's Modular Architecture Platforms
(V-MAP) designs, which enable motherboard designers to convert quickly to more advanced versions
of a chipset because of a common pinout. The North Bridge chips used in the P4X266, 266A, 266E,
P4M266, and P4X400 chipsets are all pin-compatible with each other, as are the 8233/8235-series
South Bridge chips. Thus, motherboards using these chipsets can be built in a variety of configura-
tions. All these chipsets also support VIA’s V-Link high-speed connection between the North and South
Bridge chips.

Apollo P4X266 Family

The VIA Apollo P4X266 is its first chipset for the Pentium 4 and Celeron 4 processors, supporting AGP
4x, 4GB of RAM, and the 400MHz system bus used by early Pentium 4/Celeron 4 processors. The
P4X266A improves the memory interface and queues more instructions (up to 12) in the processor bus
interface to reduce latency and improve performance. The P4X266E adds support for the 533MHz bus
used in the 2.53GHz (and faster) Pentium 4 processors. It also supports both the VI8233 and newer
VT8235 series of South Bridge chips.

ProSavage PAM266

The VIA ProSavage P4M266 integrates the S3 Graphics ProSavage8 2D/3D graphics accelerators with
the features of the P4X266 chipset. Unlike some other chipsets with integrated graphics, the P4AM266
retains an AGP 4x slot, so users can upgrade to faster AGP 4x graphics in the future.

The ProSavage8 core uses 32MB of system RAM for its frame buffer, supports AGP 8x bandwidth
internally with 128-bit data paths, and features DVD DXVA Motion Compensation to improve the
quality of DVD playback. In addition, it supports all members of the 8233/8235 family of South
Bridge chips.

Apollo P4X400 and P4X400A

The VIA Apollo P4X400 chipset is an improved version of the short-lived P4X333. It’s suitable for both
server and workstation/desktop computer use, thanks to its support for up to 32GB of RAM and ECC
memory. It also supports 400MHz and 533MHz system bus speeds and DDR memory up to 333MHz. It
uses the VT8235 South Bridge, so it also supports the latest I/O standards (USB 2.0 and ATA-133).

The P4X400A chipset features improved timings and support for DDR400 memory and uses the
VT8235 South Bridge.
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Athlon/Duron/Athlon XP Chipsets

The original AMD Athlon was a Slot A processor chip, but subsequent versions have used Socket A, as have
the now-discontinued Duron and current Athlon XP. Although similar in some ways to the Pentium III and
Celeron, the AMD chips use a different interface and require different chipsets. AMD was originally the only
supplier for Athlon chipsets, but VIA Technology, ALi Corporation, SiS, NVIDIA, and ATI now provide a
large number of chipsets with a wide range of features. These chipsets are covered in the following sections.

AMD Chipsets for Athlon/Duron Processors

AMD makes four chipsets for Athlon and Duron processors: the AMD-750 and AMD-760/MP/MPX.
The major features of these chipsets are compared in Table 4.33 and described in greater detail in the
following sections.

Table 4.33 AMD Athlon/Duron Processor Chipsets Using North/South Bridge

Architecture

Chipset AMD-750 AMD-760

Code name Irongate None

Date introduced Aug. 1999 Oct. 2000

Part number AMD-751 AMD-761

Bus speed 200MHz 200/266MHz

Supported processors Athlon/Duron Athlon/Duron

SMP (dual CPUs) No Yes

Memory type SDRAM DDR SDRAM

Memory speed PC100 PC1600/PC2100

Parity/ECC Both Both

Maximum memory 768MB 2GB buffered, 4GB registered

PCl support 2.2 2.2

AGP support AGP 2x AGP 4x

South Bridge AMD-756 AMD-766

ATA/IDE support ATA-66 ATA-100

USB support 1C/4P 1C/4pP

CMOS/clock Yes Yes

ISA support Yes No

LPC support No Yes

Power management SMM/ACPI SMM/ACPI
AGP = Accelerated graphics port LPC = Low pin count bus
ATA = AT attachment (IDE) interface PCI = Peripheral component interconnect
DDR-SDRAM = Double data rate SDRAM SDRAM = Synchronous dynamic RAM
ECC = Error correcting code SMP = Symmetric multiprocessing (dual processors)
ISA = Industry Standard Architecture USB = Universal serial bus

AMD-750

AMD’s first chipset for its own Slot A and Socket A processors, called the AMD-750, is a traditional
North/South Bridge design specifically for the Athlon and Duron processors. The AMD-750 chipset
consists of the AMD-751 North Bridge and the AMD-756 South Bridge.
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The AMD-751 system controller connects between the AMD Athlon processor bus to the processor
and features the memory controller, AGP 2x controller, and PCI bus controller. The AMD-756 South
Bridge includes a PCI-to-ISA bridge, USB controller interface, and ATA 33/66 controller.

The AMD-750 chipset includes the following features:
ATA-33/66 support

PCI 2.2 bus with up to six masters USB controller

B AMD Athlon 200MHz processor bus |
|

AGP 2x B ISA bus support
|
[ |

PC-100 SDRAM with ECC Integrated 256-byte CMOS RAM with clock
Up to 768MB of memory Integrated keyboard/mouse controller

ACPI power management

AMD-760 Family
The AMD-760 chipset was introduced in October 2000 and is notable as the first chipset supporting
DDR SDRAM memory. The AMD-760 chipset consists of the AMD-761 system controller (North
Bridge) in a 569-pin plastic ball-grid array (PBGA) package and the AMD-766 peripheral bus controller
(South Bridge) in a 272-pin PBGA package. See Figure 4.43 for details of the 760’s block diagram.

AMD Athlon™
> processor

A
64-bit data + 8-bit ECC System bus

13-bit SADDIN + AGP 4x bus

13-bit SADDOUT - AGP 4x
32-bit

Y

Memory bus A
= ™

AMD-761 (__)l DDR SDRAM| ¢
system controller | g4.bt data + 8-bit ECC

SERR#
SBREQ# PCI bus

A
A

A
Y

SBGNT# gm "
WSCH ¢ 32-bit 2
DCSTOP# g
P AMD-766™
~ peripheral bus
< - controller LAN scsl
= >
System Management, A
Reset, Initialize
. ' SM b
Interrupts :V us >
ISA bus v
USB bus
EIDE bus BIOS
LPC bus sio

Figure 4.43 AMD-760 chipset block diagram.

The AMD-761 North Bridge features the AMD Athlon system bus, DDR-SDRAM system memory con-
troller with support for either PC1600 or PC2100 memory, AGP 4x controller, and PCI bus controller.
The 761 allows for 200MHz or 266MHz processor bus operation and supports the newer Athlon chips
that use the 266MHz processor (also called front-side) bus.

The AMD-766 South Bridge includes a USB controller, dual UDMA/100 ATA/IDE interfaces, and the
LPC bus for interfacing newer Super I/O and ROM BIOS components.
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The AMD-760 chipset includes the following features:
B AMD Athlon 200/266MHz processor bus

Dual processor support

PCI 2.2 bus with up to six masters

AGP 2.0 interface that supports 4x mode

PC1600 or PC2100 DDR SDRAM with ECC

Support for a maximum of 2GB buffered or 4GB registered DDR SDRAM
ACPI power management

ATA-100 support

USB controller

LPC bus for Super I/O support

The AMD-760MP chipset, which uses the AMD-762 North Bridge chip, is a development of the basic
AMD-760 design that supports dual-processor Athlon MP systems. It differs from the standard 760
chipset in the following ways:

B Supports dual AMD Athlon MP processors with 200/266MHz processor bus speeds
B Up to 4GB PC2100 DDR (registered modules)
B Supports 33MHz PCI slots in 32-bit and 64-bit widths

The AMD-760MPX chipset uses the same AMD-762 North Bridge chip as the AMD-760MP to support
multiple Athlon MP processors, but it uses the AMD-768 peripheral bus controller (South Bridge) chip.
It differs from the 760MP chipset in the following ways:

B The AMD-762 North Bridge chip is used to support two 66MHz 32/64-bit PCI slots.
B The AMD-768 South Bridge chip is used to support 33MHz/32-bit PCI slots.

The 760MPX chipset is a better choice for a server because of its support for 66MHz and 64-bit PCI
slots, whereas the 760MP is a suitable choice for a workstation.

None of these chipsets support USB 2.0, ATA-133, or DDR333 or faster memory. If you buy an Athlon,
a Duron, or an Athlon XP desktop system, it’s far more likely that your system will contain a third-
party chipset than an AMD chipset; however, the 760MP and 760MPX chipsets are popular choices
for AMD-based workstations and servers. The following sections cover the third-party chipsets made
for the Athlon, Duron, and Athlon XP processors.

VIA Chipsets for Athlon, Duron, and Athlon XP

VIA Technologies, Inc., is the largest chipset and processor supplier outside of Intel and AMD.
Originally founded in 1987, VIA is based in Taipei, Taiwan, and is the largest integrated circuit design
firm on the island. VIA is a fabless company, which means it farms out the manufacturing to other
companies with chip foundry capability. Although it is best known for its chipsets, in 1999 VIA pur-
chased the Cyrix processor division from National Semiconductor and the Centaur processor division
from IDT, respectively, thereby becoming a supplier of processors in addition to chipsets. VIA has also
formed a joint venture with SONICblue (formerly S3) as a means of integrating graphics capabilities
into various chipset products. This joint venture is known as S3 Graphics, Inc.

VIA makes chipsets for Intel, AMD, and Cyrix (VIA) processors. Table 4.34 provides an overview of
VIA’s Athlon/Duron chipsets, which use the traditional North/South Bridge architecture.
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More recently, VIA has converted to a new architecture called V-Link, which uses a fast dedicated con-
nection between the North Bridge and South Bridge. V-Link is similar to Intel’s hub architecture, as
well as HyperTransport (used by ALi, NVIDIA, and ATI) and A-Link (used by ATI). V-Link is also used
by VIA’s Pentium 4 chipsets. Tables 4.35 and 4.36 provide an overview of V-Link chipsets, which also
support the VIA Modular Architecture Platform (V-MAP) design. As with VIA’s chipsets for the Pentium
4, V-MAP uses identical pinouts for the V-Link North and South Bridge chips so vendors can reuse a
motherboard design with more advanced chipsets as they are developed.

Both types of chipsets are discussed in the following sections.

Table 4.34 VIA Athlon/Duron/Athlon XP Processor Chipsets Using North/South Bridge
Architecture

Chipset Apollo KX133 Apollo KT133 Apollo KT133A Apollo KLE133
Introduced Aug. 1999 June 2000 Dec. 2000 March 2001
North Bridge V18371 V18363 VT8363A VT 8361
Processor support Athlon Athlon/Duron Athlon/Duron Duron

CPU interface Slot-A Socket-A (462) Socket-A (462) Socket-A (462)
CPU FSB 200MHz 200MHz 200/266MHz 200/266MHz
AGP 4x 4x 4x Integrated AGP 2x
PC 2.2 2.2 2.2 2.2

Memory type SDRAM SDRAM SDRAM SDRAM

Memory speed PC133 PC133 PC100/133 PC100/133
Maximum memory 2GB 2GB 2GB 2GB

South Bridge VT82C686A VT82C686A VT182C686B VT182C686B
ATA/IDE ATA-66 ATA-66 ATA-100 ATA-100

USB ports 1C4pP 1C4pP 1C4pP 1C4pP

Power management SMM/ACPI SMM/ACPI SMM/ACPI SMM/ACPI
Super I/O Yes Yes Yes Yes

CMOS/Clock Yes Yes Yes Yes

Table 4.35 VIA Athlon XP/Duron Processor Chipsets Using V-Link Architecture

Apollo Apollo Apollo ProSavage Apollo Apollo
Chipset KT266 KT266A KT333 KM266 KT400 KT400A
North V18366 VT8633A VT8753E V18375 V18377 VT8377A
Bridge chip
Bus speed 200, 200, 200, 266, 200, 200, 266, 200, 266,
266MHz 266MHz 333MHz 266MHz 333MHz 333MHz
SMP No No No No No No
(dual CPUs)
Memory PC100/133, PC100/133, DDR200/ PC100/133, DDR200/ DDR200/266/
types DDR200/266 DDR200/266 266/333 DDR200/266 266/333 333/400
Parity/ECC Neither Neither Neither Neither Neither Neither
Maximum 4GB 4GB 4GB 4GB 4GB 4GB
memory

PCl support 2.2 2.2 2.2 2.2 2.2 2.2
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Table 4.35 Continued
Apollo Apollo Apollo ProSavage Apollo Apollo
Chipset KT266 KT266A KT333 KM266 KT400 KT400A
PCl speed/ 33MHz/ 33MHz/ 33MHz/ 33MHz/ 33MHz/ 33MHz/
width 32-bit 32-bit 32-bit 32-bit 32-bit 32-bit
AGP slot 4x 4x 4x 4x 8x 8x
Infegrated No No No S3 Graphics No No
video ProSavage8 3D
South Bridge V18233, V18233, V18233, V18233, V18235 VT8235CE,
VT8233C, VT8233C, VT8233C, VT8233C, V18237
VT8233A VT8233A VT8233A, VT8233A
V18235
V-Link speed 266MBps 266MBps 266MBps 266MBps 533MBps 533MBps
Table 4.36 VIA South Bridge Chips for Athlon/Duron/Athlon XP
South Number
Bridge UsB of USB 10/100 V-Link
Chip Support Ports ATA Support Audio Ethernet HomePNA Throughput
V18233 1.1 6 33/66/100 AC'97, Yes Yes 266MBps
6-channel'
VT8233A 1.1 6 33/66/100/133 AC'97, Yes No 266MBps
6-channel!
V18233C 1.1 6 33/66/100 AC'97, Yes? No 266MBps
6-channel’
V18235 2.0 6 33/66/100/133 AC'97, Yes No 533MBps
6-channel'
V18237 2.0 6 33/66/100/133; AC'97, Yes No 533MBps
Serial ATA; Optional 6-channel’

SATA RAID

1. Integrated audio requires separate audio codec chip on motherboard; it also supports MC’97 soft modem.
2. 3Com 10/100 Ethernet.

VIA Technologies Apollo KX133

The VIA Apollo KX133 chipset brings AGP 4x, PC133, a 200MHz FSB, and ATA-66 technologies to the
AMD Athlon processor platform, exceeding the performance of AMD’s own 750 chipset. It was the
first chipset to support AGP 4x.

Key features include the following:

B 200MHz processor bus

AGP 4x graphics bus

2GB maximum RAM

|
B PC133 SDRAM memory
|
|

ATA-66 support

B Four USB ports
B AC97 link for audio and modem
B Hardware monitoring

B Power management

The VIA Apollo KX133 is a two-chip set consisting of the VT8371 North Bridge controller and the
VT82C686A South Bridge controller.
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VIA

Technologies Apollo KT133 and KT133A

The VIA Apollo KT133/A chipsets are designed to support the AMD Athlon and Duron processors in
Socket-A (462) form. Based on the prior KX133 chipset, the KT133/A differ mainly in their support for
Socket-A (462) over the previous Slot-A processor interface.

The VIA Apollo KT133 and KT133A are both two-chip sets consisting of the VI8363 North Bridge and
the VT82C686A South Bridge (KT133) or the VI8363A North Bridge and the VT82C686B South Bridge
(KT133A).

Both the KT133 and KT133A support the following standard features:

B Athlon/Duron Socket-A (462) processors B ATA-66

B 200MHz CPU (front-side) bus B USB support

B AGP 4x B AC-97 audio

B 2GB RAM maximum B Integrated Super I/O

H PC100/PC133MHz SDRAM B Integrated hardware monitoring
H PCI2.2 B ACPI power management

The KT133A (VT8363A North Bridge with VT82C686B South Bridge) adds the following features:

B 266MHz CPU (front-side) bus
B ATA-100

ProSavage PM133

The VIA ProSavage PM133 integrates S3 Graphics’ S3 Savage 4 and S3 Savage 2000 3D and 2D graph-
ics engines with the Apollo Pro KT133 chipset. The major features of the chipset are the same as for
the Apollo Pro KT133, with the following additions:

B 2MB-32MB shared memory architecture integrated with Savage 4 3D and Savage 2000 2D video

B Z-buffering, 32-bit true-color rendering, massive 2K-by-2K textures, single-pass multiple textures,
sprite antialiasing, and other 3D features

B Support for DVD playback, DVI LCD displays, and TV-out
B PCI 2.2 compliance

An optional AGP 4x interface enables the integrated AGP 4x video to be upgraded with an add-on
card if desired. This two-chip chipset consists of the VT8365 North Bridge and VT8231 South Bridge.

The VT8231 South Bridge integrates the Super I/O and supports the LPC interface.

Apollo KT266 and KT266A

The Apollo KT266 is the first VIA chipset for Athlon-based systems to support VIA’s high-speed V-Link
system architecture. V-Link connects the 552-pin VT8366 North Bridge to the 376-pin VT8233 series
South Bridge with a 266MBps data pathway, which is twice as fast as traditional PCI-based connections.

Major features of the KT266 include system bus speeds of 200/266MHz, AGP 2x/4x interface, and up
to 4GB of DDR200/266 DDR SDRAM or PC100/133 SDRAM. Other features vary with the South Bridge
(VT8233, VT8233A, or VIT8233C) chip used with the VT8366.

The KT266A is a pin-compatible upgrade to the original KT266’s North Bridge. The KT266A’s VT8366A
includes VIA’s Performance Driven Design, which is not a technical term but a marketing term for the
A-series’ chips improved memory timing and deeper command queues to improve chipset perfor-
mance. Basic features of the KT266A are otherwise similar to the KT266.
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ProSavage KM266

The ProSavage KM266 combines the features of the KT266 with the graphics core of the S3 Graphics
ProSavage 8 2D/3D accelerator. Unlike some other chipsets with integrated graphics, the P4M266
retains an AGP 4x slot, so users can upgrade to faster AGP 4x graphics in the future.

The ProSavage8 core uses 32MB of system RAM for its frame buffer, supports AGP 8x bandwidth inter-
nally with 128-bit data paths, and features DVD DXVA Motion Compensation to improve the quality
of DVD playback. It supports all members of the VT8233 family of South Bridge chips and has a
266MBps 4x V-Link connection between North and South Bridge chips.

Apollo KT333

The Apollo KT333 is a pin-compatible development of the KT2664, adding support for a 333MHz sys-
tem bus, 333MHz memory bus, and DDR333 memory. Unlike the KT266A, the KT333 no longer sup-
ports PC100/133 memory, but it uses the same KT8233 family of South Bridge chips.

Apollo KT400

The Apollo KT400 is the first VIA chipset for the Athlon XP processor to offer AGP 8x and a second-
generation 533MB/s V-Link connection to the South Bridge. It uses the new VT8235 South Bridge,
which is VIA's first South Bridge chip to support USB 2.0 as well as ATA-133.

The combination of faster video, fast memory and system bus speeds, and faster V-Link connections
make the KT400 among the fastest Athlon XP chipsets.

Apollo KT400A

In previous A-series chipsets from VIA, the North Bridge component was replaced with an improved
chip and the South Bridge component was retained. However, the KT400A features new designs for
both its North Bridge (VT8377A) and South Bridge (VT8237) chips. Its major features include

B System bus support up to 333MHz
B DDR memory support up to DDR400
B Up to 4GB of memory

B An expanded array of prefetch buffers to reduce memory latency and improve throughput
(FastStream64)

AGP 8x interface

Integrated six-channel Surround Sound AC’97 audio
Eight USB 2.0 ports

Integrated MC’97 modem

Integrated 10/100 Ethernet

Serial ATA

ATA 33/66/100/133

B ACPI/OnNow power management

KT400A’s FastStream64 enables the system to reach 3.2GBps memory transfer speeds without the need
for more expensive dual-channel memory support.

Figure 4.44 shows the architecture of the KT400A chipset.
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Figure 4.44 VIA VT400A block diagram.

Silicon Integrated Systems Chipsets for AMD Athlon/Duron

Processors

SiS has a variety of chipsets for the Athlon, Duron, and Athlon XP processors. Tables 4.37 and 4.38
provide an overview of these chipsets, some of which use SiS’s unique single-chip design and others of
which use a high-speed two-chip design similar to other vendors’ chipsets. These chipsets are discussed
in the following sections.

Table 4.37 SiS Chipsets for Athlon/Duron/Athlon XP Processors
Chipset SiS730S SiS740 SiS733 SiS735 SiS745 SiS746 SiS746FX SiS748

Bus speed 200/ 266MHz 200/ 200/ 266MHz 266MHz 266MHz Up to
266MHz 266MHz 266MHz 400MHz

SMP (dual No No No No No No No No

CPUs)

Memory PC133/ DDR266/ PC133 PC133/ DDR266/ DDR266/  DDR266/ DDR266/

type SDRAM PC133 DDDR266 333 333 333/400 333/400
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Table 4.37 Continued

Chipset SiS730S SiS740 SiS733 SiS735 SiS745 SiS746 SiS746FX SiS748

Parity/ECC Neither Neither Neither Neither Neither Neither Neither Neither

Maximum 1.5GB 1.5GB 1.5GB 1.5GB 3GB 3GB 3GB 3GB

memory

PCl support 2.2 2.2 2.2 2.2 2.2 2.2 2.2 2.2

PCl speed/ 33MHz/ 33MHz/ 33MHz/ 33MHz/ 33MHz/ 33MHz/ 33MHz/ 33MHz/

width 32-bit 32-bit 32-bit 32-bit 32-bit 32-bit 32-bit 32-bit

AGP slot 4x None 4x 4x 4x 8x 8x 8x

Integrated Yes' Yes? No No No No No No

video

South N/A3 SiS96x N/A3 N/A3 N/A3 SiS963 SiS963 SiS963

Bridge series series series series

MuTIOL N/A 533MBps N/A N/A N/A 1GBps® 1GBps® 1GBps®

speed

ATA ATA-100 Varies* ATA-100 ATA-100 ATA-100 Varies* Varies* Varies*

support

USB 1.1/4 Varies* 1.1/6 1.1/6 1.1/6 Varies* Varies* Varies*

support ports ports ports ports

Audio Wavetable Varies* AC'97, AC'97, AC'97 Varies* Varies* Varies*

support audio SPDIF out  SPDIF out

10/100 Yes Varies* No Yes No Varies* Varies* Varies*

Ethernet

IEEE-1394a  No Varies* No No Yes Varies* Varies* Varies*

1. 2D/3D accelerator with hardware DVD playback and optional SiS301 Video Bridge to TV and secondary monitor.
2. DirectX7-compliant 3D features, including two pixel rendering pipelines and four texture units.
3. Single-chip (combined N/S Bridge) design.

4. Varies with MuTIOL South Bridge chip used.
5. Chipset uses HyperStreaming technology, an improved version of MuTIOL.

Table 4.38 SiS MuTIOL South Bridge Chips for Athlon XP

South Number MuTIOL

Bridge UsB of USB 10/100 HomePNA IEEE- Clock

Chip Support  Ports ATA Support Audio Ethernet 1.0/2.0 1394  Speed

SiS961 1.1 6 33/66/100 AC'97, 5.1 Yes Yes No 266MHz
channel

SiS961B 1.1 6 33/66/100/133 AC'97, 5.1 Yes Yes No 266MHz
channel

SiS962 1.1,20 6 33/66/100/133 AC'97, 5.1 Yes Yes Yes 266MHz
channel

SiS962L 1.1,20 6 33/66/100/133 AC'97, 5.1 Yes Yes No 266MHz
channel

SiS963 1.1,20 6 33/66/100/133 AC'97, 5.1 Yes Yes Yes 533MHz
channel

SiS963L 1.1,20 6 33/66/100/133  AC'97, 5.1 Yes Yes No 533MHz

channel
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SiS

MuTIOL High-Speed North/South Bridge Connection

The SiS96x-series South Bridge chips use a high-speed bus called MuTIOL to connect with compatible

North Bridge chips. The original version of MuTIOL (supported by the SiS961- and 962-series chips) is
a 16-bit wide 266MHz connection that provides 533MBps bandwidth, twice the speed of the Intel hub
architecture used by Intel’s 800-series chipsets.

The SiS963-series and matching North Bridge chips use a second generation of MuTIOL called MuTIOL 1G,
which supports a 16-bit-wide 533MHz connection to achieve bandwidths exceeding 1GBps.

When connected to the SiS748 North Bridge, the SiS963-series chips use a further development of
MuTIOL called HyperStreaming, which integrates the following four technologies to further improve
the speed of data transfer:

W Single Stream with Low Latency Technology. Improves performance by 5%-43% depending on the
activity.

B Multiple Stream with Pipelining and Concurrent Execution Technology. Uses concurrent parallel data
pipelines and simultaneous processing of nonsequential data. In file-copy operations, for exam-
ple, performance increases as data file size increases.

W Specific Stream with Prioritized Channel Technology. Improves playback of Internet music, video,
and applications such as IP telephony and videoconferencing.

B Smart Stream Flow Control Technology. Analyzes characteristics of different interfaces and improves
performance.

SiS730S

The SiS730S is a high-performance, low-cost, single-chip chipset with integrated 2D/3D graphics and
support for Socket A versions of the AMD Athlon and Duron.

The integrated video is based on a 128-bit graphic display interface with AGP 4x performance. In addi-
tion to providing a standard analog interface for CRT monitors, the SiS730S also provides the DFP for
a digital flat panel monitor. An optional SiS301 video bridge supports NTSC/PAL TV output. The
SiS730S also supports an AGP 4x slot, enabling users to upgrade to a separate AGP card in the future.

The SiS7308S also includes integrated 10/100Mb Fast Ethernet as well as an AC-97-compliant interface
that comprises a digital audio engine with 3D-hardware accelerator, on-chip sample rate converter,
and professional wavetable along with separate modem DMA controller. SiS730S also incorporates the
LPC interface for attaching newer Super I/O chips and a dual USB host controller with six USB ports.
The SiS730S can also be used with ISA slots if an optional LPC/ISA bridge chip is used.

Features of the SiS730S include

Support for AMD Athlon/Duron processors with 200MHz system bus
Support for PC133 SDRAM

Meets PC99 requirements

PCI 2.2 compliant

Four PCI masters

Support for Ultra DMA100

Integrated AGP 2x 2D/3D video/graphics accelerator

Support for digital flat panel

Hardware DVD decoding

Built-in secondary CRT controller for independent secondary CRT, LCD, or TV digital output
LPC interface
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Advanced PCI H/W audio (Sound Blaster 16 and DirectSound 3D compliant) and modem
Meets ACPI 1.0, APM 1.2 requirements

PCI Bus Power Management Interface Spec. 1.0

Integrated keyboard/mouse controller

Dual USB controller with six USB ports

B Integrated 10/100Mbps Ethernet controller

SiS733 and SiS735
The SiS733 and SiS735 are high-performance single-chip sets that support the AMD Athlon and Duron
Socket A processors. Similar to other SiS single-chip sets, the SiS733 and SiS735 incorporate the fea-
tures of a traditional North Bridge, South Bridge, and Super I/O chip into a single chip.

The SiS733 supports PC133 SDRAM and uses a 682-pin BGA package. The SiS735 supports either
PC133 or DDR266 SDRAM and integrates 10/100 Fast Ethernet and HomePNA 1Mbps/10Mbps Home
Network interfaces. The SiS735 also uses a 682-pin BGA package.

The SiS733 and SiS735 share the following features:

B Support for 4x AGP

Up to six PCI masters

Dual UDMA/100 IDE host adapters

1.5GB RAM maximum

Six USB ports

AC’97 audio and AMR support

Integrated RTC

LPC interface for support of MIDI, joystick, and legacy BIOS devices
B PC2001 compliant

Figure 4.45 illustrates the SiS733’s block diagram.

AMD Athlon/Duron CPUs
FSB200/266MHz

AGP2.0 - -y
4x mode
fast write = 3 DIMMs SDR
TRRNRRAN ] v 500
ATA33/66/100

AC ’97
Codec

V.90 modem

KB/mouse 6 PCl slots

LPC
[ woi | Legacy

Figure 4.45 The SiS733 provides a single control interface for all major motherboard functions.
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SiS740

The SiS740 is a dual-chip design that provides a high-speed integrated video solution for Athlon-class
processors. Its North Bridge and South Bridge chips use the high-speed MuTIOL connection to trans-
fer data. Its major features include

B Integrated Real256 2D/3D graphics core with full DirectX 7 compatibility

B Up to 128MB of shared memory

B Hardware DVD playback

B DDR266 memory support

It is designed to use the SiS961- or 962-series South Bridge chips.

SiS745

The SiS745 is the first single-chip solution to integrate IEEE-1394a (FireWire 400) as part of its I/O. It

is designed to provide a high-performance legacy-free solution. Its key features include the following:
B DDR266/333 memory support up to 3GB

Support for Athlon XP processor as well as earlier models

Six USB 1.1 ports

Three IEEE-1394a ports

Legacy keyboard, mouse, floppy, MIDI, and joystick interfaces

ATA-100

AC’97 audio and AMR (audio modem riser) support for a V.90 soft modem

SiS746 and SiS746FX

The SiS746 is the first Athlon/Duron/Athlon XP-compatible chipset on the market to feature an AGP
8x interface. It is a two-piece chipset designed to connect with the SiS963-series South Bridge chipsets.

Key features include 266MHz system bus, support for DD266/333 memory, and a second-generation
MuTIOL connection between the North and South Bridge chips that provides a 1BGps bandwidth.

The companion SiS963L South Bridge chip adds the following features: ATA-133 support, six USB 2.0
ports, six-channel AC’97 audio, and MII interface for HomePNA or 10/100 Ethernet networking.

The SiS963 South Bridge chip adds IEEE-1394a (FireWire 400) support.

The SiS746FX North Bridge is an enhanced version of the SiS746, adding support for the 333MHz sys-
tem bus and approved DDR400 memory. It also uses the SiS963 series of South Bridge chips.

SiS748

Like the SiS746 series, the SiS748 also uses the SiS963 series of South Bridge chips, but it uses the lat-
est HyperStreaming technology for a faster and more intelligent connection between the chips. Its
other major features include

B Up to 400MHz system bus

B DDR266/333/400 memory support

B AGP 8x interface

Figure 4.46 shows the system architecture of the SiS748 chipset when using the SiS963L South Bridge
chip. If the SiS963 South Bridge chip is used in place of the SiS963L pictured, three IEEE-1394a ports
are also available.
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AGP 8x Mode AMD DDR400/333/266
Fast Write 3 DIMMs unbuffered
DDR max. 1GB per DIMM

AMD Athlon™XP/Duron CPUs

FSB 400MHz
MuTIOL®1GBps, Bidirectional bus, I
16-bit@533MHz
748
Multiple codec

—{ ACS3 digital output
Dual IDE analog 6 channels
ATA 133/ MuTIO" 1G»

100/66
=i /.90 Modem
4 AC link

6 USB 2.0/1.1 [
— } 10Mb HPNA
v | PHY |

l : RJ 45
Mouse and Keyboard }—/ (Optional) I— ___________ H 10/100Mb LAN

Floppy | '
MID! Jortick | LPC5/10 f=—]BIOS/Legacy| PC2001 compliant

Figure 4.46 Block diagram for SiS748 chipset with SiS963L South Bridge.

ALiMagik1 for AMD Athlon/Duron Systems

ALi Corporation makes only one chipset for AMD Athlon/Duron processors: the ALiMagik1.

ALiMagik1 is a two-chip chipset that uses the M1647 Super North Bridge and the M1535D+ South
Bridge (which is also used by its Pentium III/Celeron chipsets). The M1647 Super North Bridge is a
528-pin BGA chip.

The M1647 Super North Bridge supports SDRAM as well as DDR SDRAM at speeds of 200MHz or
266MHz. It supports up to 3GB of RAM but does not support ECC. Memory timing is x-1-1-1-1-1-1-1
in back-to-back SDRAM reads. Because the M1647 supports both conventional and DDR SDRAM, sys-
tem manufacturers can use the same chipset for both memory types.

The M1647 supports AGP 4x video, PCI 2.2, up to six PCI masters beyond the North Bridge and PCI
bridge, ACPI and Legacy green power management, PCI Mobile CLKRUN#, and AGP Mobile
BUSY#/STOP#.

When combined with an M1535+ South Bridge chip, the chipset is called the MobileMagikl and can
be used on Athlon- or Duron-based portable systems.

Because this chipset, unlike others that use DDR memory, still uses the traditional 133MBps PCI bus
connection between North and South Bridge chips, its performance is among the lowest of any
Athlon chipset.
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NVIDIA nForce Chipsets for Athlon/Duron/Athlon XP

NVIDIA, although best known for its popular GeForce line of graphics chipsets, is also becoming a
popular vendor of chipsets for the AMD Athlon/Duron/Athlon XP processor family with its nForce
and nForce2 product families.

nForce’s advanced features include
H 400MBps HyperTransport link between chipset components. nForce is the first PC chipset to use
HyperTransport.

B Dual-channel crossbar memory controller to provide high-speed memory access when identical
pairs of memory are used. It uses independent 64-bit memory controllers.

B nView multidisplay hardware (420 chipset with integrated video) supports dual displays with
integrated video.

B AGP 4x interface.

B Dynamic adaptive speculative preprocessor (DASP) to reduce latency and improve prefetching of
data.

B StreamThru architecture to improve isochronous (time-dependent) data transfers for network
and broadband through the chipset’s integrated 10/100 Ethernet port.

B Integrated GeForce2 MX video (420 chipset with integrated video) with support for DVI LCD
flat panels.

B True hardware-based audio processing with support for Dolby Digital (AC-3) 5.1 channel audio
(SoundStorm chipsets).

nForce2 improvements over nForce include the following:

B DualDDR improved dual-channel memory controller that supports up to DDR400 memory and
allows dual-channel operation with two or three DIMMs

B Optional IEEE-1394a support
B Optional GeForce4 MX integrated video
B AGP 8x interface

Table 4.39 provides an overview of the North Bridge chips in the nForce and nForce2 families, and
Table 4.40 provides an overview of the nForce/nForce2 South Bridge chips. Unlike most other chip
makers, NVIDIA does not make Pentium 4-compatible chipsets; the nForce is a descendant of the cus-
tom chipset NVIDIA created for the Microsoft Xbox console game system.

nForce North Bridge chips with integrated graphics are known as integrated graphics processors (IGPs),
whereas those that require separate AGP video are known as system platform processors (SPPs). All South
Bridge chips are known as media and communications processors (MCP). IGP/SPP and MCP chips
communicate over an 800MBps HyperTransport connection.

Table 4.39 nForce/nForce2 IGP/SPP (North Bridge) Chips

North Bridge Chip nForce 420 nForce 415 nForce2 IGP nForce2 SPP
Bus speed 200/ 200/ 200/266/ 200/
266MHz 266MHz 333MHz 266MHz
SMP (dual CPUs) No No No No
Memory type DDR200/ DDR200/ DDR200/ DDR200/
266MHz 266MHz 266/333/ 266/333/

PC100/133 PC100/133 400 400"
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North Bridge Chip nForce 420 nForce 415 nForce2 IGP nForce2 SPP
Parity/ECC Neither Neither Neither Neither
Maximum memory 4GB 4GB 3GB 3GB
Dual-channel mode Yes? Yes? Yes Yes
PCI support 2.2 2.2 2.2 2.2
PCl speed/widfh 33MHz/ 33MHz/ 33MHz/ 33MHz/
32-bit 32-bit 32-bit 32-bit
AGP slot 4x 4x 8x 8x
Integrated video GeForce2 MX No GeForce4 MX No
HyperTransport speed 400MBps 400MBps 400MBps 400MBps
South Bridge chip nForce nForce nForce2 nForce2
MCP, MCP-D MCP, MCP-D MCP, MCP-T MCP, MCP-T
1. Requires external AGP card to support DDR400 memory.
2. Use only two identical memory modules to enable this mode.
Table 4.40 nForce/nForce2 MCP (South Bridge) Chips
South Number
Bridge UsB of USB ATA 10/100 IEEE- Used
Chip Support Ports Support Audio Ethernet 1394 with
nForce 1.1 6 33/66/100 AC'97, 5.1-channel Yes No nForce
MCP IGP, SPP
nForce 1.1 6 33/66/100 NVIDIA Audio Yes No nForce
MCP-D! Processing Unit, IGP, SPP
Dolby Digital 5.1
channel, DirectX 8
3D audio, SPDIF
nForce2 1.1,20 6 33/66/ AC'97, 2-channel, Yes No nForce2
MCP 100/133 3D audio IGP, SPP
nForce2 1.1,2.0 6 33/66/ NVIDIA Audio Yes (dual Yes nForce2
MCP-T' 100/133 Processing Unit, NVIDIA? IGP, SPP
Dolby Digital 5.1 and 3Com)

channel, DirectX 8 3D

audio, SPDIF

1. Also known as NVIDIA SoundStorm
2. Also supports HomePNA networking

The combination of advanced memory controllers, prefetch design, HyperTransport high-speed con-
nection, and hardware audio processing in MCP-D and MCP-T chips makes the second-generation
nForce2 chipsets among the fastest chipsets available for Athlon XP processors.

Figure 4.47 shows the architecture of the nForce2 IGP and MCP-T combination, which provides the

greatest versatility. If the SPP North Bridge is used instead of the IGP, integrated video is not present.
If the MCP South Bridge is used instead of the MCP-T, IEEE-1394a, hardware 5.1 Dolby Digital audio,
and dual network ports are not available.
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Figure 4.47 NVIDIA nForce2 IGP/MCP2 chipset architecture.

ATl Radeon IGP Chipsets for Athlon/Duron/Athlon XP

ATI’s line of chipsets for the Athlon series of processors integrates Radeon VE-level 3D graphics, DVD
playback, and dual-display features with high-performance North Bridge and South Bridge designs.
ATT uses its high-speed A-Link bus to connect its North and South Bridge chips, but it also supports
connections to third-party South Bridge chips via the PCI bus. This enables system designers to create
an all-ATI or a mix-and-match solution. Many of the first Radeon IGP-based systems on the market
used ALi or VIA South Bridge chips.

The Radeon IGP North Bridge chips for Athlon-series processors include the Radeon IGP 320. To cre-
ate an all-ATI solution, the IGP 320 can be matched with either of ATI’s South Bridge chips: the IXP
200 or IXP 250. Both of these chips support six USB 2.0 ports and ATA33/66/100.

Table 4.41 summarizes the major features of the IGP 320, and Table 4.42 summarizes the major fea-
tures of the IXP 200 and 250.
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Table 4.41

Radeon IGP (North Bridge) Chip for Athlon

North Bridge Chip

Radeon IGP 320

North Bridge Chip

Radeon IGP 320

Bus speed

SMP (dual CPUs)
Memory type
Parity/ECC

Maximum memory

200/266MHz
No
DDR200/266
Neither

1GB

PCl support

PCl speed/width
AGP slot
Integrated video
A-Link speed

2.2
33MHz/32-bit
4x

Radeon VE*
266MBps

*Same core as ATI Radeon 7000, with support for dual displays

Table 4.42 ATI South Bridge Chips for Athlon

South Bridge Chip

IXP 200/250*

South Bridge Chip

IXP 200/250*

USB Support
ATA Support
Audio Support

6 USB 2.0 ports
ATA100
AC'97, S/PDIF

Ethernet LAN
Super 1/O
High Speed Interconnect

3Com 10/100
Yes
A-Link

*The IXP250 has identical features to IXP200; plus it supports Wake On LAN (WOL), Desktop Management Interface
(DMI), manage boot agent (MBA), and the Alert Standards Forum (ASF) mechanism.

Intel Workstation Chipsets for Pentium 4 and Xeon

Intel has developed several chipsets for workstations based on the Pentium 4 and Xeon processors. The fol-
lowing sections describe these chipsets in detail; Table 4.43 provides a quick reference to their features.

Table 4.43 Workstation Chipsets

Chipset 860 E7205 E7505

Code name Colusa Granite Bay Placer

Date introduced May 2001 Dec. 2002 Dec. 2002

Part number 82860 E7205 E7505

Bus speeds 400MHz 533/400MHz 533/400MHz

Supported Xeon Pentium 4° Xeon 533MHz FSB and

processors 512KB L2 cache’

SMP (dual CPUs) Yes (2) No Yes (2)

Memory type 4 RDRAM PC800' DDR200/266 DDR200/266 (in pairs)
SDRAM (unbuffered)

Parity/ECC Both Both Both

Maximum memory 4GB (with two MRHR chips) 4GB 16GB

Memory banks Up to 4° Up to 4 Up to 6 (registered memory)

or 4 (unbuffered memory)

PCI support 2.2 2.2 2.2

PCl speed/width 32-bit/33MHz2 32-bit/33MHz 32-bit/33MHz*

AGP slot AGP 4x/2x AGP8x-1x AGP8x-1x

Integrated video None None None

South Bridge (Hub) ICH2 ICH4 ICH4

1. Up to eight on motherboards with MRHR chips
2. 64-bit 33/66MHz on motherboards with P64H chips
3. Two banks when MRHR chip is not present

4. 64-bit 33/66MHz and PCI-X on motherboards with

P64H2 chips

5. Supports HT Technology
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Intel 860

The Intel 860 is a high-performance chipset designed for the Socket 602 (Pentium 4-based) Xeon
processors for DP workstations. The 860 uses the same ICH2 as the Intel 850 but uses a different
MCH—the 82860, which supports one or two Socket 602 (“Foster”) Xeon processors. The other major
features of the 82860 are similar to those of the 82850, including support for dual 400MHz RDRAM
memory channels with a 3.2GBps bandwidth and a 100MHz system bus. The 82860 MCH also sup-
ports 1.5V AGP 4x video cards at a bandwidth exceeding 1GBps.

The 860 chipset uses a modular design, in which its two core chips can be supplemented by the
82860AA (P64H) 66MHz PCI Controller Hub and the 82803AA MRHR. The 82860AA supports 64-bit
PCI slots at either 33MHz or 66MHz, and the 82803AA converts each RDRAM memory channel into
two, which doubles memory capacity. Thus, whether a particular 860-based motherboard offers 64-bit
or 66MHz PCI slots or dual-channel RDRAM memory depends on whether these supplemental chips
are used in its design.

Intel EZ205

The Intel E7205 chipset, known as Granite Bay during its development, is designed to support both
workstation and high-performance PC applications. It supports DDR200/266 SDRAM modules with a
system bus speed up to 533MHz and uses the ICH4 I/O controller hub, just as some versions of the
845 chipset do. However, the E7205 supports ECC and parity-checked memory for better system relia-
bility and supports all standard-voltage speeds of AGP from 1x to 8x with an AGP Pro slot (nonstan-
dard 3.5V versions of AGP once sold by some vendors such as 3dfx will not work). It supports
hyper-threading for use with the 3.06GHz and faster Pentium 4 processors.

Intel EZ505

The Intel E7505 chipset, known as Placer during its development, is in some ways an updated version
of the 860 chipset, adding support for faster processors and more advanced hardware than the 860
offers.

The E7505 supports a system bus of up to 533MHz, matching the single or dual Xeon 533MHz FSB
and 512KB L2 cache processors it supports; it also supports the HT Technology included in these
processors. The E7505 supports pairs of DDR200/266 memory up to 16GB total, four times as much as
the E7205 and the 860. It can use up to six registered or four unbuffered memory modules and sup-
ports ECC. Its Intel x4 single-device data correction (SDDC) can correct up to four errors per memory
module for better system reliability.

Its AGP Pro slot supports all speeds of AGP from 1x to 8x (except for the nonstandard 3.5V versions
of AGP once sold by some vendors), and it uses the ICH4 I/O controller hub. To achieve 66MHz/
64-bit PCI and 133MHz PCI-X support, the E7505 can be used with up to three optional P64H2
(82870P2) chips, an improved version of the P64H chip that is an optional part of the 860 chipset.

Chipsets for Athlon 64

The Athlon 64 processor requires a new generation of chipsets, both to support its 64-bit processor
architecture and to allow for integration of the memory controller into the processor (the memory
controller has traditionally been located in the North Bridge chip or equivalent). AMD, VIA
Technologies, NVIDIA, ATI, and ALi Corporation have developed chipsets for the Athlon 64.

Table 4.44 lists the major features of the first chipsets developed for the Athlon 64.
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Table 4.44 Chipsets for Athlon 64

Opteron Video ATA/Serial
Vendor Chipset Model  Support Memory Support Support ATA Support
AMD 8151 Yes DDR200/266/333 AGP 8x ATA-133, SATA
Ali M1687/M1563 Yes DDR266/333 AGP 8x ATA-133
ATl IGP 380 No DDR200/266/333 AGP 8x, ATA-133
Radeon 9000
VIA K8T400 Yes DDR200/266/333 AGP 8x ATA-133, SATA
VIA K8M400 Yes DDR200/266/333 SavageXP ATA-133, SATA
integrated
graphics
VIA K8T400M Yes DDR200/266/333 AGP 8x ATA-133
NVIDIA Crush K8 No DDR200/266/333 AGP 8x ATA-133
NVIDIA Crush K8G No DDR200/266/333 AGP 8x, ATA-133
GeForce4 MX

Many of these chipsets introduce enhanced versions of features seen in previous chipsets. For example, the
ALi M1687/M1653 is the first PC chipset to support the 16-bit/800MHz version of the HyperTransport
interconnect. HyperTransport 16x8 has a maximum bandwidth of 3.2GBps to help prevent data-transfer
bottlenecks.

Some chipsets add new features. For example, AMD’s 8151 Graphics Tunnel (North Bridge) also uses
HyperTransport at speeds equal or superior to ALi’s to connect to the AMD 8111 HyperTransport I/O
Hub, and it supports an optional AMD 8131 PCI-X Tunnel chip to permit system and motherboard
designers to add high-speed PCI-X slots to an Athlon 64 system.

Figure 4.48 shows the architecture of the AMD 8151 chipset for Athlon 64.

DDR333
AMD 2.66GBps
Athlon 64

CchPU —

16-bit HyperTransport

2.1GBps AMD-8151

8-bit HyperTransport
800MBps

ATA/133

110
32-bit 33MHz PCI Hub

Flash memory

Super I/O

Figure 4.48 Block diagram of the AMD 8151 chipset for Athlon 64.
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Super 1/0O Chips

The third major chip seen on many PC motherboards is called the Super I/O chip. This is a chip that
integrates devices formerly found on separate expansion cards in older systems.

Most Super I/O chips contain, at a minimum, the following components:

B Floppy controller
B Dual serial port controllers

W Parallel port controller

The floppy controllers on most Super I/O chips handle two drives, but some of them can handle only
one. Older systems often required a separate floppy controller card.

The dual serial port is another item that was formerly on one or more cards. Most of the better Super
I/O chips implement a buffered serial port design known as a universal asynchronous receiver trans-
mitter (UART), one for each port. Most mimic the standalone NS16550A high-speed UART, which was
created by National Semiconductor. By putting the functions of two of these chips into the Super I/O
chip, these ports are essentially built in to the motherboard.

Virtually all Super I/O chips also include a high-speed multimode parallel port. The better ones allow
three modes: standard (bidirectional), Enhanced Parallel Port (EPP), and the Enhanced Capabilities
Port (ECP) modes. The ECP mode is the fastest and most powerful, but selecting it also causes your
port to use an ISA bus 8-bit DMA channel—usually DMA channel 3. As long as you account for this
and don't set anything else to that channel (such as a sound card and so on), the EPC mode parallel
port should work fine. Some of the newer printers and scanners that connect to the system via the
parallel port use ECP mode, which was invented by Hewlett-Packard.

The Super I/O chip can contain other components as well. For example, the Intel VC820 ATX mother-
board uses an SMC (Standard Microsystems Corp.) LPC47M102 Super I/O chip. This chip incorporates
the following functions:

B Floppy drive interface B One ECP/EPP multimode parallel port
B Two high-speed serial ports B 8042-style keyboard and mouse controller

This chip is typical of recent Super I/O chips in that it has an integrated keyboard and mouse con-
troller. Older Super I/O chips lacked this feature.

One thing I've noticed over the years is that the role of the Super I/O chip has decreased more and
more in the newer motherboards. This is primarily due to Intel and other chipset manufacturers mov-
ing Super I/O functions, such as IDE, directly into the chipset South Bridge or ICH component, where
these devices can attach to the PCI bus (North/South Bridge architecture) or to the high-speed hub
interface (hub architecture) rather than the ISA bus. One of the shortcomings of the Super I/O chip is
that originally it was interfaced to the system via the ISA bus and shared all the speed and perfor-
mance limitations of that 8MHz bus. Moving the IDE over to the PCI bus allowed higher-speed IDE
drives to be developed that could transfer at the faster 33MHz PCI bus speed.

Newer Super I/O chips interface to the system via the LPC bus, an interface designed by Intel to offer
a low-speed connection (up to about 6.67MBps) using only 13 signals. Although technically slower
than ISA, it is much more efficient. Because high-speed devices such as IDE/ATA drives are now inter-
faced through the South Bridge chip or PCI bus, nothing interfaced through the current Super I/O
chips needs any greater bandwidth anyway.

As the chipset manufacturers combine more and more functions into the main chipset, and as USB- and
IEEE-1394-based peripherals replace standard serial, parallel, and floppy controller-based devices, we will
probably see the Super I/O chip continue to fade away in motherboard designs. More and more chipsets
are combining the South Bridge and Super I/O chips into a single component (often referred to as a
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Super South Bridge chip) to save space and reduce parts count on the motherboard. Several of the SiS
chipsets even integrate all three chips (North Bridge, South Bridge, and Super I/O) into a single chip.

Motherboard CMOS RAM Addresses

In the original AT system, a Motorola 146818 chip was used as the RTC and Complementary Metal-Oxide
Semiconductor (CMOS) RAM chip. This was a special chip that had a simple digital clock, which used 10
bytes of RAM and an additional 54 more bytes of leftover RAM in which you could store anything you
wanted. The designers of the IBM AT used these extra 54 bytes to store the system configuration.

Modern PC systems don’t use the Motorola chip; instead, they incorporate the functions of this chip
into the motherboard chipset (South Bridge) or Super I/O chip, or they use a special battery and
NVRAM module from companies such as Dallas or Benchmargq.

For more details on the CMOS RAM addresses, see “Motherboard CMOS RAM Addresses,” p. 392.

Motherboard Interface Connectors

There are a variety of connectors on a modern motherboard. Figure 4.49 shows the locations of these
connectors on a typical motherboard (using the Intel D845PEBT2 model as the example). Several of
these connectors, such as power supply connectors, serial and parallel ports, and keyboard/mouse
connectors, are covered in other chapters. Tables 4.45-4.55 contain the pinouts of most of the other
different interface and I/O connectors you will find.

»>>
>>
>>
4 g
»>>

See "AT Power Supply Connectors,” p. 1138.
See “Serial Ports,” p. 96

/

1, and “Parallel Ports,”

0. 971.

See "Keyboard/Mouse Interface Connectors,” p. 995.
See "Universal Serial Bus,” p. 947.
See "ATA /O Connector,” p. 508.

Communications and network
riser (CNR) (optional)

Front panel IEEE- —
1394a sockets (optional)

Front panel USB —

Secondary (bottom)
and primary (top)
SATA/SATA RAID (optional)

IDE RAID (top:
secondary; bottom:
primary)

Front panel audio

ATAPI style
CD-ROM (for audio)

— 32-bit PCI expansion slots ATX 12V power connector

f&— Rear chassis fan

Socket 478 (for
Pentium 4/Celeron
4 processor)

— Processor fan

]_ DDR SDRAM sockets

4

— Main power

Front panel

SCSI LED

2 v
Front chassis fan J

L L Floppy disk drive

IDE (top: secondary;
bottom: primary)

'—Chassis intrusion

Auxiliary front panel
power/sleep/message LED

Figure 4.49 Typical motherboard connectors (Intel D845PEBT2 shown).
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Table 4.45 Infrared Data (IrDA) Pin-Header Connector

Pin Signal Pin Signal

1 +5V 4 Ground

2 Key 5 IrTX

3 IrRX 6 CONIR (Consumer IR)

Table 4.46 Battery Connector

Pin Signal Pin Signal
1 Gnd 3 KEY
2 Unused 4 +6V

Table 4.47 LED and Keylock Connector

Pin Signal Pin Signal

1 LED Power (+5V) 4 Keyboard Inhibit
2 KEY 5 Gnd

3 Gnd

Table 4.48 Speaker Connector

Pin Signal Pin Signal
1 Ground 3 Board-Mounted Speaker
2 KEY 4 Speaker Output

Table 4.49 Microprocessor Fan

Power Connector Table 4.51 Wake on LAN Pin-Header
Pin Signal Name Pin Signal Name
1 Ground 1 +5 VSB
2 +12V 2 Ground
3 Sense tachometer 3 WOL

Table 4.50 Chassis Intrusion (Security)

Pin-Header Table 4.52 Wake on Ring Pin-Header
Pin Signal Name Pin Signal Name
1 Ground 1 Ground

2 CHS_SEC 2 RINGA
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Motherboard Interface Connectors

Note

Some boards have a board-mounted piezo specaker. It is enabled by placing a jumper over pins 3 and 4, which routes

the speaker output fo the board-mounted speaker. Removing the jumper enables a conventional speaker to be plugged in.

Caution

Do not place a jumper on this connector; serious board damage will result if the 12V is shorted to ground.

Table 4.53 CD Audio Connector

Pin Signal Name Pin Signal Name

1 CD_IN-Left 3 Ground

2 Ground 4 CD_IN-Right
Table 4.54 Telephony Connector

Pin Signal Name Pin Signal Name

1 Audio Out (monaural) 3 Ground

2 Ground 4 Audio In (monaural)

Table 4.55 ATAPI-Style Line In Connector

Pin Signal Name Pin Signal Name
1 Left Line In 3 Ground
2 Ground 4 Right Line In (monaural)

Some of Intel’s motherboards, as well as those made by other motherboard manufacturers, use a sin-
gle row of connectors for the front panel, as shown in Figure 4.50.

* Kk @ * K* *

Speaker Reset

272625242322212019181716151413121110987654321

* ok

Power LED HDLED Infrared Data

@ * k kk gkg Kk kK

Sleep Power

Figure 4.50 Typical ATX motherboard front panel connectors (Intel motherboard shown).

Table 4.56 shows the designations for the front-panel motherboard connectors used on some Intel
ATX motherboards.
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Table 4.56 ATX Motherboard Front Panel Connectors
Connector Pin Signal Name Connector Pin Signal Name
Speaker 27 SPKR_HDR 13 HD_PWR +5V
26 PIEZO_IN none 12 No connect
25 Key IrDA 11 CONIR (Consumer IR)
24 Ground 10 IrTX
Reset 23 SW_RST 9 Ground
22 Ground 8 IrRX
none 21 No connect/Key 7 Key
S|eep/ Power LED 20 PWR_LED 6 +5V
19 Key none 5 No connect
18 Ground Sleep/Resume 4 SLEEP_PU (pullup)
none 17 No connect/Key 3 SLEEP
Hard Drive LED 16 HD_PWR Power On 2 Ground
15 HD Active# 1 SW_ON#
14 Key

System Bus Types, Functions, and Features

The heart of any motherboard is the various buses that carry signals between the components. A
bus is a common pathway across which data can travel within a computer. This pathway is used
for communication and can be established between two or more computer elements.

The PC has a hierarchy of different buses. Most modern PCs have at least three buses; some have
four or more. They are hierarchical because each slower bus is connected to the faster one above it.
Each device in the system is connected to one of the buses, and some devices (primarily the chipset)

act as bridges between the various buses.

The main buses in a modern system are as follows:

B Processor bus. Also called the front-side bus (FSB), this is the highest-speed bus in the sys-
tem and is at the core of the chipset and motherboard. This bus is used primarily by the
processor to pass information to and from cache or main memory and the North Bridge of
the chipset. The processor bus in a modern system runs at 66MHz, 100MHz, 133MHz,
200MHz, 266MHz, 400MHz, 533MHz, or 800MHz and is normally 64 bits (8 bytes) wide.

B AGP bus. This is a high-speed 32-bit bus specifically for a video card. It runs at 66 MHz (AGP
1x), 133MHz (AGP 2x), 266MHz (AGP 4x), or 533MHz (AGP 8x), which allows for a band-
width of up to 2,133MBps. It is connected to the North Bridge or Memory Controller Hub of
the chipset and is manifested as a single AGP slot in systems that support it.

B PCI bus. This is usually a 33MHz 32-bit bus found in virtually all newer 486 systems and
Pentium and higher processor systems. Some newer systems include an optional 66MHz
64-bit version—mostly workstations or server-class systems. This bus is generated by either
the chipset North Bridge in North/South Bridge chipsets or the I/O Controller Hub in
chipsets using hub architecture. This bus is manifested in the system as a collection of
32-bit slots, normally white in color and numbering from four to six on most mother-
boards. High-speed peripherals, such as SCSI adapters, network cards, video cards, and

more, can be plugged into PCI bus slots.
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B ISA bus. This is an 8MHz 16-bit bus that has disappeared from recent systems after first
appearing in the original PC in 8-bit, SMHz form and in the 1984 IBM AT in full 16-bit
8MHz form. It is a very slow-speed bus, but it was ideal for certain slow-speed or older
peripherals. It has been used in the past for plug-in modems, sound cards, and various other
low-speed peripherals. The ISA bus is generated by the South Bridge part of the motherboard
chipset, which acts as the ISA bus controller and the interface between the ISA bus and the
faster PCI bus above it. The Super I/O chip usually was connected to the ISA bus on systems
that included ISA slots.

Some newer motherboards feature a special connector called an Audio Modem Riser (AMR) or a
Communications and Networking Riser (CNR). These are dedicated connectors for cards that are
specific to the motherboard design to offer communications and networking options. They are not
designed to be general-purpose bus interfaces, and few cards for these connectors are offered on
the open market. Usually, they’re offered only as an option with a given motherboard. They are
designed such that a motherboard manufacturer can easily offer its boards in versions with and
without communications options, without having to reserve space on the board for optional
chips. Normal network and modem options offered publicly, for the most part, will still be PCI
based because the AMR/CNR connection is somewhat motherboard specific.

Several hidden buses exist on modern motherboards—buses that don’t manifest themselves in
visible slots or connectors. I'm talking about buses designed to interface chipset components,
such as the Hub Interface and the LPC bus. The Hub Interface is a quad-clocked (4x) 66MHz 8-bit
bus that carries data between the MCH and ICH in hub architecture chipsets made by Intel. It
operates at a bandwidth of 266MBps and was designed as a chipset component connection that is
faster than PCI and yet uses fewer signals for a lower-cost design. Some recent workstation/server
chipsets from Intel use faster versions of the hub interface. The most recent chipsets from major
third-party vendors also bypass the PCI bus with direct high-speed connections between chipset
components.

See "High-Speed North-South Bridge Connections,” p. 277.

In a similar fashion, the LPC bus is a 4-bit bus that has a maximum bandwidth of 6.67MBps; it was
designed as an economical onboard replacement for the ISA bus. In systems that use LPC, it typically
is used to connect Super I/O chip or motherboard ROM BIOS components to the main chipset. LPC is
nearly as fast as ISA and yet uses far fewer pins and enables ISA to be eliminated from the board
entirely.

The system chipset is the conductor that controls the orchestra of system components, enabling each
to have its turn on its respective buses. Table 4.57 shows the widths, speeds, data cycles, and overall
bandwidth of virtually all PC buses.

Table 4.57 Bandwidth (in MBps) and Detailed Comparison of Most PC Buses and
Interfaces

Bus Bus Data

Width Speed Cycles Bandwidth
Bus Type (Bits) (MHz) per Clock (MBps)
8-bit ISA (PC/XT) 8 4.77 1/2 2.39
8-bit ISA (AT) 8 8.33 1/2 4.17
LPC bus 4 33 1 16.67

16-bit ISA (AT-Bus) 16 8.33 1/2 8.33
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Table 4.57 Continued

Bus Bus Data

Width Speed Cycles Bandwidth
Bus Type (Bits) (MHz) per Clock (MBps)
DD Floppy Interface 1 0.25 1 0.03125
HD Floppy Interface 1 0.5 1 0.0625
ED Floppy Interface 1 1 1 0.125
EISA Bus 32 8.33 1 33
VL-Bus 32 33 1 133
MCA-16 16 5 1 10
MCA-32 32 5 1 20
MCA-16 Streaming 16 10 1 20
MCA-32 Streaming 32 10 1 40
MCA-64 Streaming 64 10 1 80
MCA-64 Streaming 64 20 1 160
PC-Card (PCMCIA) 16 10 1 20
CardBus 32 33 1 133
PCI 32 33 1 133
PCl 66MHz 32 66 1 266
PCl 64-bit 64 88 1 266
PCl 66MHz/64-bit 64 66 1 533
PCI-X 66 64 66 1 533
PCI-X 133 64 133 1 1,066
PCI-X 266 64 266 1 2,133
PCI-X 533 64 533 1 4,266
PCl Express 1.0 1-lane 1 2,500 0. 250
PCI Express 1.0 32-lanes 32 2,500 0. 8,000
Intel Hub Interface 8-bit 8 66 4 266
Intel Hub Interface 16-bit 16 66 4 533
AMD HyperTransport 2x2 2 200 2 100
AMD HyperTransport 4x2 4 200 2 200
AMD HyperTransport 8x2 8 200 2 400
AMD HyperTransport 16x2 16 200 2 800
AMD HyperTransport 32x2 32 200 2 1,600
AMD HyperTransport 2x4 2 400 2 200
AMD HyperTransport 4x4 4 400 2 400
AMD HyperTransport 8x4 8 400 2 800
AMD HyperTransport 16x4 16 400 2 1,600
AMD HyperTransport 32x4 32 400 2 3,200
AMD HyperTransport 2x8 2 800 2 400
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Table 4.57 Continued

Bus Bus Data

Width Speed Cycles Bandwidth
Bus Type (Bits) (MHz) per Clock (MBps)
AMD HyperTransport 4x8 4 800 2 800
AMD HyperTransport 8x8 8 800 2 1,600
AMD HyperTransport 16x8 16 800 2 3,200
AMD HyperTransport 32x8 32 800 2 6,400
VIA V-Link 4x 8 66 4 266
VIA V-Link 8x 8 66 8 533
SiS MuTIOL 16 133 2 533
SiS MUTIOL 1G 16 266 2 1,066
AGP 32 66 1 266
AGP-2X 32 66 2 533
AGP-4X 32 66 4 1,066
AGP-8X 32 66 8 2,133
ATl A-Link 16 66 2 266
RS-232 Serial 1 0.1152 1/10 0.01152
RS-232 Serial HS 1 0.2304 1/10 0.02304
IEEE-1284 Parallel 8 8.33 1/6 1.38
IEEE-1284 EPP/ECP 8 8.33 1/3 277
USB 1.1 1 12 1 1.5
USB 2.0 2 240 1 60
IEEE-1394a S100 1 100 1 12.5
IEEE-1394a S200 1 200 1 25
IEEE-1394a S400 1 400 1 50
IEEE-1394b S800 1 800 1 100
IEEE-1394b S1600 1 1600 1 200
ATA PIO-4 16 8.33 1 16.67
ATA-UDMA/33 16 8.33 2 33
ATA-UDMA/ 66 16 16.67 2 66
ATA-UDMA/100 16 25 2 100
ATA-UDMA/133 16 33 2 133
SATA-150 1 750 2 150
SATA-300 1 1500 2 300
SATA-600 1 3000 2 600
SCSI 8 5 1 5
SCSI Wide 16 5 1 10
SCSI Fast 8 10 1 10
SCSI Fast/Wide 16 10 1 20
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Table 4.57 Continued

Bus Bus Data

Width Speed Cycles Bandwidth
Bus Type (Bits) (MHz) per Clock (MBps)
SCSI Ultra 8 20 1 20
SCSI Ultra/Wide 16 20 1 40
SCSI Ultra2 8 40 1 40
SCSI Ultra2/Wide 16 40 1 80
SCSI Ultra3 (Ultra160) 16 40 2 160
SCSI Ultra4 (Ultra320) 16 80 2 320
FPM DRAM 64 22 1 177
EDO DRAM 64 33 1 266
PC66 SDRAM DIMM 64 66 1 533
PC100 SDRAM DIMM 64 100 1 800
PC133 SDRAM DIMM 64 133 1 1,066
PC1600 DDR DIMM (DDR200) 64 100 2 1,600
PC2100 DDR DIMM (DDR266) 64 133 2 2,133
PC2400 DDR DIMM (DDR300) 64 150 2 2,400
PC2700 DDR DIMM (DDR333) 64 167 2 2,666
PC3000 DDR DIMM (DDR366) 64 183 2 2,933
PC3200 DDR DIMM (DDR400) 64 200 2 3,200
PC3500 DDR (DDR433) 64 216 2 3,466
PC3700 DDR (DDR466) 64 233 2 3,733
PC4000 DDR (DDR500) 64 250 2 4,000
PC4300 DDR (DDR533) 64 267 2 4,266
PC2-3200 DDR2 (DDR2-433) 64 216 2 3,466
PC2-4300 DDR2 (DDR2-466) 64 233 2 3,733
PC2-5400 DDR2 (DDR2-500) 64 250 2 4,000
PC2-6400 DDR2 (DDR2-533) 64 267 2 4,266
RIMM1200 RDRAM (PC600) 16 300 2 1,200
RIMM1400 RDRAM (PC700) 16 350 2 1,400
RIMM1600 RDRAM (PC800) 16 400 2 1,600
RIMM2100 RDRAM (PC1066) 16 533 2 2,133
RIMM2400 RDRAM (PC1200) 16 600 2 2,400
RIMM3200 RDRAM (PC800) 32 400 2 3,200
RIMM4200 RDRAM (PC1066) 32 533 2 4,266
RIMM4800 RDRAM (PC1200) 32 600 2 4,800
RIMM6400 RDRAM (PC800) 64 400 2 6,400
RIMM8500 RDRAM (PC1066) 64 533 2 8,533
RIMM9600 RDRAM (PC1200) 64 600 2 9,600
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Table 4.57 Continued

Bus Bus Data

Width Speed Cycles Bandwidth
Bus Type (Bits) (MHz) per Clock (MBps)
33MHz 486 FSB 32 33 1 133
66MHz Pentium I/11/1ll FSB 64 66 1 533
100MHz Pentium 1/11/1ll FSB 64 100 1 800
133MHz Pentium I/11/1ll FSB 64 133 1 1,066
200MHz Athlon FSB 64 100 2 1,600
266MHz Athlon FSB 64 133 2 2,133
333MHz Athlon FSB 64 167 2 2,666
400MHz Athlon FSB 64 200 2 3,200
533MHz Athlon FSB 64 267 2 4,266
400MHz Pentium 4 FSB 64 100 4 3,200
533MHz Pentium 4 FSB 64 133 4 4,266
800MHz Pentium 4 FSB 64 200 4 6,400
266MHz ltanium FSB 64 133 2 2,133
400MHz ltanium 2 FSB 128 100 4 6,400

Note: ISA, EISA, VL-Bus, and MCA are no longer used
in current motherboard designs.

MBps = Megabytes per second

ISA = Industry Standard Architecture, also known as the
PC/XT (8-bit) or AT-Bus (16-bit)

LPC = Low Pin Count bus

DD Floppy = Double Density (360/720KB) Floppy

HD Floppy = High Density (1.2/1.44MB) Floppy

ED Floppy = Extra-high Density (2.88MB) Floppy

EISA = Extended Industry Standard Architecture
(32-bit ISA)

VL-Bus = VESA (Video Electronics Standards
Association) Local Bus (ISA extension)

MCA = MicroChannel Architecture (IBM PS/2 systems)

PC-Card = 16-bit PCMCIA (Personal Computer
Memory Card International Association) interface

CardBus = 32-bit PC-Card

Hub Interface = Intel 8xx chipset bus
HyperTransport = AMD chipset bus

V-Link = VIA Technologies chipset bus
MuTIOL = Silicon Integrated System chipset bus
PCI = Peripheral Component Interconnect

AGP = Accelerated Graphics Port

RS$-232 = Standard Serial port, 115.2Kbps

RS-232 HS = High Speed Serial port, 230.4Kbps
IEEE-1284 Parallel = Standard Bidirectional Parallel Port

1EEE-1284 EPP/ECP = Enhanced Parallel Port/Extended
Capabilities Port

USB = Universal serial bus
IEEE-1394 = FireWire, also called i.Link

ATA PIO = AT Attachment (also known as IDE)
Programmed 1/O

ATA-UDMA = AT Attachment Ultra DMA
SCSI = Small computer system interface

FPM = Fast Page Mode, based on X-3-3-3 (1/3 max)
burst mode timing on a 66MHz bus

EDO = Extended Data Out, based on X-2-2-2 (1/2 max)
burst mode timing on a 66 MHz bus

SDRAM = Synchronous dynamic RAM
RDRAM = Rambus dynamic RAM
DDR = Double data rate SDRAM
DDR2 = Next-generation DDR

CPU FSB = Processor front-side bus

Note that many of the buses use multiple data cycles (transfers) per clock cycle to achieve greater per-
formance. Therefore, the data transfer rate is higher than it would seem for a given clock rate, which
allows for an easy way to take an existing bus and make it go faster in a backward-compatible way.

The following sections discuss the processor and other subset buses in the system and the main I/O

buses mentioned in the previous table.
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The Processor Bus (Front-Side Bus)

The processor bus (also called the front-side bus or FSB) is the communication pathway between the
CPU and motherboard chipset, more specifically the North Bridge or Memory Controller Hub. This
bus runs at the full motherboard speed—typically between 66MHz and 800MHz in modern systems,
depending on the particular board and chipset design. This same bus also transfers data between the
CPU and an external (L2) memory cache on Socket-7 (Pentium class) systems. Figure 4.51 shows how
this bus fits into a typical Socket 7 PC system.

Figure 4.51 also shows where and how the other main buses, such as the PCI and ISA buses, fit into
the system. As you can see, there is clearly a three-tier architecture with the fastest CPU bus on top,
the PCI bus next, and the ISA bus at the bottom. Various components in the system are connected to
one of these three main buses.

| Socket 7 System |

233MHz Pentium MMX

cPU
23aMHz |
533MB/sec .J-.S""ke‘ 7 66MHz
MB
CPU Bus L CPU Bus 533MB/sec

66MHz
15ns

North EDO
E SIMMS
Bridge 60ns
16MHz
PCI
133MB/sec 33MHz Slots
PCI Bus PCI Bus (White)

Video

South —| |ATA1
} 16MB/sec

Bridge D ATA2
ISA
8MB/sec 8MHz Slots
ISA Bus ISABus _ L—— (Black)
Kbd  Mouse
Flash S:‘}poer {] Fioppy
ROM [ comi
BI
Ly
A —D Com2
CMOS RAM LPT1
& Clock

Figure 4.51 Typical Socket 7 (Pentium class) system architecture.

Socket 7 systems have an external (L2) cache for the CPU; the L2 cache is mounted on the motherboard
and connected to the main processor bus that runs at the motherboard speed (usually between 66MHz
and 100MHz). Thus, as the Socket 7 processors became available in faster and faster versions (through
increasing the clock multiplier in the chip), the L2 cache unfortunately remained stuck on the mother-
board running at the relatively slow (by comparison) motherboard speed. For example, the fastest Intel
Socket 7 systems ran the CPU at 233MHz, which was 3.5x the CPU bus speed of 66MHz. Therefore, the
L2 cache ran at only 66MHz. The fastest Socket 7 systems used the AMD K6-2 550 processor, which ran
at S550MHz—5.5x a CPU bus speed of 100MHz. In those systems, the L2 cache ran at only 100MHz.
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The problem of the slow L2 cache was first solved in the P6 class processors, such as the Pentium Pro,
Pentium II, Celeron, Pentium III, and AMD Athlon and Duron. These processors used either Socket 8,
Slot 1, Slot 2, Slot A, Socket A, or Socket 370. They moved the L2 cache off the motherboard and
directly onto the CPU and connected it to the CPU via an on-chip back-side bus. Because the L2
cache bus was called the back-side bus, some in the industry began calling the main CPU bus the
front-side bus. I still usually refer to it simply as the CPU bus.

By incorporating the L2 cache into the CPU, it can run at speeds up to the same speed as the proces-
sor itself. Most processors now incorporate the L2 cache directly on the CPU die, so the L2 cache runs
at the same speed as the rest of the CPU. Others (mostly older versions) used separate die for the
cache integrated into the CPU package, which ran the L2 cache at some lower multiple (one-half,
two-fifth, or one-third) of the main CPU. Even if the L2 ran at half or one-third of the processor
speed, it still was significantly faster than the motherboard-bound cache on the Socket 7 systems.

Figure 4.52 shows a typical Slot-1 type system, in which the L2 cache is built in to the CPU but running
at only half the processor speed. This would also be the same for systems using Slot A. The CPU bus
speed increased from 66MHz (used primarily in Socket 7 systems) to 100MHz, enabling a bandwidth of
800MBps. Note that most of these systems included AGP support. Basic AGP was 66MHz (twice the speed
of PCI), but most of these systems incorporated AGP 2x, which operated at twice the speed of standard
AGP and enabled a bandwidth of 533 MBps. These systems also typically used PC-100 SDRAM DIMMs,
which have a bandwidth of 800MBps, matching the processor bus bandwidth for the best performance.
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bus CPU
225MHz | L2
450MHz | L1

Frontside Bus

800MB/sec AShot 1 100MHz
CPU Bus — CPU Bus
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Kbd Mouse
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BIOS Vo
——— ] com2
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Figure 4.52 Typical Slot-1 (Pentium II class) system architecture.
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Slot 1 was dropped in favor of Socket 370 for the Pentium III and Celeron systems. This was mainly
because these newer processors incorporated the L2 cache directly into the CPU die (running at the
full-core speed of the processor) and an expensive cartridge with multiple chips was no longer neces-
sary. At the same time, processor bus speeds increased to 133MHz, which enabled a throughput of
1,066MBps. Figure 4.53 shows a typical Socket 370 system design. AGP speed was also increased to
AGP 4x, with a bandwidth of 1,066MBps.
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1.4GHz Pentium III

CPU
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USB1
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(BIOS)
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S —L1 Floppy
uper
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Figure 4.53 Typical Socket 370 (Pentium III/Celeron class) system architecture.

Note the use of what Intel calls “hub architecture” instead of the older North/South Bridge design.
This moves the main connection between the chipset components to a separate 266MBps hub inter-
face (which has twice the throughput of PCI) and enables PCI devices to use the full bandwidth of
PCI without fighting for bandwidth with a South Bridge. Also note that the flash ROM BIOS chip is
now referred to as a Firmware Hub and is connected to the system via the LPC bus instead of via the
Super 1I/O chip as in older North/South Bridge designs. The ISA bus is no longer used in most of these
systems, and the Super I/O is connected via the LPC bus instead of ISA. The Super I/O chip also can
easily be eliminated in these designs. This is commonly referred to as a legacy-free system because the
ports supplied by the Super I/O chip are now known as legacy ports. Devices that would have used
legacy ports must then be connected to the system via USB instead, and such systems would feature
two USB controllers, with up to four total ports (more can be added by attaching USB hubs).

AMD processor systems adopted a Socket A design, which is similar to Socket 370 except it uses faster
processor and memory buses. Although early versions retained the older North/South Bridge design,
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more recent versions use a design similar to Intel’s hub architecture (see Figure 4.54). Note the high-
speed CPU bus running up to 333MHz (2,664MBps throughput) and the use of DDR SDRAM DIMM
modules that support a matching bandwidth of 2,664MBps. It is always best for performance when
the bandwidth of memory matches that of the processor. Finally, note how most of the South Bridge
components include functions otherwise found in Super I/O chips; when these functions are included
the chip is called a Super South Bridge.
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Figure 4.54 Typical Socket A (Athlon/Duron/Athlon XP) system architecture.

The Pentium 4 uses a Socket 423 or Socket 478 design with hub architecture (see Figure 4.55). This
design is most notable for including a 400MHz, 533MHz, or 800MHz CPU bus with a bandwidth of
3,200MBps, 4,266MBps, or 6,400MBps. The 533MHz and 800MHz models are currently faster than
anything else on the market. In this example, note the use of dual-channel PC3200 (DDR400)
SDRAM. A single PC-3200 DIMM has a bandwidth of 3,200MBps, but when running dual-channel
(identical pairs of memory) memory, it has a bandwidth of 6,400MBps—which matches the band-
width of the 800MHz CPU bus models of the Pentium 4 for best performance. Processors with the
533MHz CPU bus can use pairs of PC2100 (DDR266) or PC2700 (DDR333) memory modules in dual
channel mode to match the 4,266MBps throughput of this memory bus. It is always best when the
throughput of the memory bus matches that of the processor bus.

Because the purpose of the processor bus is to get information to and from the CPU at the fastest pos-
sible speed, this bus typically operates at a rate faster than any other bus in the system. The bus con-
sists of electrical circuits for data, addresses (the address bus, which is discussed in the following
section), and control purposes. Most processors since the original Pentium have a 64-bit data bus, so
they transfer 64 bits (8 bytes) at a time over the CPU bus.
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<<

Socket 478 System

3.6GHz | L1 | L2 |3.6GHz

cPU |3.6GHz Pentium 4

6,400MBps |_Socket423  ggqpH;
CPU Bus ' CPU Bus

Il

Hub DDR-DIMMs
PC-3200/DDR400

PCI
Hub 133MBps 33MHz Slots
Interface PCI Bus (White)

AGP 2,133MBps Memon
; y
Video AGP x| Controlier |—8:400MBps Dual-Channel DDR
Memory Bus

266MBps
USB1
110 —E usB2
Controller
Hub  f——] ATA1
100MBps
/;l — ] ATa2 P
CMOS RAM
and Clock

ROM Low Pin Count

X (LPC)
Flrr\’(\glaol'es)HUb Bus Kbd  Mouse
16MBps
s —— "] Floppy
uper
o [——Tdcomt { |egacy
_D Com2 Ports

LPT1

Figure 4.55 Typical Socket 478 (Pentium 4) system architecture.

The processor bus operates at the same base clock rate as the CPU does externally. This can be misleading
because most CPUs these days run at a higher clock rate internally than they do externally. For example,
an AMD Athlon 3200+ system has a processor running at 2.2GHz internally but only 333MHz externally,
whereas a Pentium 4 3.2GHz runs at 3.2GHz internally but only 800MHz externally. In newer systems,
the actual processor speed is some multiple (2x, 2.5x, 3x, and higher) of the processor bus.

See “Processor Speed Ratings,” p. 50.

The processor bus is tied to the external processor pin connections and can transfer 1 bit of data per
data line every cycle. Most modern processors transfer 64 bits (8 bytes) of data at a time.

To determine the transfer rate for the processor bus, you multiply the data width (64 bits or 8 bytes
for a Celeron/Pentium III/4 or Athlon/Duron/Athlon XP) by the clock speed of the bus (the same as
the base or unmultiplied clock speed of the CPU).

For example, if you are using a Pentium 4 3.6GHz processor that runs on an 800MHz processor bus,
you have a maximum instantaneous transfer rate of roughly 6,400MBps. You get this result by using
the following formula:

800MHz x 8 bytes (64 bits) = 6,400MBps
With slower versions of the Pentium 4, you get either
533.33MHz x 8 bytes (64 bits) = 4,266MBps

or
400MHz x 8 bytes (64 bits) = 3,200MBps
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With Socket A (Athlon XP), you get

333.33MHz x 8 bytes (64 bits) = 2,667MBps
or

266.66MHz x 8 bytes (64 bits) = 2,133MBps
or

200MHz x 8 bytes (64 bits) = 1,600MBps

With Socket 370 (Pentium III), you get

133.33MHz x 8 bytes (64 bits) = 1,066MBps
or

100MHz x 8 bytes (64 bits) = 800MBps

This transfer rate, often called the bandwidth of the processor bus, represents the maximum speed at
which data can move. Refer to Table 4.58 for a more complete list of various processor bus band-
widths.

The Memory Bus

The memory bus is used to transfer information between the CPU and main memory—the RAM in
your system. This bus is connected to the motherboard chipset North Bridge or Memory Controller
Hub chip. Depending on the type of memory your chipset (and therefore motherboard) is designed to
handle, the North Bridge runs the memory bus at various speeds. The best solution is if the memory
bus runs at the same speed as the processor bus. Systems that use PC133 SDRAM have a memory
bandwidth of 1,066MBps, which is the same as the 133MHz CPU bus. In another example, Athlon
systems running a 266MHz processor bus also run PC2100 DDR-SDRAM, which has a bandwidth of
2,133MBps—exactly the same as the processor bus in those systems. In addition, systems running a
Pentium 4 with its 400MHz processor bus also use dual-channel RDRAM memory, which runs
1,600MBps for each channel, or a combined bandwidth (both memory channels run simultaneously)
of 3,200MBps, which is exactly the same as the Pentium 4 CPU bus. Pentium 4 systems with the
533MHz bus run dual-channel DDR PC2100 or PC2700 modules, which match or exceed the through-
put of the 4,266MBps processor bus.

Running memory at the same speed as the processor bus negates the need for having cache memory
on the motherboard. That is why when the L2 cache moved into the processor, nobody added an L3
cache to the motherboard. Some very high-end processors, such as the Itanium and Itanium 2, have
integrated 2MB-4MB of full-core speed L3 cache into the CPU. Eventually, this should make it down
to more mainstream desktop systems.

Note

Notice that the main memory bus must fransfer data in the same width as the processor bus. This defines the size of what

is called a bank of memory, at least when dealing with anything but RDORAM. Memory banks and their widths relative to
processor buses are discussed in the secfion “Memory Banks” in Chapter 6.

The Need for Expansion Slots

The I/O bus or expansion slots enable your CPU to communicate with peripheral devices. The bus
and its associated expansion slots are needed because basic systems can’t possibly satisfy all the needs
of all the people who buy them. The I/O bus enables you to add devices to your computer to expand
its capabilities. The most basic computer components, such as sound cards and video cards, can be
plugged into expansion slots; you also can plug in more specialized devices, such as network interface
cards, SCSI host adapters, and others.
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Note

In most modern PC systems, a variety of basic peripheral devices are built in to the motherboard. Most systems today

have at least dual (primary and secondary) IDE interfaces, four USB ports, a floppy controller, two serial ports, a parallel
port, keyboard, and mouse controller built directly into the motherboard. These devices are usually disfributed between the
motherboard chipset South Bridge and the Super |/O chip. [Super I/O chips are discussed earlier in this chapter.)

Many add even more items, such as a builtin sound card, video adapter, SCSI host adapter, network interface or
IEEE-1394a port, that also are built in to the motherboard. Those items, however, might not be built in to the motherboard
chipset or Super /O chip; they are sometimes configured as additional chips installed on the board. Nevertheless, these
builtin controllers and ports still use the 1/O bus to communicate with the CPU. In essence, even though they are built in,
they act as if they were cards plugged into the systfem'’s bus slofs, including using sysfem resources in the same manner.

Types of 1/O Buses

Since the introduction of the first PC, many I/O buses have been introduced. The reason is simple:
Faster I/O speeds are necessary for better system performance. This need for higher performance
involves three main areas:

B Faster CPUs
B Increasing software demands

B Greater multimedia requirements

Each of these areas requires the I/O bus to be as fast as possible.

One of the primary reasons new I/O bus structures have been slow in coming is compatibility—that
old catch-22 that anchors much of the PC industry to the past. One of the hallmarks of the PC’s suc-
cess is its standardization. This standardization spawned thousands of third-party I/O cards, each orig-
inally built for the early bus specifications of the PC. If a new high-performance bus system was
introduced, it often had to be compatible with the older bus systems so the older I/O cards would not
be obsolete. Therefore, bus technologies seem to evolve rather than make quantum leaps forward.

You can identify different types of I/O buses by their architectures. The main types of I/O buses are
detailed earlier in this chapter.

The main differences among buses consist primarily of the amounts of data they can transfer at one time
and the speeds at which they can do it. The following sections describe the various types of PC buses.

The ISA Bus

Industry Standard Architecture (ISA) is the bus architecture that was introduced as an 8-bit bus with
the original IBM PC in 1981; it was later expanded to 16 bits with the IBM PC/AT in 1984. ISA is the
basis of the modern personal computer and the primary architecture used in the vast majority of PC
systems on the market today. It might seem amazing that such a presumably antiquated architecture
is used in today’s high-performance systems, but this is true for reasons of reliability, affordability, and
compatibility, plus this old bus is still faster than many of the peripherals we connect to it!

Note

The ISA bus has vanished from all recent deskiop systems, and few companies make or sell ISA cards anymore. The ISA bus

confinues fo be popular with indusrial computer [PICMG) designs, but it is expected to eventually fade away from these as well.

Two versions of the ISA bus exist, based on the number of data bits that can be transferred on the bus
at a time. The older version is an 8-bit bus; the newer version is a 16-bit bus. The original 8-bit ver-
sion ran at 4.77MHz in the PC and XT, and the 16-bit version used in the AT ran at 6MHz and then
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8MHz. Later, the industry as a whole agreed on an 8.33MHz maximum standard speed for 8/16-bit ver-
sions of the ISA bus for backward-compatibility. Some systems have the capability to run the ISA bus
faster than this, but some adapter cards will not function properly at higher speeds. ISA data transfers
require anywhere from two to eight cycles. Therefore, the theoretical maximum data rate of the ISA
bus is about 8MBps, as the following formula shows:

8.33MHz x 2 bytes (16 bits) + 2 cycles per transfer = 8.33MBps

The bandwidth of the 8-bit bus would be half this figure (4.17MBps). Remember, however, that these fig-
ures are theoretical maximums. Because of I/O bus protocols, the effective bandwidth is much lower—
typically by almost half. Even so, at about 8MBps, the ISA bus is still faster than many of the peripherals
connected to it, such as serial ports, parallel ports, floppy controllers, keyboard controllers, and so on.

The 8-Bit ISA Bus

This bus architecture is used in the original IBM PC computers and was retained for several years in
later systems. Although virtually nonexistent in new systems today, this architecture still exists in hun-
dreds of thousands of PC systems in the field.

Physically, the 8-bit ISA expansion slot resembles the tongue-and-groove system furniture makers once used
to hold two pieces of wood together. It is specifically called a card/edge connector. An adapter card with 62
contacts on its bottom edge plugs into a slot on the motherboard that has 62 matching contacts. Electro-
nically, this slot provides 8 data lines and 20 addressing lines, enabling the slot to handle 1MB of memory.

Figure 4.56 describes the pinouts for the 8-bit ISA bus; Figure 4.57 shows how these pins are oriented
in the expansion slot.

Signal Pin Pin Signal
Ground |- B1 A1 — -lI/O CHCHK
RESET DRV [~ B2 A2 —| DataBit7
+5Vdc [~ B3 A3 —| Data Bit 6
IRQ2 [~ B4 A4 —| DataBit5
-5 Vdc [~ B5 A5 —| Data Bit 4 tﬁfil, ZL
DRQ2 |- B6 A6 —| Data Bit3
-12Vde [~ B7 A7 —| Data Bit 2
-CARD SLCTD |- B8 A8 —| Data Bit 1
+12Vde [~ B9 A9 —{ DataBit0

Ground |~ B10 A10 - -I/O CH RDY
-SMEMW [~ B11 A11 — AEN
-SMEMR |- B12 A12 —| Address 19

-low [~ B13 A13 —| Address 18
-IOR [~ B14 A14 - Address 17
-DACK 3 |- B15 A15 —| Address 16

DRQ3 [~ B16 A16 —| Address 15
-DACK 1 |- B17 A17 —| Address 14

DRQ1 [~ B18 A18 —| Address 13
-Refresh [~ B19 A19 —| Address 12

CLK(4.77MHz) [~ B20 A20 —| Address 11
IRQ7 [~ B21 A21 —| Address 10

IRQ6 [~ B22 A22 — Address 9

IRQ5 [~ B23 A23 — Address 8

IRQ4 |- B24 A24 - Address 7

IRQ3 [~ B25 A25 —| Address 6

-DACK 2 |- B26 A26 —| Address 5

T/C |~ B27 A27 —| Address 4

BALE [~ B28 A28 — Address 3

+5Vdc [~ B29 A29 — Address 2

0SC(14.3MHz) [~ B30 A30 —| Address 1

Ground [~ B31 A31 — Address 0 B3

FEEEEEEEEEEEEEEEEEEEEEEEEEEEEEES
[]s]s]s]s]s]s|s]s]s]s|s]s]|s]s]s]s]s)s]s|s]|s]s]s]s]s]s]|s]s]s]-§
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e

Figure 4.56 Pinouts for the 8-bit ISA bus. Figure 4.57 The 8-bit ISA bus connector.
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Although the design of the bus is simple, IBM waited until 1987 to publish full specifications for the tim-
ings of the data and address lines, so in the early days of PC compatibles, manufacturers had to do their
best to figure out how to make adapter boards. This problem was solved, however, as PC-compatible
personal computers became more widely accepted as the industry standard and manufacturers had more
time and incentive to build adapter boards that worked correctly with the bus.

The dimensions of 8-bit ISA adapter cards are as follows:

4.2" (106.68mm) high
13.13" (333.5mm) long
0.5" (12.7mm) wide

The 16-Bit ISA Bus

IBM threw a bombshell on the PC world when it introduced the AT with the 286 processor in 1984.
This processor had a 16-bit data bus, which meant communications between the processor and moth-
erboard as well as memory would now be 16 bits wide instead of only 8. Although this processor could
have been installed on a motherboard with only an 8-bit I/O bus, that would have meant a huge sacri-
fice in the performance of any adapter cards or other devices installed on the bus.

Rather than create a new I/O bus, at that time IBM instead came up with a system that could support
both 8- and 16-bit cards by retaining the same basic 8-bit connector layout but adding an optional
16-bit extension connector. This first debuted on the PC/AT in August 1984, which is why we also refer
to the ISA bus as the AT-bus.

The extension connector in each 16-bit expansion slot adds 36 connector pins (for a total of 96 signals) to
carry the extra signals necessary to implement the wider data path. In addition, two of the pins in the 8-bit
portion of the connector were changed. These two minor changes did not alter the function of 8-bit cards.

Figure 4.58 describes the pinouts for the full 16-bit ISA expansion slot, and Figure 4.59 shows how the
additional pins are oriented in the expansion slot.

Because of physical interference with some ancient 8-bit card designs, IBM left 16-bit extension con-
nectors off two of the slots in the AT. This was not a problem in newer systems, so any system with ISA
slots would have all of them as full 16-bit versions.

The dimensions of a typical AT expansion board are as follows:

4.8" (121.92mm) high
13.13" (333.5mm) long
0.5" (12.7mm) wide

Two heights actually are available for cards commonly used in AT systems: 4.8" and 4.2" (the height of
older PC-XT cards). The shorter cards became an issue when IBM introduced the XT Model 286. Because
this model has an AT motherboard in an XT case, it needs AT-type boards with the 4.2" maximum
height. Most board makers trimmed the height of their boards; most manufacturers who still make ISA
cards now make only 4.2" tall (or less) boards so they will work in systems with either profile.

32-Bit Buses

After 32-bit CPUs became available, it was some time before 32-bit bus standards became available. Before
MCA and EISA specs were released, some vendors began creating their own proprietary 32-bit buses, which
were extensions of the ISA bus. Fortunately, these proprietary buses were few and far between.

The expanded portions of the bus typically are used for proprietary memory expansion or video cards.
Because the systems are proprietary (meaning that they are nonstandard), pinouts and specifications
are not available.
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Signal

Ground
RESET DRV
+5 Vdc
IRQ9

-5 Vdc
DRQ 2
-12 Vdc
-0 WAIT
+12 Vdc
Ground
-SMEMW
-SMEMR
-low
-IOR
-DACK 3
DRQ 3
-DACK 1
DRQ 1
-Refresh
CLK(8.33MHz)
IRQ7
IRQ 6
IRQ 5
IRQ 4
IRQ 3
-DACK 2
T/C
BALE

+5 Vdc
0OSC(14.3MHz)
Ground

-MEM CS16
-I/0 CS16
IRQ 10
IRQ 11
IRQ 12
IRQ 15
IRQ 14
-DACK 0
DRQO
-DACK 5
DRQ5
-DACK 6
DRQ 6
-DACK 7
DRQ7
+5 Vdc
-Master
Ground

Pin Pin

B1 Al —
B2 A2 —
B3 A3 —
B4 A4 —
B5 A5 —
B6 A6 —
B7 A7
B8 A8 —
B9 A9
B10 A10 —
B11 A1l —
B12 A12 —
B13 A13 —
B14 Al14 —
B15 A15 —
B16 A16 —
B17 A17 —
B18 A18 —
B19 A19 —
B20 A20 —
B21 A21
B22 A22
B23 A23 —
B24 A24
B25 A25 —
B26 A26 —
B27 A27 —
B28 A28 —
B29 A29 —
B30 A30 —
B31 A31 —
D1 C1
D2 C2
D3 C3
D4 C4
D5 C5
D6 C6 —
D7 C7 -
D8 C8
D9 C9
D10 C10
D11 C11 -
D12 C12
D13 C13
D14 C14 —
D15 C15 -
D16 C16
D17 C17 —
D18 C18

Signal

-1/0 CH CHK
Data Bit 7
Data Bit 6
Data Bit 5
Data Bit 4
Data Bit 3
Data Bit 2
Data Bit 1
Data Bit 0
-1/0 CH RDY
AEN
Address 19
Address 18
Address 17
Address 16
Address 15
Address 14
Address 13
Address 12
Address 11
Address 10
Address 9
Address 8
Address 7
Address 6
Address 5
Address 4
Address 3
Address 2
Address 1
Address 0

-SBHE

Latch Address 23
Latch Address 22
Latch Address 21
Latch Address 20
Latch Address 19
Latch Address 18
Latch Address 17
-MEMR

-MEMW

Data Bit 8

Data Bit 9

Data Bit 10

Data Bit 11

Data Bit 12

Data Bit 13

Data Bit 14

Data Bit 15

Figure 4.58 Pinouts for the 16-bit ISA bus.
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Figure 4.59 The ISA 16-bit bus connector.




324 Chapter 4 | Motherboards and Buses

The Micro Channel Bus
The introduction of 32-bit chips meant that the ISA bus could not handle the power of another new gen-
eration of CPUs. The 386DX chips could transfer 32 bits of data at a time, but the ISA bus can handle a
maximum of only 16 bits. Rather than extend the ISA bus again, IBM decided to build a new bus; the
result was the MCA bus. MCA (an abbreviation for microchannel architecture) is completely different from
the ISA bus and is technically superior in every way.

IBM wanted not only to replace the old ISA standard, but also to require vendors to license certain parts
of the technology. Many owed for licenses on the ISA bus technology that IBM also created, but because
IBM had not been aggressive in its licensing of ISA, many got away without any license. Problems with
licensing and control led to the development of the competing EISA bus (see the next section on the EISA
bus) and hindered acceptance of the MCA bus.

MCA systems produced a new level of ease of use; they were plug-and-play before the official Plug and Play
specification even existed. An MCA system had no jumpers and switches—neither on the motherboard nor
on any expansion adapter. Instead you used a special Reference disk, which went with the particular system,
and Option disks, which went with each of the cards installed in the system. After a card was installed, you
loaded the Option disk files onto the Reference disk; after that, you didn’t need the Option disks anymore.
The Reference disk contained the special BIOS and system setup program necessary for an MCA system, and
the system couldn’t be configured without it. To support older PS/2 systems, IBM maintains a library of all its
Reference and Options disks at ftp://ftp.pc.ibm.com/pub/pccbbs. Check this site if you are supporting any
old MCA-based systems and need any of these files.

For more information on the MCA bus, see the previous editions of this book on the included DVD-ROM.

The EISA Bus

The Extended Industry Standard Architecture (EISA) standard was announced in September 1988 as a
response to IBM’s introduction of the MCA bus—more specifically, to the way IBM wanted to handle
licensing of the MCA bus. Vendors did not feel obligated to pay retroactive royalties on the ISA bus, so
they turned their backs on IBM and created their own buses.

The EISA standard was developed primarily by Compaq and was intended to be its way of taking over
future development of the PC bus from IBM. Compaq knew that nobody would clone its bus if it was the
only company that had it, so it essentially gave the design to other leading manufacturers. Compaq
formed the EISA committee, a nonprofit organization designed specifically to control development of the
EISA bus. Very few EISA adapters were ever developed. Those that were developed centered mainly around
disk array controllers and server-type network cards.

The EISA bus was essentially a 32-bit version of ISA. Unlike the MCA bus from IBM, you could still use
older 8-bit or 16-bit ISA cards in 32-bit EISA slots, providing for full backward-compatibility. As with MCA,
EISA also allowed for automatic configuration of EISA cards via software.

The EISA bus added 90 new connections (55 new signals plus grounds) without increasing the physical con-
nector size of the 16-bit ISA bus. At first glance, the 32-bit EISA slot looks a lot like the 16-bit ISA slot. The EISA
adapter, however, has two rows of stacked contacts. The first row is the same type used in 16-bit ISA cards; the
other, thinner row extends from the 16-bit connectors. Therefore, ISA cards can still be used in EISA bus slots.
Although this compatibility was not enough to ensure the popularity of EISA buses, it is a feature that was car-
ried over into the VL-Bus standard that followed. The physical specifications of an EISA card are as follows:

B 5" (127mm) high
W 13.13" (333.5mm) long
W 0.5" (12.7mm) wide

The EISA bus can handle up to 32 bits of data at an 8.33MHz cycle rate. Most data transfers require a min-
imum of two cycles, although faster cycle rates are possible if an adapter card provides tight timing speci-
fications. The maximum bandwidth on the bus is 33MBps, as the following formula shows:

8.33MHz x 4 bytes (32 bits) = 33MBps
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Figure 4.60 describes the pinouts for the EISA bus. Figure 4.61 shows the locations of the pins; note how
some pins are offset to allow the EISA slot to accept ISA cards. Figure 4.62 shows the card connector for

the EISA expansion slot.

Lower Signal Upper Signal Pin Pin Upper Signal Lower Signal
Ground Ground |- B1 A1 — -I/O CHCHK -CMD
+5 Vdc RESET DRV |- B2 A2 —| DataBit7 -START
+5 Vdc +5Vdc [~ B3 A3 —| DataBit6 EXRDY
Reserved IRQ9 |- B4 A4 —| Data Bit5 -EX32
Reserved -5Vdc [~ BS A5 —| Data Bit 4 Ground
KEY DRQ2 |~ B6 A6 —| DataBit3 KEY
Reserved -12Vde [~ B7 A7 —| DataBit2 -EX16
Reserved -OWAIT [ B8 A8 —| DataBit 1 -SLBURST
+12 Vdc +12Vvde [~ B9 A9 —| DataBit0 -MSBURST
M-10 Ground [~ B10 A10 7] -I/O CHRDY W-R
-LOCK -SMEMW [~ B11 A11 ] AEN Ground
Reserved _SMEMR [~ B12 A12 ~| Address 19 Reserved
Ground -low [~ B13 A13 ~| Address 18 Reserved
Reserved JOR [ B14 A14 | Address 17 Reserved
-BE3 _DACK 3 [ B15 A15 7| Address 16 Ground
KEY DRQ3 [ B16 A16 ~| Address 15 KEY
-BE2 _DACK1 [ B17 A17 7| Address 14 -BE1
-BEO DRQ1 [ B18  A18 | Address 13 Latch Address 31
Ground ‘Refresh [ B19  A19 7| Address 12 Ground
+5 Vde CLK(8.33MHz) [ B20 A20 | Address 11 -Latch Address 30
Latch Address 29 IRQ7 [ B21  A21 | Address 10 “Latch Address 28
Ground IRQ6 [ B22  A22 | Address9 -Latch Address 27
Latch Address 26 RQ5 | B23 A23 | Address 8 -Latch Address 25
Latch Addres; EZ\‘{‘ IRQ4 [ B24  A24 | Address7 Eg(“”d
Latch Address 16 IRQS L 222 h2s ﬁﬂ;"ess § Latch Address 15
Latch Address 14 -DACK2 1 A26 ress Latch Address 13
+5 Vdc e L B27 A27 | Address 4 Latch Address 12
BALE B28 A28 Address 3
+5 Vdc - - Latch Address 11
Ground +5Vde | ggg A29 ] ﬁggress? Ground
Latch Address 10 OSC““;":C':& A el Latch Address 9
Latch Address 8 -MEM CS16 [~ D1 C1— -SBHE Latch Address 7
Latch Address 6 -/0 CS16 |- D2 C2 — Latch Address 23 Ground
Latch Address 5 IRQ 10 |- D3 C3— Latch Address 22 Latch Address 4
+5 Vdc IRQ 11 |- D4 C4 — Latch Address 21 Latch Address 3
Latch Address 4 IRQ12 |- D5 C5—{ Latch Address 20 Ground
KEY IRQ 15 [~ D6 C6 ] Latch Address 19 KEY
Data Bit 16 IRQ 14 |- D7 C7 —| Latch Address 18 Data Bit 17
Data Bit 18 -DACK O |~ D8 C8 | Latch Address 17 Data Bit 19
Ground DRQO [~ D9 C9 - -MEMR Data Bit 20
Data Bit 21 -DACK 5 [~ D10 C10— -MEMW Data Bit 22
Data Bit 23 DRQ5 [~ D11 C11-| DataBit8 Ground
Data Bit 24 -DACK6 [~ D12 C127| DataBit9 Data Bit 25
Ground DRQ6 [~ D13 C13~| DataBit10 Data Bit 26
Data Bit 27 -DACK7 [~ D14  C14| DataBit11 Data Bit 28
KEY DRQ7 [~ D15  C157| DataBit 12 KEY
Data Bit 29 +5Vdc [ D16 C16 7| DataBit13 Ground
+5 Vde -Master [~ D17 C17 | DataBit 14 Data Bit 30
+5 Vdc Ground [~ D18 C18 o pata Bit 15 Data Bit 31
-MAKx ™ D19 C19 -MREQx

Figure 4.60
Pinouts for the
EISA bus.
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Local Buses

The I/O buses discussed so far (ISA, MCA, and EISA) have one thing in common: relatively slow speed.
The next three bus types that are discussed in the following few sections all use the local bus concept
explained in this section to address the speed issue. The three main local buses found in PC systems are

B VL-Bus (VESA local bus)

W PCI

B AGP
The speed limitation of ISA, MCA, and EISA is a carryover from the days of the original PC when the
I/O bus operated at the same speed as the processor bus. As the speed of the processor bus increased,
the I/O bus realized only nominal speed improvements, primarily from an increase in the bandwidth

of the bus. The I/O bus had to remain at a slower speed because the huge installed base of adapter
cards could operate only at slower speeds.

Figure 4.63 shows a conceptual block diagram of the buses in a computer system.

CPU
Processor External
bus cache
(high speed)

Built-In Bus Slotted
110 1/0 bus controller 1/O bus l[e}
(slow speed) chips (slow speed)

Memory
bus
(high speed)
RAM

Figure 4.63 Bus layout in a traditional PC.

The thought of a computer system running more slowly than it could is very bothersome to some com-
puter users. Even so, the slow speed of the I/O bus is nothing more than a nuisance in most cases. You
don’t need blazing speed to communicate with a keyboard or mouse—you gain nothing in performance.
The real problem occurs in subsystems in which you need the speed, such as video and disk controllers.

The speed problem became acute when graphical user interfaces (such as Windows) became prevalent.
These systems require the processing of so much video data that the I/O bus became a literal bottle-
neck for the entire computer system. In other words, it did little good to have a processor that was
capable of 66MHz-450MHz or faster if you could put data through the I/O bus at a rate of only 8MHz.

An obvious solution to this problem is to move some of the slotted I/O to an area where it could
access the faster speeds of the processor bus—much the same way as the external cache. Figure 4.64
shows this arrangement.

This arrangement became known as local bus because external devices (adapter cards) now could access
the part of the bus that was local to the CPU—the processor bus. Physically, the slosts provided to tap this
new configuration would need to be different from existing bus slots to prevent adapter cards designed
for slower buses from being plugged into the higher bus speeds, which this design made accessible.
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CPU
Processor External
bus cache
(high speed)
Slotted
/10
Built-In Bus Slotted
110 1/0 bus controller 1/0 bus 110
(slow speed) chips (slow speed)
Memory
bus
(high speed)
RAM

Figure 4.64 How a local bus works.

It is interesting to note that the very first 8-bit and 16-bit ISA buses were a form of local bus architec-
ture. These systems had the processor bus as the main bus, and everything ran at full processor
speeds. When ISA systems ran faster than 8MHz, the main ISA bus had to be decoupled from the
processor bus because expansion cards, memory, and so on could not keep up. In 1992, an extension
to the ISA bus called the VESA local bus (VL-Bus) started showing up on PC systems, indicating a
return to local bus architecture. Since then, the peripheral component interconnect (PCI) local bus
has supplanted VL-Bus, and the AGP bus has been introduced to complement PCI.

Note

A system does not have to have a local bus expansion slof to incorporate local bus fechnology; instead, the local bus

device can be built directly into the motherboard. (In such a case, the local bus=slotted /O shown in Figure 4.66 would
in fact be builtin 1,/0.) This builtin approach to local bus is the way the first local bus systems were designed.

Local bus solutions do not necessarily replace earlier standards, such as ISA; they are designed into the
system as a bus that is closer to the processor in the system architecture. Older buses such as ISA were
kept around for backward compatibility with slower types of adapters that didn’t need any faster con-
nection to the system (such as modems). Therefore, until recently a typical system might have AGP, PCI,
and ISA slots. Older cards still are compatible with such a system, but high-speed adapter cards can take
advantage of the AGP and PCI local bus slots as well. With the demise of ISA slots and the movement of
traditionally ISA-based motherboard devices to the LPC interface, today’s motherboards essentially use
other buses or dedicated interfaces for most of the connections that would have previously used ISA.

The performance of graphical user interfaces such as Windows and OS/2 have been tremendously
improved by moving the video cards off the slow ISA bus and onto faster PCI and now AGP local buses.

VESA Local Bus

The Video Electronics Standards Association (VESA) local bus was the most popular local bus design
from its debut in August 1992 through 1994. It was created by the VESA committee, a nonprofit organi-
zation originally founded by NEC to further develop video display and bus standards. In a similar fash-
ion to how EISA evolved, NEC had done most of the work on the VL-Bus (as it would be called) and,
after founding the nonprofit VESA committee, NEC turned over future development to VESA. At first,
the local bus slot seemed designed to be used primarily for video cards. Improving video performance
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was a top priority at NEC to help sell its high-end displays as well as its own PC systems. By 1991, video
performance had become a real bottleneck in most PC systems.

The VL-Bus can move data 32 bits at a time, enabling data to flow between the CPU and a compati-
ble video subsystem or hard drive at the full 32-bit data width of the 486 chip. The maximum rated
throughput of the VL-Bus is 133MBps. In other words, local bus went a long way toward removing
the major bottlenecks that existed in earlier bus configurations.

Unfortunately, the VL-Bus did not seem to be a long-lived concept. The design was simple indeed—
just take the pins from the 486 processor and run them out to a card connector socket. So, the
VL-Bus is essentially the raw 486 processor bus. This allowed a very inexpensive design because no
additional chipsets or interface chips were required. A motherboard designer could add VL-Bus slots
to its 486 motherboards very easily and at a very low cost. This is why these slots appeared on virtu-
ally all 486 system designs overnight.

Problems arose with timing glitches caused by the capacitance introduced into the circuit by differ-
ent cards. Because the VL-Bus ran at the same speed as the processor bus, different processor speeds
meant different bus speeds, and full compatibility was difficult to achieve. Although the VL-Bus
could be adapted to other processors—including the 386 or even the Pentium—it was designed for
the 486 and worked best as a 486 solution only. Despite the low cost, after a new bus called PCI
appeared, VL-Bus fell into disfavor very quickly. It never did catch on with Pentium systems, and
there was little or no further development of the VL-Bus in the PC industry.

Physically, the VL-Bus slot was an extension of the slots used for whatever type of base system
you have. If you have an ISA system, the VL-Bus is positioned as an extension of your existing
16-bit ISA slots. Figure 4.65 shows how the VL-Bus slots are oriented on a typical ISA/VL-Bus
motherboard. The VESA extension has 112 contacts and uses the same physical connector as the
MCA bus.

VL-Bus slots

— Regular slots

CPU

Figure 4.65 An example of a typical motherboard (albeit ancient) with VL-Bus slots.
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The PCI Bus

In early 1992, Intel spearheaded the creation of another industry group. It was formed with the same
goals as the VESA group in relation to the PC bus. Recognizing the need to overcome weaknesses in
the ISA and EISA buses, the PCI Special Interest Group was formed.

The PCI bus specification was released in June 1992 as version 1.0 and since then has undergone sev-
eral upgrades. Table 4.58 shows the various releases of PCI.

Table 4.58 PCI Specifications

PCI Specification Released Major Change

PCI'1.0 June 1992 Original 32/64-bit specification

PCl 2.0 April 1993 Defined connectors and expansion boards

PCl 2.1 June 1995 66MHz operation, transaction ordering, latency changes

PCl 2.2 Jan. 1999 Power management, mechanical clarifications

PCI-X 1.0 Sept. 1999 133MHz operation, addendum to 2.2

Mini-PCl Nov. 1999 Small form factor boards, addendum to 2.2

PCI 2.3 March 2002 3.3V signaling, low-profile add-in cards

PCI-X 2.0 July 2002 266MHz and 533MHz operation, supports subdivision of 64-bit

data bus into 32-bit or 16-bit segments for use by multiple devices,
3.3V/1.5V signaling

PCl-Express 1.0 July 2002 2.5GBps per lane per direction, using 0.8V signaling, resulting in
250MBps per lane; designed to eventually replace PCl 2.x in PC
systems

PCI redesigned the traditional PC bus by inserting another bus between the CPU and the native I/O
bus by means of bridges. Rather than tap directly into the processor bus, with its delicate electrical
timing (as was done in the VL-Bus), a new set of controller chips was developed to extend the bus, as
shown in Figure 4.66.

Processor

Bridge/
Memory DRAM ’ Motion
Controller Audio Video
PCI LOCAL BUS
I
EXP Bus
XFACE

A\
Base I/0
Functions

Co
< ISA/EISA - Microchannel >

Figure 4.66 Conceptual diagram of the PCI bus.
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The PCI bus often is called a mezzanine bus because it adds another layer to the traditional bus configu-
ration. PCI bypasses the standard I/O bus; it uses the system bus to increase the bus clock speed and
take full advantage of the CPU’s data path. Systems that integrate the PCI bus became available in mid-
1993 and have since become a mainstay in the PC.

Information typically is transferred across the PCI bus at 33MHz and 32 bits at a time. The bandwidth
is 133MBps, as the following formula shows:

33.33MHz x 4 bytes (32 bits) = 133MBps

Although 32-bit 33MHz PCI is the standard found in most PCs, there are now several variations on PCI
as shown in Table 4.59.

Table 4.59 PCl Bus Types

Bus Width Bus Speed Data Cycles Bandwidth

PCI Bus Type (Bits) (MHz) per Clock (MBps)
PCI 32 33 1 133

PCI 66MHz 32 66 1 266

PCl 64-bit 64 33 1 266

PCl 66MHz/64-bit 64 66 1 533
PCI-X 64 64* 66 1 533
PCI-X 133 64* 133 1 1,066
PCI-X 266 64* 133 2 2,132
PCI-X 533 64* 133 4 4,266
PCl-Express** 1 2,500 0.8 250
PCl-Express** 32 2,500 0.8 8,000

*Bus width on PCI-X devices can be shared by multiple 32-bit or 16-bit devices.

**PCI Express uses 8b/10b encoding, which transfers 8 bits for every 10 bits sent and can transfer 1-32 bits at a time,
depending on how many lanes are in the implementation.

Currently, the 64-bit or 66MHz and 133MHz variations are used only on server- or workstation-type boards
and systems. Aiding performance is the fact that the PCI bus can operate concurrently with the processor
bus; it does not supplant it. The CPU can be processing data in an external cache while the PCI bus is busy
transferring information between other parts of the system—a major design benefit of the PCI bus.

A PCI adapter card uses its own unique connector. This connector can be identified within a computer
system because it typically is offset from the normal ISA, MCA, or EISA connectors found in older
motherboards. See Figure 4.67 for an example. The size of a PCI card can be the same as that of the
cards used in the system’s normal I/O bus.

The PCI specification identifies three board configurations, each designed for a specific type of system
with specific power requirements; each specification has a 32-bit version and a longer 64-bit version.
The SV specification is for stationary computer systems (using PCI 2.2 or earlier versions), the 3.3V spec-
ification is for portable systems (also supported by PCI 2.3), and the universal specification is for moth-
erboards and cards that work in either type of system. 64-bit versions of the 5V and universal PCI slots
are found primarily on server motherboards. The PCI-X 2.0 specifications for 266 and 533 versions sup-
port 3.3V and 1.5V signaling; this corresponds to PCI version 2.3, which supports 3.3V signaling.

Note
The pinouts for the 5V, 3.3V, and universal PCl slots can be found on the DVD-ROM in the Technical Reference section.
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Figure 4.67 Typical configuration of 32-bit 33MHz PCI slots in relation to ISA or EISA and AGP slots.

Figure 4.68 compares the 32-bit and 64-bit versions of the standard 5V PCI slot to a 64-bit universal
PCI slot. Figure 4.69 shows how the connector on a 64-bit universal PCI card compares to the 64-bit
universal PCI slot.
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Figure 4.68 A 32-bit, 33MHz PCI slot (top) compared to a 64-bit 33MHz PCI slot (center) and a 64-bit
universal PCI slot that runs at 66MHz (bottom).

Figure 4.69 A 64-bit universal PCI card (top) compared to the 64-bit universal PCI slot (bottom).

Notice that the universal PCI board specifications effectively combine the 5V and 3.3V specifications.
For pins for which the voltage is different, the universal specification labels the pin V I/O. This type
of pin represents a special power pin for defining and driving the PCI signaling rail.
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Another important feature of PCI is the fact that it was the model for the Intel PnP specification.
Therefore, PCI cards do not have jumpers and switches and are instead configured through software.
True PnP systems are capable of automatically configuring the adapters, whereas non-PnP systems
with ISA slots must configure the adapters through a program that is usually a part of the system
CMOS configuration. Starting in late 1995, most PC-compatible systems have included a PnP BIOS
that allows the automatic PnP configuration.

PCI Express
During 2001, a group of companies called the Arapahoe Work Group (led primarily by Intel) devel-
oped a draft of a new high-speed bus specification code named 3GIO (third-generation I/O). In August
2001, the PCI Special Interest Group (PCI-SIG) agreed to take over, manage, and promote the 3GIO
architecture specification as the future generation of PCI. In April 2002, the 3GIO draft version 1.0
was completed, transferred to the PCI-SIG, and renamed PCI Express. Finally in July 2002, the PCI
Express 1.0 specification was approved.

The original 3GIO code name was derived from the fact that this new bus specification was designed
to initially augment and eventually replace the previously existing ISA/AT-Bus (first-generation) and
PCI (second-generation) bus architectures in PCs. Each of the first two generations of PC bus architec-
tures was designed to have a 10- to 15-year useful life in PCs. In being adopted and approved by the
PCI-SIG, PCI Express is now destined to be the dominant PC bus architecture designed to support the
increasing bandwidth needs in PCs over the next 10-15 years.

The key features of PCI Express are as follows:

B Compatibility with existing PCI enumeration and software device drivers.

B Physical connection over copper, optical, or other physical media to allow for future encoding
schemes.

B Maximum bandwidth per pin allows small form factors, reduced cost, simpler board designs
and routing, and reduced signal integrity issues.

B Embedded clocking scheme enables easy frequency (speed) changes as compared to synchro-
nous clocking.

B Bandwidth (throughput) increases easily with frequency and width (lane) increases.

B Low latency suitable for applications requiring isochronous (time-sensitive) data delivery, such
as streaming video.

B Hot plugging and hot swapping capabilities.

B Power management capabilities.

PCI Express is another example of how the PC is moving from parallel to serial interfaces. Earlier gen-
eration bus architectures in the PC have been of a parallel design, in which multiple bits are sent
simultaneously over several pins in parallel. The more bits sent at a time, the faster the bus through-
put is. The timing of all the parallel signals must be the same, which becomes more and more difficult
to do over faster and longer connections. Even though 32 bits can be transmitted simultaneously over
a bus such as PCI or AGP, propagation delays and other problems cause them to arrive slightly skewed
at the other end, resulting in a time difference between when the first and last of all the bits arrive.

A serial bus design is much simpler, sending 1 bit at a time over a single wire, at much higher rates of
speed than a parallel bus would allow. By sending the bits serially, the timing of individual bits or the
length of the bus becomes much less of a factor. By combining multiple serial data paths, even faster
throughputs can be realized that dramatically exceed the capabilities of traditional parallel buses.

PCI Express is a very fast serial bus design that is backward-compatible with current PCI parallel bus
software drivers and controls. In PCI Express, data is sent full duplex (simultaneously operating one-way
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paths) over two pairs of differentially signaled wires called a lane. Each lane allows for about 250MBps
throughput in each direction initially, and the design allows for scaling from 1 to 2, 4, 8, 16, or 32
lanes. For example, a high-bandwidth configuration with 8 lanes allowing 8 bits to be sent in each
direction simultaneously would allow up to 2,000MBps bandwidth (each way) and use a total of only
40 pins (32 for the differential data pairs and 8 for control). Future increases in signaling speed could
increase that to 8,000MBps each way over the same 40 pins. This compares to PCI, which has only
133MBps bandwidth (one way at a time) and requires more than 100 pins to carry the signals. For
expansion cards, PCI Express will take on the physical format of a smaller connector that appears adja-
cent to any existing PCI slots on the motherboard.

PCI Express uses an IBM-designed 8-bit-to-10-bit encoding scheme, which allows for self-clocked sig-
nals that will easily allow future increases in frequency. The starting frequency is 2.5GHz, and the
specification will allow increasing up to 10GHz in the future, which is about the limit of copper con-
nections. By combining frequency increases with the capability to use up to 32 lanes, PCI Express will
be capable of supporting future bandwidths up to 32GBps.

PCI Express is designed to augment and eventually replace many of the buses currently used in PCs. It
will not only be a supplement to (and the eventual replacement for) PCI slots, but can also be used to
replace the existing Intel hub architecture, HyperTransport, and similar high-speed interfaces between
motherboard chipset components. Additionally, it will replace video interfaces such as AGP and act as
a mezzanine bus to attach other interfaces, such as Serial ATA, USB 2.0, 1394b (FireWire or iLink),
Gigabit Ethernet, and more.

Because PCI Express can be implemented over cables as well as onboard, it can be used to create sys-
tems constructed with remote “bricks” containing the bulk of the computing power. Imagine the
motherboard, processor, and RAM in one small box hidden under a table, with the video, disk drives,
and I/O ports in another box sitting out on a table within easy reach. This will enable a variety of
flexible PC form factors to be developed in the future without compromising performance.

PCI Express will not replace PCI or other interfaces overnight. System developers will continue to inte-
grate PCI, AGP, and other bus architectures into system designs for several more years. Just as with PCI
and the ISA/AT-Bus before, there will likely be a long period of time during which both buses will be
found on motherboards. Gradually, though, fewer PCI and more PCI Express connections will appear.
Over time, PCI Express will eventually become the preferred general-purpose I/O interconnect over PCI. I
expect the move to PCI Express will be similar to the transition from ISA/AT-Bus to PCI during the 1990s.

Note that I'm including this information on PCI Express well in advance of it actually appearing in
PCs. In other words, don’t hold your breath because PCI Express is still in the early design stages, and
you won't see it in PC motherboards for some time yet. The PCI-SIG estimates that the first desktop
PCs using PCI Express will begin to emerge in mid- to late 2004. After that, PCI Express is expected to
appear in portable devices and low-end servers and workstations by late 2004, and in high-end servers
and workstations by late 2005. These are just estimates, of course, and might change according to the
dynamics of the industry. The PCI Express Bridge 1.0 and Mini PCI Express Card specifications are
designed to help bring PCI Express products into being by using existing PCI technology. These speci-
fications might help shorten the time-to-market for PCI Express products.

For more information on PCI Express, I recommend consulting the PCI-SIG Web site (www.pcisig.org).

Accelerated Graphics Port

Intel created AGP as a new bus specifically designed for high-performance graphics and video support.
AGP is based on PCI, but it contains several additions and enhancements and is physically, electri-
cally, and logically independent of PCI. For example, the AGP connector is similar to PCI, although it
has additional signals and is positioned differently in the system. Unlike PCI, which is a true bus with
multiple connectors (slots), AGP is more of a point-to-point high-performance connection designed
specifically for a video card in a system because only one AGP slot is allowed for a single video card.
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Intel originally released the AGP specification 1.0 in July 1996 and defined a 66MHz clock rate with
1x or 2x signaling using 3.3V. AGP version 2.0 was released in May 1998 and added 4x signaling as
well as a lower 1.5V operating capability.

Most newer AGP video cards are designed to conform to the AGP 4X or AGP 8X specification, each of
which runs on only 1.5 volts. Most older motherboards with AGP 2X slots are designed to accept only
3.3V cards. If you plug a 1.5V card into a 3.3V slot, both the card and motherboard could be dam-
aged, so special keys have been incorporated into the AGP specification to prevent such disasters.
Normally, the slots and cards are keyed such that 1.5V cards fit only in 1.5V sockets and 3.3V cards fit
only in 3.3V sockets. However, universal sockets do exist that accept either 1.5V or 3.3V cards. The
keying for the AGP cards and connectors is dictated by the AGP standard, as shown in Figure 4.70.

AGP 4X/8X (1.5V) Card |
AGP 3.3V
Key (not present)
AGP 1.5V
Key
J= | SN | S| N I S
| v
E AGP 2X Connector
| 3.3V
_| AGP Universal Connector
¢ 1.5V or 3.3V

% AGP 4X/8X Connector
1.5V

Figure 4.70 AGP 4X/8X (1.5V) card and AGP 3.3V, universal, and 1.5V slots.

As you can see from Figure 4.70, AGP 4X or 8X (1.5V) cards fit only in 1.5V or universal (3.3V or
1.5V) slots. Due to the design of the connector and card keys, a 1.5V card cannot be inserted into a
3.3V slot. So, if your new AGP card won't fit in the AGP slot in your existing motherboard, consider
that a good thing because if you were able to plug it in, you would fry both the card and possibly the
board as well! In that case, you’d either have to return the 4X/8X card or get a new motherboard that
supports the 4X/8X (1.5V) cards.

Caution
Some AGP 4x,/8x-compatible motherboards require you to use 1.5V AGP 4x/8x cards only; be sure to check compatibil-

ity between the motherboard and the AGP card you want fo buy to avoid problems. Some AGP 4x,/8x-compatible slots
use the card retention mechanism shown in Figure 4.71. Note that AGP 1x/2x slots have a visible divider not present on
the newer AGP 4x slof. AGP 4x slots can also accept AGP 8x cards, and vice versa.

Additionally, a newer specification was introduced as AGP Pro 1.0 in August 1998 and was revised in
April 1999 as AGP Pro 1.1a. It defines a slightly longer slot with additional power pins at each end to
drive bigger and faster AGP cards that consume more than 25 watts of power, up to a maximum of 110
watts. AGP Pro cards are likely to be used for high-end graphics workstations and are not likely to be
found in any normal PCs. However, AGP Pro slots are backward-compatible, meaning a standard AGP
card will plug in, and a number of motherboard vendors are using AGP Pro slots rather than AGP 4x
slots in their latest products. Because AGP Pro slots are longer, an AGP 1x/2x card can be incorrectly
inserted into the slot, which could damage it, so some vendors supply a cover for the AGP Pro exten-
sion at the rear of the slot. This cover should be removed only if you want to install an AGP Pro card.
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The standard AGP 1x/2x, AGP 4x, and AGP Pro slots are compared to each other in Figure 4.71.

The latest revision for the AGP specification for PCs is AGP 8x, otherwise called AGP 3.0. AGP 8x defines
a transfer speed of 2,133MBps, which is twice that of AGP 4x. The AGP 8x specification was first pub-
licly pre-announced in November 2000. AGP 8x support is now widely available in the latest mother-
board chipsets and graphics chipsets from major vendors. Although AGP 8x has a maximum speed twice
that of AGP 4x, the real-world differences between AGP 4x- and 8x-compatible devices with otherwise
identical specifications are minimal. However, many 3D chipsets that support AGP 8x are also upgrading
memory and 3D graphics core speeds and designs to better support the faster interface.
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Figure 4.71 AGP standard (1x/2x), AGP 4x, and AGP Pro slots compared to each other. AGP 4x and AGP
Pro can accept AGP 1x, 2x, and 4x cards. AGP 4x and AGP Pro slots can also accept AGP 8x cards.

AGP is a high-speed connection and runs at a base frequency of 66MHz (actually 66.66MHz), which is
double that of standard PCI. In the basic AGP mode, called 1x, a single transfer is done every cycle.
Because the AGP bus is 32 bits (4 bytes) wide, at 66 million times per second it would be capable of
transferring data at a rate of about 266MBps! The original AGP specification also defines a 2x mode, in
which two transfers are performed every cycle, resulting in 533MBps. Using an analogy in which every
cycle is equivalent to the back-and-forth swing of a pendulum, the 1x mode is thought of as transferring
information at the start of each swing. In 2x mode, an additional transfer would occur every time the
pendulum completed half a swing, thereby doubling performance while technically maintaining the
same clock rate, or in this case, the same number of swings per second. Although the earliest AGP cards
supported only the AGP 1x mode, most vendors quickly shifted to the AGP 2x mode. The newer AGP
2.0 specification adds the capability for 4x transfers, in which data is transferred four times per cycle and
equals a data transfer rate of 1,066MBps. Most newer AGP cards now have support for the 4x standard as
a minimum, and the latest graphics chipsets from NVIDIA and ATI support AGP 8x. Table 4.60 shows
the differences in clock rates and data transfer speeds (bandwidth) for the various AGP modes.

Table 4.60 AGP Modes Showing Clock Speeds and Bandwidth

Bus Width Bus Speed Data Cycles Bandwidth
AGP Bus Type (Bits) (MHz) per Clock (MBps)
AGP 32 66 1 266
AGP 2x 32 66 2 533
AGP 4x 32 66 4 1,066
AGP 8x 32 66 8 2,133
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Because AGP is independent of PCI, using an AGP video card frees up the PCI bus for more traditional
input and output, such as for IDE/ATA or SCSI controllers, USB controllers, sound cards, and so on.

Besides faster video performance, one of the main reasons Intel designed AGP was to allow the video
card to have a high-speed connection directly to the system RAM, which would enable a reasonably
fast and powerful video solution to be integrated at a lower cost. AGP allows a video card to have
direct access to the system RAM, either enabling lower-cost video solutions to be directly built in to a
motherboard without having to include additional video RAM or enabling an AGP card to share the
main system memory. High-performance cards will likely continue the trend of having more and
more memory directly on the video card, which is especially important when running high-
performance 3D video applications.

AGP allows the speed of the video card to pace the requirements for high-speed 3D graphics rendering
as well as full motion video on the PC.

System Resources

System resources are the communications channels, addresses, and other signals hardware devices use
to communicate on the bus. At their lowest level, these resources typically include the following:

B Memory addresses B DMA (direct memory access) channels

B IRQ (interrupt request) channels B 1/O port addresses

I have listed these roughly in the order you would experience problems with them. Memory conflicts
are perhaps the most troublesome of these and certainly the most difficult to fully explain and over-

come. These are discussed in Chapter 6, which focuses on the others listed here in the order you will
likely have problems with them.

IRQs cause more problems than DMAs because they are in much higher demand; virtually all cards use
IRQ channels. Fewer problems exist with DMA channels because fewer cards use them, DMA channels
are used only by the obsolete ISA standard, and there are usually more than enough channels to go
around. I/O ports are used by all hardware devices on the bus, but there are technically 64KB of them,
which means there are plenty to go around. With all these resources, you must ensure that a unique card
or hardware function uses each resource; in most cases they cannot or should not be shared.

These resources are required and used by many components of your system. Adapter cards need these
resources to communicate with your system and accomplish their purposes. Not all adapter cards have the
same resource requirements. A serial communications port, for example, needs an IRQ channel and I/O
port address, whereas a sound card needs these resources and at least one DMA channel. Most network
cards use an IRQ channel and an I/O port address, and some also use a 16KB block of memory addresses.

As your system increases in complexity, the chance for resource conflicts increases. Modern systems
with several additional devices can really push the envelope and become a configuration nightmare
for the uninitiated. Sometimes under these situations the automatic configuration capability of Plug
and Play can get confused or fail to optimally configure resources so that everything will work. Most
adapter cards enable you to modify resource assignments by using the Plug and Play software that
comes with the card or the Device Manager in Windows 9x and later, thus you can sometimes
improve on a default configuration by making some changes. Even if the automatic configuration gets
confused (which happens more often than it should), fortunately, in almost all cases a logical way to
configure the system exists—once you know the rules.

Interrupts

Interrupt request channels, or hardware interrupts, are used by various hardware devices to signal the
motherboard that a request must be fulfilled. This procedure is the same as a student raising his hand
to indicate that he needs attention.
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These interrupt channels are represented by wires on the motherboard and in the slot connectors.
When a particular interrupt is invoked, a special routine takes over the system, which first saves all
the CPU register contents in a stack and then directs the system to the interrupt vector table. This
vector table contains a list of memory addresses that correspond to the interrupt channels. Depending
on which interrupt was invoked, the program corresponding to that channel is run.

The pointers in the vector table point to the address of whatever software driver is used to service the
card that generated the interrupt. For a network card, for example, the vector might point to the
address of the network drivers that have been loaded to operate the card; for a hard disk controller,
the vector might point to the BIOS code that operates the controller.

After the particular software routine finishes performing whatever function the card needed, the
interrupt-control software returns the stack contents to the CPU registers, and the system then
resumes whatever it was doing before the interrupt occurred.

Through the use of interrupts, your system can respond to external events in a timely fashion. Each
time a serial port presents a byte to your system, an interrupt is generated to ensure that the system
reads that byte before another comes in. Keep in mind that in some cases a port device—in particular,
a modem with a 16550 or higher UART chip—might incorporate a byte buffer that allows multiple
characters to be stored before an interrupt is generated.

Hardware interrupts are generally prioritized by their numbers; with some exceptions, the highest-
priority interrupts have the lowest numbers. Higher-priority interrupts take precedence over lower-
priority interrupts by interrupting them. As a result, several interrupts can occur in your system
concurrently, with each interrupt nesting within another.

If you overload the system—in this case, by running out of stack resources (too many interrupts were
generated too quickly)—an internal stack overflow error occurs and your system halts. The message
usually appears as Internal stack overflow - system halted at a DOS prompt. If you experience
this type of system error and run DOS, you can compensate for it by using the STACKS parameter in
your CONFIG.SYS file to increase the available stack resources. Most people will not see this error in
Windows 9x/Me or Windows NT/2000/XP.

The ISA bus uses edge-triggered interrupt sensing, in which an interrupt is sensed by a changing signal
sent on a particular wire located in the slot connector. A different wire corresponds to each possible
hardware interrupt. Because the motherboard can’t recognize which slot contains the card that used
an interrupt line and therefore generated the interrupt, confusion results if more than one card is set
to use a particular interrupt. Each interrupt, therefore, is usually designated for a single hardware
device. Most of the time, interrupts can’t be shared.

Originally, IBM developed ways to share interrupts on the ISA bus, but few devices followed the nec-
essary rules to make this a reality. The PCI bus inherently allows interrupt sharing; in fact, virtually all
PCI cards are set to PCI interrupt A and share that interrupt on the PCI bus. The real problem is that
there are technically two sets of hardware interrupts in the system: PCI interrupts and ISA interrupts.
For PCI cards to work in a PC, the PCI interrupts are first mapped to ISA interrupts, which are then
configured as non-shareable. Therefore, in many cases you must assign a nonconflicting interrupt for
each card, even PCI cards. The conflict between assigning ISA IRQs for PCI interrupts caused many
configuration problems for early users of PCI motherboards and continued to cause problems even
after the development of Windows 95 and its Plug and Play technology.

The solution to the interrupt sharing problem for PCI cards was something called PCI IRQ Steering,
which is supported in the more recent operating systems (starting with Windows 95 OSR 2.x) and
BIOS. PCI IRQ Steering allows a plug-and-play operating system such as Windows to dynamically map
or “steer” PCI cards (which almost all use PCI INTA#) to standard PC interrupts and allows several PCI
cards to be mapped to the same interrupt. More information on PCI IRQ Steering is found in the sec-
tion “PCI Interrupts,” later in this chapter.
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Hardware interrupts are sometimes referred to as maskable interrupts, which means the interrupts can
be masked or turned off for a short time while the CPU is used for other critical operations. It is up to
the system BIOS and programs to manage interrupts properly and efficiently for the best system per-
formance.

Because interrupts usually can’t be shared in an ISA bus system, you often run into conflicts and can
even run out of interrupts when you are adding boards to a system. If two boards use the same IRQ to
signal the system, the resulting conflict prevents either board from operating properly. The following
sections discuss the IRQs that any standard devices use, as well as what might be free in your system.

8-Bit ISA Bus Interrupts

The PC and XT (the systems based on the 8-bit 8086 CPU) provide for eight different external
hardware interrupts. Table 4.61 shows the typical uses for these interrupts, which are numbered 0-7.

Table 4.61 8-Bit ISA Bus Default Interrupt Assignments

IRQ Function Bus Slot
0 System Timer No

1 Keyboard Controller No

2 Available Yes (8-bit)
3 Serial Port 2 (COM2:) Yes (8-bit)
4 Serial Port 1 (COMT1:) Yes (8-bit)
5 Hard Disk Controller Yes (8-bit)
6 Floppy Disk Controller Yes (8-bit)
7 Parallel Port 1 (LPT1:) Yes (8-bit)

If you have a system that has one of the original 8-bit ISA buses, you will find that the IRQ resources
provided by the system present a severe limitation. Installing several devices that need the services of
system IRQs in a PC/XT-type system can be a study in frustration because the only way to resolve the
interrupt-shortage problem is to remove the adapter board that you need the least.

16-Bit ISA, EISA, and MCA Bus Interrupts

The introduction of the AT, based on the 286 processor, was accompanied by an increase in the num-
ber of external hardware interrupts the bus would support. The number of interrupts was doubled to
16 by using two Intel 8259 interrupt controllers, piping the interrupts generated by the second one
through the unused IRQ 2 in the first controller. This arrangement effectively makes only 15 IRQ
assignments available, and IRQ 2 effectively became inaccessible.

By routing all the interrupts from the second IRQ controller through IRQ 2 on the first, all these new
interrupts are assigned a nested priority level between IRQ 1 and IRQ 3. Thus, IRQ 15 ends up having
a higher priority than IRQ 3. Figure 4.72 shows how the two 8259 chips were wired to create the cas-
cade through IRQ 2 on the first chip.

To prevent problems with boards set to use IRQ 2, the AT system designers routed one of the new
interrupts (IRQ 9) to fill the slot position left open after removing IRQ 2. This means that any card
you install in a modern system that claims to use IRQ 2 is really using IRQ 9 instead.

Table 4.62 shows the typical uses for interrupts in the 16-bit ISA and 32-bit PCI/AGP buses and lists
them in priority order from highest to lowest. The obsolete EISA and MCA buses used a similar IRQ
map.
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Figure 4.72 Interrupt controller cascade wiring.
Table 4.62 16/32-Bit ISA/PCI/AGP Default Interrupt Assignments
IRQ Standard Function Bus Slot Card Type Recommended Use
0 System Timer No — —
1 Keyboard Controller No = =
2 2nd IRQ Controller Cascade No — —
8 Real-Time Clock No — —
9 Avail. (as IRQ2 or IRQ9) Yes 8/16-bit Network Card
10 Available Yes 16-bit USB
11 Available Yes 16-bit SCSI Host Adapter
12 Mouse Port/Available Yes 16-bit Mouse Port
13 Math Coprocessor No — —
14 Primary IDE Yes 16-bit Primary IDE (hard disks)
15 Secondary IDE Yes 16-bit 2nd IDE (CD-ROM/Tape)
3 Serial 2 (COM2:) Yes 8/16-bit COM2:/Internal Modem
4 Serial 1 (COM1:) Yes 8/16-bit COM1:
5 Sound/Parallel 2 (LPT2:) Yes 8/16-bit Sound Card
6 Floppy Controller Yes 8/16-bit Floppy Controller
7 Parallel 1 (LPT1:) Yes 8/16-bit LPT1:

Notice that interrupts 0, 1, 2, 8, and 13 are not on the bus connectors and are not accessible to
adapter cards. Interrupts 8, 10, 11, 12, 13, 14, and 15 are from the second interrupt controller and are
accessible only by boards that use the 16-bit extension connector because this is where these wires are
located. IRQ 9 is rewired to the 8-bit slot connector in place of IRQ 2, so IRQ 9 replaces IRQ 2 and,
therefore, is available to 8-bit cards, which treat it as though it were IRQ 2.

Note

Although the 16-bit ISA bus has twice as many interrupts as systems that have the 8-bit ISA bus, you sfill might run out of

available interrupts because only 16-bit adapters can use most of the newly available interrupts. Any 32-bit PCl adapter

can be mapped fo any ISA IRQs.
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PCI

The extra IRQ lines in a 16-bit ISA system are of little help unless the adapter boards you plan to use
enable you to configure them for one of the unused IRQs. Some devices are hard-wired so that they
can use only a particular IRQ. If you have a device that already uses that IRQ, you must resolve the
conflict before installing the second adapter. If neither adapter enables you to reconfigure its IRQ use,
chances are that you can’t use the two devices in the same system.

Interrupts

The PCI bus supports hardware interrupts (IRQs) that can be used by PCI devices to signal to the bus that
they need attention. The four PCI interrupts are called INTA#, INTB#, INTC#, and INTD#. These INTx#
interrupts are level-sensitive, which means that the electrical signaling enables them to be shared among
PCI cards. In fact, all single device or single function PCI chips or cards that use only one interrupt must
use INTA#. This is one of the rules in the PCI specification. If additional devices are within a chip or
onboard a card, the additional devices can use INTB# through INTD#. Because there are very few multi-
function PCI chips or boards, practically all the devices on a given PCI bus share INTA#.

For the PCI bus to function in a PC, the PCI interrupts must be mapped to ISA interrupts. Because ISA
interrupts can’t be shared, in most cases each PCI card using INTA# on the PCI bus must be mapped
to a different non-shareable ISA interrupt. For example, you could have a system with four PCI slots
and four PCI cards installed, each using PCI interrupt INTA#. These cards would each be mapped to a
different available ISA interrupt request, such as IRQ9, IRQ10, IRQ11, or IRQS in most cases.

Finding unique IRQs for each device on both the ISA and PCI buses has always been a problem; there
simply aren’t enough free ones to go around. Setting two ISA devices to the same IRQ has never been
possible, but on most newer systems sharing IRQs between multiple PCI devices might be possible.
Newer system BIOSs as well as plug-and-play operating systems, such as Windows 95B (OSR 2) or later,
Windows 98, and Windows 2000/XP, all support a function known as PCI IRQ Steering. For this to
work, both your system BIOS and operating system must support IRQ Steering. Older system BIOSs
and Windows 95 or 95A do not have support for PCI IRQ Steering.

Generally, the BIOS assigns unique IRQs to PCI devices. If your system supports PCI IRQ Steering and
it is enabled, Windows assigns IRQs to PCI devices. Even when IRQ Steering is enabled, the BIOS still
initially assigns IRQs to PCI devices. Although Windows has the capability to change these settings, it
typically does not do so automatically, except where necessary to eliminate conflicts. If there are insuf-
ficient free IRQs to go around, IRQ Steering allows Windows to assign multiple PCI devices to a single
IRQ, thus enabling all the devices in the system to function properly. Without IRQ Steering, Windows
begins to disable devices after it runs out of free IRQs to assign.

To determine whether your Windows 9x/Me system is using IRQ Steering, you can follow these steps:
1. Open the Device Manager.
2. Double-click the System Devices branch.

3. Double-click PCI Bus, and then click the IRQ Steering tab. There will be a check that displays
IRQ Steering as either Enabled or Disabled. If enabled, it also specifies where the IRQ table has
been read from.

Note that with Windows 2000 and XP, you can’t disable IRQ steering and no IRQ Steering tab appears
in the Device Manager.

IRQ Steering is controlled by one of four routing tables Windows attempts to read. Windows searches
for the tables in order and uses the first one it finds. You can’t control the order in which Windows
searches for these tables, but by selecting or deselecting the Get IRQ Table Using check boxes, you can
control which table Windows finds first by disabling the search for specific tables. Windows searches
for the following tables:

B ACPI BIOS table B Protected Mode PCIBIOS 2.1 table
B MS Specification table B Real Mode PCIBIOS 2.1 table
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Windows first tries to use the ACPI BIOS table to program IRQ Steering, followed by the MS
Specification table, the Protected Mode PCIBIOS 2.1 table, and the Real Mode PCIBIOS 2.1 table.
Windows 95 OSR2 and later versions offer only a choice for selecting the PCIBIOS 2.1 tables via a sin-
gle check box, which is disabled by default. Under Windows 98, all IRQ table choices are selected by
default, except the third one, which is the Protected Mode PCIBIOS 2.1 table.

If you are having a problem with a PCI device related to IRQ settings under Windows 95, try selecting
the PCIBIOS 2.1 table and restarting. Under Windows 98, try clearing the ACPI BIOS table selection
and restarting. If the problem persists, try selecting the Protected Mode PCIBIOS 2.1 table and restart-
ing. You should select Get IRQ Table from Protected Mode PCIBIOS 2.1 Call only if a PCI device is not
working properly. To access these settings in the Windows 98 Device Manager, do the following:

1. Open the Device Manager.

2. Scroll down to the System Devices category, and double-click to open it.
3. Select PCI Bus and click Properties.

4. Click the IRQ Steering tab to see or change the current settings.

If IRQ Steering is shown as disabled in Device Manager, be sure the Use IRQ Steering check box is
selected. After selecting this and restarting, if IRQ Steering is still showing as disabled, the IRQ routing
table that must be provided by the BIOS to the operating system might be missing or contain errors.
Check your BIOS Setup to ensure PCI IRQ Steering is enabled. If there is still no success, you might
have to select the Get IRQ Table from Protected Mode PCIBIOS 2.1 Call check box, or your BIOS
might not support PCI bus IRQ Steering. Contact the manufacturer of your motherboard or BIOS to
see whether your board or BIOS supports IRQ Steering.

On systems that have support for IRQ Steering, an IRQ Holder for PCI Steering might be displayed
when you view the System Devices branch of Device Manager. This indicates that an IRQ has been
mapped to PCI and is unavailable for ISA devices, even if no PCI devices are currently using the IRQ.
To view IRQs programmed for PCI-mode, follow these steps:

1. Select Start, Settings, Control Panel, and then double-click System.
2. Click the Device Manager tab.
3. Double-click the System Devices branch.

4. Double-click the IRQ Holder for PCI Steering you want to view, and then click the
Resources tab.

I have found this interrupt steering or mapping to be the source of a great deal of confusion. Even
though PCI interrupts (INTx#) can be (and are by default) shared, each card or device that might be
sharing a PCI interrupt must be mapped or steered to a unique ISA IRQ, which in turn can’t normally
be shared. You can have several PCI devices mapped to the same ISA IRQ only if

B No ISA devices are using the IRQ.
B The BIOS and operating system support PCI IRQ Steering.
B PCI IRQ Steering is enabled.

Without PCI IRQ Steering support, the sharing capabilities of the PCI interrupts are of little benefit
because all PCI-to-ISA IRQ assignments must then be unique. Without PCI IRQ Steering, you can eas-
ily run out of available ISA interrupts. If IRQ Steering is supported and enabled, multiple PCI devices
will be capable of sharing a single IRQ, allowing for more system expansion without running out of
available IRQs. Better support for IRQ Steering is one of the best reasons for upgrading to Windows 98
or newer versions, especially if you are using the original OSR1 release of 95.
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Another source of confusion is that the interrupt listing shown in the Windows 9x Device Manager
might show the PCI to ISA interrupt mapping as multiple entries for a given ISA interrupt. One entry
would be for the device actually mapped to the interrupt—for example, a built-in USB controller—
whereas the other entry for the same IRQ would say IRQ Holder for PCI Steering. This latter entry,
despite claiming to use the same IRQ, does not indicate a resource conflict; instead it represents the
chipset circuitry putting a reservation on that interrupt for mapping purposes. This is part of the plug-
and-play capabilities of PCI and the modern motherboard chipsets. Windows 2000 and XP can also
map multiple devices to the same IRQ, but they don’t use the term IRQ Holder to avoid confusion.

Note that you can have internal devices on the PCI bus even though all the PCI slots are free. For exam-
ple, most systems today have two IDE controllers and a USB controller as devices on the PCI bus.
Normally, the PCI IDE controllers are mapped to ISA interrupts 14 (primary IDE) and 15 (secondary IDE),
whereas the USB controller can be mapped to the available ISA interrupts 9, 10, 11, and 5.

See “Universal Serial Bus,” p. 947.

The PCI bus enables two types of devices to exist, called bus masters (initiators) and slaves (targets). A
bus master is a device that can take control of the bus and initiate a transfer. The target device is the
intended destination of the transfer. Most PCI devices can act as both masters and targets, and to be
compliant with the PC 97 and newer system design guides, all PCI slots must support bus master cards.

The PCI bus is an arbitrated bus: A central arbiter (part of the PCI bus controller in the motherboard
chipset) governs all bus transfers, giving fair and controlled access to all the devices on the bus. Before
a master can use the bus, it must first request control from the central arbiter, and then it is granted
control for only a specified maximum number of cycles. This arbitration allows equal and fair access
to all the bus master devices, prevents a single device from hogging the bus, and also prevents dead-
locks because of simultaneous multiple device access. In this manner, the PCI bus acts much like a
local area network (LAN), albeit one that is contained entirely within the system and runs at a much
higher speed than conventional external networks between PCs.

IRQ Conflicts

One of the more common IRQ conflicts is the potential one between the integrated COM2: port found
in most modern motherboards and an internal (card-based) ISA modem. The problem stems from the
fact that true PC card-based modems (not the so-called WinModems, which are software based) incor-
porate a serial port as part of the card’s circuitry. This serial port is set as COM2: by default. Your PC
sees this as having two COM2: ports, each using the same IRQ and I/O port address resources.

The solution to this problem is easy: Enter the system BIOS Setup and disable the built-in COM2: port
in the system. While you are there, you might think about disabling the COM1: port too because you
are unlikely to use it. Disabling unused COMx: ports is one of the best ways to free up a couple of
IRQs for other devices to use.

Another common IRQ conflict also involves serial (COM) ports. You might have noticed in the preced-
ing two sections that two IRQs are set aside for two COM ports. IRQ 3 is used for COM2:, and IRQ 4 is
used for COM1:. The problem occurs when you have more than two serial ports in a system. When
people add COM3: and COM4: ports, they often don’t set them to nonconflicting interrupts, which
results in a conflict and the ports not working.

Contributing to the problem are poorly designed COM port boards that do not allow IRQ settings other
than 3 or 4. What happens is that they end up setting COM3: to IRQ 4 (sharing it with COM1:), and
COM4: to IRQ 3 (sharing it with COM2:). This is not acceptable because it prevents you from using the
two COM ports on any one of the interrupt channels simultaneously. This was somewhat acceptable
under plain DOS because single-tasking (running only one program at a time) was the order of the day,
but it is totally unacceptable with Windows and OS/2. If you must share IRQs, you can usually get away
with sharing devices on the same IRQ as long as they use different COM ports. For instance, a scanner and
an internal modem could share an IRQ, but if the two devices are used simultaneously, a conflict results.
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If you need to use serial ports, the best solution is to purchase a multiport serial I/O card that allows
nonconflicting interrupt settings or an intelligent card with its own processor that can handle the
multiple ports onboard and use only one interrupt in the system. Some older multiport serial cards
used the ISA slot, but PCI-slot cards are more common today and have the additional advantages of
faster speed and a sharable interrupt.

See “Serial Ports,” p. Q61.

If a device listed in the table is not present, such as the motherboard mouse port (IRQ 12) or parallel
port 2 (IRQ 35), you can consider those interrupts as available. For example, a second parallel port is a
rarity, and most systems have a sound card installed and set for IRQ 5 (if it is used to emulate a
SoundBlaster Pro or 16). Also, on most systems IRQ 15 is assigned to a secondary IDE controller. If
you do not have a second IDE hard or optical drive, you could disable the secondary IDE controller to
free up that IRQ for another device.

Note that an easy way to check your interrupt settings is to use the Device Manager in Windows 95/98,
Windows NT, or Windows 2000/XP. By double-clicking the Computer Properties icon in the Device
Manager, you can get concise lists of all used system resources. Microsoft has also included a program
called HWDIAG on Windows 95B; Windows 98 and above feature the System Information program.
HWDIAG and System Information do an excellent job of reporting system resource usage, as well as
details about device drivers and Windows Registry entries for each hardware component. If you are run-
ning Windows XP, a program called MSinfo32 will also give you a report of detailed system information.

DMA Channels

Direct Memory Access (DMA) channels are used by communications devices that must send and
receive information at high speeds. A serial or parallel port does not use a DMA channel, but a sound
card or SCSI adapter often does. DMA channels sometimes can be shared if the devices are not the
type that would need them simultaneously. For example, you can have a network adapter and a tape
backup adapter sharing DMA channel 1, but you can’t back up while the network is running. To back
up during network operation, you must ensure that each adapter uses a unique DMA channel.

Note

There are several types of DMA in a modern PC. The DMA channels referred to in this section involve the ISA bus. Other
buses, such as the ATA/IDE bus used by hard drives, have different DMA uses. The DMA channels explained here don't
involve your ATA/IDE drives, even if they are sef to use DMA or Ulira DMA transfers.

8-Bit ISA Bus DMA Channels

In the 8-bit ISA bus, four DMA channels support high-speed data transfers between I/O devices and
memory. Three of the channels are available to the expansion slots. Table 4.63 shows the typical uses
of these DMA channels.

Table 4.63 8-Bit ISA Default DMA-Channel Assignments

DMA Standard Function Bus Slot
0 Dynamic RAM Refresh No

1 Available Yes (8-bit)
2 Floppy disk controller Yes (8-bit)
3 Hard disk controller Yes (8-bit)

Because most systems typically have both a floppy and hard disk drive, only one DMA channel is
available in 8-bit ISA systems.
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16-Bit ISA DMA Channels

Since the introduction of the 286 CPU, the ISA bus has supported eight DMA channels, with seven chan-
nels available to the expansion slots. Similar to the expanded IRQ lines described earlier in this chapter,
the added DMA channels were created by cascading a second DMA controller to the first one. DMA chan-
nel 4 is used to cascade channels 0-3 to the microprocessor. Channels 0-3 are available for 8-bit transfers,
and channels 5-7 are for 16-bit transfers only. Table 4.64 shows the typical uses for the DMA channels.

Table 4.64 16-Bit ISA Default DMA-channel Assignments

Standard Bus
DMA Function Slot Card Type Transfer Recommended Use
0 Available Yes 16-bit 8-bit Sound
1 Available Yes 8/16-bit 8-bit Sound
2 Floppy Disk Yes 8/16-bit 8-bit Floppy Controller
Controller
3 Available Yes 8/16-bit 8-bit LPT1: in ECP Mode
1st DMA No — 16-bit —
Controller
Cascade
5 Available Yes 16-bit 16-bit Sound
6 Available Yes 16-bit 16-bit Available
7 Available Yes 16-bit 16-bit Available

Note that PCI adapters don’t use these ISA DMA channels; these are only for ISA cards. However, some
PCI cards emulate the use of these DMA channels (such as sound cards) to work with older software.

The only standard DMA channel used in all systems is DMA 2, which is universally used by the
floppy controller. DMA 4 is not usable and does not appear in the bus slots. DMA channels 1 and 5
are most commonly used by ISA sound cards, such as the Sound Blaster 16, or by newer PCI sound
cards that emulate an older one for backwards compatibility. These cards use both an 8-bit and a
16-bit DMA channel for high-speed transfers.

Note

Although DMA channel O appears in a 16-bit slot connector extension and therefore can be used only by a 16-bit card, it

performs only 8-bit transfers! Because of this, you generally don't see DMA O as a choice on 16-bit cards. Most 16-bit
cards (such as SCSI host adapters) that use DMA channels have their choices limited to DMA 5-7.

1/O Port Addresses

Your computer’s I/O ports enable communications between devices and software in your system. They
are equivalent to two-way radio channels. If you want to talk to your serial port, you need to know
on which I/O port (radio channel) it is listening. Similarly, if you want to receive data from the serial
port, you need to listen on the same channel on which it is transmitting.

Unlike IRQs and DMA channels, our systems have an abundance of I/O ports. There are 65,535 ports
to be exact—numbered from 0000h to FFFFh—which is an artifact of the Intel processor design more
than anything else. Even though most devices use up to 8 ports for themselves, with that many to
spare, you won’t run out anytime soon. The biggest problem you have to worry about is setting two
devices to use the same port.
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Most modern plug-and-play systems resolve any port conflicts and select alternative ports for one of
the conflicting devices.

One confusing issue is that I/O ports are designated by hexadecimal addresses similar to memory
addresses. They are not memory; they are ports. The difference is that when you send data to mem-
ory address 1000h, it gets stored in your SIMM or DIMM memory. If you send data to I/O port
address 1000h, it gets sent out on the bus on that “channel,” and anybody listening in could then
“hear” it. If nobody is listening to that port address, the data reaches the end of the bus and is
absorbed by the bus terminating resistors.

Driver programs are primarily what interact with devices at the various port addresses. The driver must
know which ports the device is using to work with it, and vice versa. That is not usually a problem
because the driver and device come from the same company.

Motherboard and chipset devices usually are set to use I/O port addresses Oh-FFh, and all other
devices use 100h—FFFFh. Table 4.65 shows the commonly used motherboard and chipset-based
I/O port usage.

Table 4.65 Motherboard and Chipset-Based Device Port Addresses

Address (hex) Size Description

0000-000F 16 bytes Chipset - 8237 DMA 1

0020-0021 2 bytes Chipset - 8259 interrupt controller 1
002E-002F 2 bytes Super 1/O controller configuration registers
0040-0043 4 bytes Chipset - Counter/Timer 1

0048-004B 4 bytes Chipset - Counter/Timer 2

0060 1 byte Keyboard/Mouse controller byte - reset IRQ
0061 1 byte Chipset - NMI, speaker control

0064 1 byte Keyboard/Mouse controller, CMD/STAT byte
0070, bit 7 1 bit Chipset - Enable NMI

0070, bits 6:0 7 bits MC146818 - Real-time clock, address

0071 1 byte MC146818 - Real-time clock, data

0078 1 byte Reserved - Board configuration

0079 1 byte Reserved - Board configuration

0080-008F 16 bytes Chipset - DMA page registers

00AO-00A1 2 bytes Chipset - 8259 interrupt controller 2

00B2 1 byte APM control port

00B3 1 byte APM status port

00C0-00DE 31 bytes Chipset - 8237 DMA 2

00FO0 1 byte Math Coprocessor Reset Numeric Error

To find out exactly which port addresses are being used on your motherboard, consult the board docu-
mentation or look up these settings in the Windows Device Manager.

Bus-based devices typically use the addresses from 100h on up. Table 4.66 lists the commonly used
bus-based device addresses and some common adapter cards and their settings.
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Table 4.66 Bus-Based Device Port Addresses

Address (hex) Size Description

0130-0133 4 bytes Adaptec SCSI adapter (alternate)
0134-0137 4 bytes Adaptec SCSI adapter (alternate)
0168-016F 8 bytes Fourth IDE interface

0170-0177 8 bytes Secondary IDE interface

O1E8-OTEF 8 bytes Third IDE interface

01FO-01F7 8 bytes Primary IDE/AT (16-bit) hard disk controller
0200-0207 8 bytes Gameport or joystick adapter

0210-0217 8 bytes IBM XT expansion chassis

0220-0233 20 bytes Creative Labs Sound Blaster 16 audio (default)
0230-0233 4 bytes Adaptec SCSI adapter (alternate)
0234-0237 4 bytes Adaptec SCSI adapter (alternate)
0238-023B 4 bytes MS bus mouse (alternate)

023C-023F 4 bytes MS bus mouse (default)

0240-024F 16 bytes SMC Ethernet adapter (default)

0240-0253 20 bytes Creative Labs Sound Blaster 16 audio (alternate)
0258-025F 8 bytes Intel above board

0260-026F 16 bytes SMC Ethernet adapter (alternate)
0260-0273 20 bytes Creative Labs Sound Blaster 16 audio (alternate)
0270-0273 4 bytes Plug and Play 1/O read ports

0278-027F 8 bytes Parallel port 2 (LPT2)

0280-028F 16 bytes SMC Ethernet adapter (alternate)
0280-0293 20 bytes Creative Labs Sound Blaster 16 audio (alternate)
02A0-02AF 16 bytes SMC Ethernet adapter (alternate)
02C0-02CF 16 bytes SMC Ethernet adapter (alternate)
02E0-02EF 16 bytes SMC Ethernet adapter (alternate)
02E8-02EF 8 bytes Serial port 4 (COM4)

02EC-02EF 4 bytes Video, 8514, or ATl standard ports
02F8-02FF 8 bytes Serial port 2 (COM2)

0300-0301 2 bytes MPU-401 MIDI port (secondary)
0300-030F 16 bytes SMC Ethernet adapter (alternate)
0320-0323 4 bytes XT (8-bit) hard disk controller

0320-032F 16 bytes SMC Ethernet adapter (alternate)
0330-0331 2 bytes MPU-401 MIDI port (default)

0330-0333 4 bytes Adaptec SCSI adapter (default)

0334-0337 4 bytes Adaptec SCSI adapter (alternate)
0340-034F 16 bytes SMC Ethernet adapter (alternate)
0360-036F 16 bytes SMC Ethernet adapter (alternate)

0366 1 byte Fourth IDE command port

0367, bits 6:0 7 bits Fourth IDE status port

0370-0375 6 bytes Secondary floppy controller
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Address (hex) Size Description

0376 1 byte Secondary IDE command port

0377, bit 7 1 bit Secondary floppy controller disk change
0377, bits 6:0 7 bits Secondary IDE status port

0378-037F 8 bytes Parallel Port 1 (LPT1)

0380-038F 16 bytes SMC Ethernet adapter (alternate)
0388-038B 4 bytes Audio - FM synthesizer

03B0-03BB 12 bytes Video, Mono/EGA/VGA standard ports
03BC-03BF 4 bytes Parallel port 1 (LPT1) in some systems
03BC-03BF 4 bytes Parallel port 3 (LPT3)

03C0-03CF 16 bytes Video, EGA/VGA standard ports
03D0-03DF 16 bytes Video, CGA/EGA/VGA standard ports
03E6 1 byte Third IDE command port

03E7, bits 6:0 7 bits Third IDE status port

03E8-03EF 8 bytes Serial port 3 (COM3)

03F0-03F5 6 bytes Primary floppy controller

03F6 1 byte Primary IDE command port

03F7, bit 7 1 bit Primary floppy controller disk change
03F7, bits 6:0 7 bits Primary IDE status port

03F8-03FF 8 bytes Serial port 1 (COMT)

04D0-04D1 2 bytes Edge/level triggered PCl interrupt controller
0530-0537 8 bytes Windows sound system (default)
0604-060B 8 bytes Windows sound system (alternate)
0678-067F 8 bytes LPT2 in ECP mode

0778-077F 8 bytes LPT1 in ECP mode

0A20-0A23 4 bytes IBM Token-Ring adapter (default)
0A24-0A27 4 bytes IBM Token-Ring adapter (alternate)
OCF8-0CFB 4 bytes PCI configuration address registers
OCF9 1 byte Turbo and reset control register
OCFC-OCFF 4 bytes PCl configuration data registers
FFOO-FFO7 8 bytes IDE bus master registers

FF80-FF9F 32 bytes Universal serial bus

FFAO-FFA7 8 bytes Primary bus master IDE registers
FFA8-FFAF 8 bytes Secondary bus master IDE registers

To find out exactly what your devices are using, again I recommend consulting the documentation
for the device or looking up the device in the Windows Device Manager. Note that the documenta-

tion for some devices might list only the starting address instead of the full range of I/O port

addresses used.

Virtually all devices on the system buses use I/O port addresses. Most of these are fairly standardized,
meaning conflicts or problems won'’t often occur with these settings. In the next section, you learn

more about working with I/O addresses.
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Resolving Resource Conflicts

The resources in a system are limited. Unfortunately, the demands on those resources seem to be
unlimited. As you add more and more adapter cards to your system, you will find that the potential
for resource conflicts increases. If your system is fully PnP-compatible, potential conflicts should be
resolved automatically, but often are not.

How do you know whether you have a resource conflict? Typically, one of the devices in your system
stops working. Resource conflicts can exhibit themselves in other ways, though. Any of the following
events could be diagnosed as a resource conflict:

B A device transfers data inaccurately.

Your system frequently locks up.

Your sound card doesn’t sound quite right.

Your mouse doesn’t work.

Garbage appears on your video screen for no apparent reason.
Your printer prints gibberish.

You can’t format a floppy disk.

The PC starts in Safe mode (Windows 9x/Me) or can start only in Last Known Good
Configuration (Windows 2000/XP).

Windows 9x/Me and Windows 2000/XP also show conflicts by highlighting a device in yellow or red
in the Device Manager representation. By using the Windows Device Manager, you can usually spot
the conflicts quickly.

In the following sections, you learn some of the steps you can take to head off resource conflicts or
track them down when they occur.

Caution

Be careful when diagnosing resource conflicts; a problem might not be a resource conflict at all, but a computer virus.
Many computer viruses are designed fo exhibit themselves as glitches or periodic problems. If you suspect a resource con-
flict, it might be worthwhile to run a virus check first fo ensure that the system is clean. This procedure could save you
hours of work and frustration.

One way to resolve conflicts is to help prevent them in the first place. Especially if you are building
up a new system, you can take several steps to avoid problems. One is to avoid using older ISA
devices. By definition, they cannot share IRQs, and that is the resource most in demand. PCI (and
AGP) cards can share IRQs with IRQ Steering and as such are a much better choice.

Tip

The serial, PS/2 mouse, and parallel ports sfill found in most recent systems are all ISA devices that cannot share IRQs. If
you no longer use these ports, you can use these devices' IRQs for other devices if you

B Disable the unused port in the system BIOS.

B Configure the system BIOS to use the IRQ formerly used by the device(s] for PnP configuration; this might be auto-
matic in some systems.
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Another way you can help is to install cards in a particular sequence, and not all at once. Modifying
the installation sequence often helps because many cards can use only one or two out of a predefined
selection of IRQs that is specific to each brand or model of card. By installing the cards in a controlled
sequence, the plug-and-play software can more easily work around IRQ conflicts caused by the default
configurations of different cards.

The first time you start up a new system you have assembled or done major upgrades on, the first
thing you should check is the BIOS Setup. If you have a setting for PnP Operating System in your
BIOS, be sure it is enabled if you are running an operating system with plug-and-play support, such as
Windows 9x/Me/2000/XP. Otherwise, make sure it’s disabled if you are running an OS that is not
plug-and-play, such as Windows NT.

On initial startup I recommend a minimum configuration with only the graphics card, memory,
and storage drives (floppy, hard disk, CD-ROM, and DVD). This allows for the least possibility of
system conflicts in the initial configuration. If your motherboard came with a CD including dri-
vers specific to the chipset or other built-in features of the board, now is the time to load or install
them. Complete the configuration of all built-in devices before installing any other cards or
external devices.

After the basic system has been configured (and after you have successfully loaded your operating sys-
tem and any updates or patches), you can then begin adding one device at a time in a specific order.
So, you will power down, install the new device, power up, and proceed to install any necessary dri-
vers and configure the device. You'll probably have to restart your system after you are done to fully
complete the configuration.

Tip

| sometimes recommend that between installing devices you enter the Device Manager in Windows and print out the
resource seftings as they are configured at the time. This way you have a record of how the configuration changes during

the entire device installation and configuration process.

Here’s the loading sequence for additional cards:

1. Sound card

2. Internal or external modem

3. Network card

4. Auxiliary video devices, such as MPEG decoders, 3D accelerators, and so on
5. SCSI adapter

6. Anything else

Normally, using this controlled sequence of configuring or building up your system results in easier
integration with less conflicts and configuration hassles.

Resolving Conflicts Manually

In the past, the only way to resolve conflicts manually was to take the cover off your system and
start changing switches or jumper settings on the adapter cards. Fortunately, this is a bit easier with
plug-and-play because all the configuration is done via the Device Manager software included in
the operating system. Although some early plug-and-play cards also had jumper switches or setup
options to enable them to be configured manually, this feature was found primarily on ISA PnP-
compatible cards.
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Be sure you write down or print out your current system settings before you start making
changes. That way, you will know where you began and can go back to the original configuration
(if necessary).

Finally, dig out the manuals for all your adapter boards; you might need them, particularly if they
can be configured manually or be switched to PnP mode. Additionally, you could look for more cur-
rent information online at the manufacturers’ Web sites.

Now you are ready to begin your detective work. As you try various resource settings, keep the fol-
lowing questions in mind; the answers will help you narrow down the conflict areas:

B When did the conflict first become apparent? If the conflict occurred after you installed a new
adapter card, that new card probably is causing the conflict. If the conflict occurred after you
started using new software, the software probably uses a device that is taxing your system'’s
resources in a new way.

B Are there two similar devices in your system that do not work? For example, if your modem, inte-
grated serial ports, or mouse—devices that use a COM port—do not work, chances are good
that these devices are conflicting with each other.

B Have other people had the same problem, and if so, how did they resolve it? Public forums, such as
those on CompusServe, Internet newsgroups, and America Online, are great places to find other
users who might be able to help you solve the conflict.

Whenever you make changes in your system, reboot and see whether the problem persists. When
you believe that you have solved the problem, be sure to test all your software. Fixing one problem
often seems to cause another to crop up. The only way to ensure that all problems are resolved is to
test everything in your system.

One of the best pieces of advice I can give you is to try changing one thing at a time, and then
retest. That is the most methodical and the simplest way to isolate a problem quickly and effi-
ciently.

As you attempt to resolve your resource conflicts, you should work with and update a system-
configuration template, as discussed in the following section.

ing a System-Configuration Template

A system-configuration template is helpful because remembering something that is written down is eas-
ier than keeping it in your head. To create a configuration template, you need to start writing down
which resources are used by which parts of your system. Then, when you need to make a change or
add an adapter, you can quickly determine where conflicts might arise. You can also use the
Windows 9x/Me/2000/XP Device Manager to list and print this information.

I like to use a worksheet split into three main areas—one for interrupts, another for DMA channels,
and a middle area for devices that do not use interrupts. Each section lists the IRQ or DMA channel
on the left and the I/O port device range on the right. This way, I get the clearest picture of which
resources are used and which ones are available in a given system.

Here is the system-configuration template I have developed over the years and still use almost
daily:



Resolving Resource Conlflicts | Chapter 4

351

System Resource Map

PC Make and Model:

Serial Number:

Date:

Interrupts (IRQs):

1/0 Port Addresses:

0 - Timer Circuits

1 - Keyboard/Mouse Controller
2 - 2nd 8259 IRQ Controller
8 - Realtime Clock/CMOS RAM

13 - Math Coprocessor

N O 00 &

Devices Not Using Interrupts:

040-04B

060 & 064

0AO0-0A1

070-071

OFO0

1/0 Port Addresses:

Mono/EGA/VGA Standard Ports

EGA/VGA Standard Ports
CGA/EGA/VGA Standard Ports

3B0-3BB

3CO-3CF

3D0-3DF

DMA Channels:

DMA Channel 0-3 Cascade

N O o A W N —= O
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This type of configuration sheet is resource based instead of component based. Each row in the template
represents a different resource and lists the component using the resource as well as the resources used. The
chart has pre-entered all the fixed items in a modern PC for which the configuration cannot be changed.

To fill out this type of chart, you would perform the following steps:

1. Enter the default resources used by standard components, such as serial and parallel ports, disk
controllers, and video. You can use the filled-out example I have provided to see how most stan-
dard devices are configured.

2. Enter the default resources used by additional add-on components, such as sound cards, SCSI
cards, network cards, proprietary cards, and so on.

3. Change any configuration items that are in conflict. Try to leave built-in devices at their default
settings, as well as sound cards. Other installed adapters might have their settings changed, but
be sure to document the changes.

Of course, a template such as this is best used when first installing components, not after. After you
have it completely filled out to match your system, you can label it and keep it with the system.
Whenever you add more devices, the template will be your guide as to how any new devices should be
configured if you need to configure devices manually.

Note

Thanks fo plug-and-play configuration, the days of fixed IRQ and other hardware resources are receding into the past.

Don't be surprised if your system has assigned different IRQ, 1/O port address, or DMA settings after you install a new
card. That's why | recommend recording information both before and after you add a new device fo your system.

You also might want fo frack which PCl slot is used by a particular card because some systems convert PCI IRQs fo differ-
enf ISA IRQs depending on which slot is used for a card. Also, some systems pair PCl slots or might pair the AGP slot and
a PCl slot, assigning cards installed in both paired slots to the same ISA IRQ.

The template shown on the next page is the same template filled out for a typical PC system with a
mixture of PCI and ISA devices.

As you can see from this template, only one IRQ and two DMA channels remain available, and that
would be no IRQs if I enabled the USB on the motherboard! As you can see, interrupt shortages are a big
problem in modern systems. In that case, I would probably find a way to recover one of the other inter-
rupts; for example, I am not really using COM1, so I could disable that port and gain back IRQ 4. In this
sample configuration, the primary and secondary IDE connectors were built in to the motherboard:

B Floppy controller

B Two serial ports

B One parallel port
Whether these devices are built in to the motherboard or on a separate card makes no difference
because the resource allocations are the same in either case. All default settings are typically used for

these devices and are indicated in the completed configuration. Next, the accessory cards were config-
ured. In this example, the following cards were installed:

B SVGA video card (ATI Mach 64) B SCSI host adapter (Adaptec AHA-1542CF)
B Sound card (Creative Labs Sound Blaster 16) B Network interface card (SMC EtherEZ)
It helps to install the cards in this order. Start with the video card; next, add the sound card. Because of

problems with software that must be configured to the sound card, it is best to install it early and ensure
that only default settings are used. It is better to change settings on cards other than the sound card.
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System Resource Map

PC Make and Model:

Serial Number:

Date:

Intel SE440BX-2

100000

06/09/99

Interrupts (IRQs):

1/0 Port Addresses:

0 - Timer Circuits 040-04B
1 - Keyboqrd/ Mouse Controller 060 & 064
2 - 2nd 8259 IRQ Controller OAQ0-0A1
8 - Real-time Clock/CMOS RAM 070-071
9 - SMC EtherEZ Ethernet Card 340-35F
10 -
11 - Adaptec 1542CF SCSI Adapter (scanner) _ 334-337"
12 - Motherboard Mouse Port 060 and 064
13 - Math Coprocessor OF0
14 - Primary IDE (hard disk 1 and 2) 1FO-1F7, 3F6
15 - Secondary IDE (CD-ROM/tape) 170-177, 376
3 - Serial Port 2 (Modem) 3F8-3FF
4 - Serial Port 1 (COMI1) 2F8-2FF
5 - Sound Blaster 16 Audio 220-233
6 - Floppy Controller 3F0-3F5
7 - Parallel Port 1 (Printer) 378-37F
Devices Not Using Interrupts: 1/0O Port Addresses:
Mono/EGA/VGA Standard Ports 3BO-3BB
EGA/VGA Standard Ports 3C0-3CF
CGA/EGA/VGA Standard Ports 3D0-3DF
ATl Mach 64 Video Card Additional Ports_ 102,1CE-1CF, 2EC-2EF
Sound Blaster 16 MIDI Port 330-331
Sound Blaster 16 Game Port (joystick) __ 200-207
Sound Blaster 16 FM Synthesizer (music) __ 388-38B
DMA Channels:
0 -
1 - Sound Blaster 16 (8-bit DMA)
2 - Floppy Controller
3 - Parallel Port 1 (in ECP mode)
4 - DMA Channel 0-3 Cascade
5 - Sound Blaster 16 (16-bit DMA)
6 - Adaptec 1542CF SCSI Adapter’
7 -

1. Represents a resource setting that had to be changed to resolve a conflict.
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After the sound card, the SCSI adapter was installed; however, the default I/O port addresses (330-331)
and DMA channel (DMA 5) used were in conflict with other cards (mainly the sound card). These set-
tings were changed to their next logical settings that did not cause a conflict.

Finally, the network card was installed, which also had default settings that conflicted with other cards. In
this case, the Ethernet card came preconfigured to IRQ 3, which was already in use by COM2:. The solu-
tion was to change the setting, and IRQ 9 was the next logical choice in the card’s configuration settings.

Even though this is a fully loaded configuration, only three individual items among all the cards had
to be changed to achieve an optimum system configuration. As you can see, using a configuration
template such as the one shown can make what would otherwise be a jumble of settings lay out in an
easy-to-follow manner. The only real problems you will run into after you work with these templates
are cards that do not allow for enough adjustment in their settings or cards that are lacking in docu-
mentation. As you can imagine, you will need the documentation for each adapter card, as well as the
motherboard, to accurately complete a configuration table such as the one shown.

Tip

Do not rely too much on third-party DOSbased software diagnostics, such as MSD.EXE, which claim fo be capable of
showing hardware settings such as IRQ and /O port seftings. Even though they can be helpful in certain situations, they
are often wrong with respect 1o at least some of the information they display about your system. One or two items shown
incorrectly can be very troublesome if you believe the incorrect information and configure your system based on ifl

Some third-party products such as AMIDiag and Checklt do a better job, but a much better utility to view these settings is
the Device Manager built in to Windows 9x/Me/2000,/XP. With plug-and-play hardware, it not only reports seftings,
but it allows you to change them in some cases (sometimes this requires moving the card to another PCl slof]. On older
legacy hardware, you can view the seftings but not change them. To change the settings of legacy (non—plug-and-play)
hardware, you must manually move jumpers or switches and run the special configuration software that came with the
card. Consult the card manufacturer or documentation for more information.

Heading Off Problems: Special Boards

A number of devices that you might want to install in a computer system require IRQ lines or DMA
channels, which means that a world of conflict could be waiting in the box the device comes in. As
mentioned in the preceding section, you can save yourself problems if you use a system-configuration
template to keep track of the way your system is configured.

You also can save yourself trouble by carefully reading the documentation for a new adapter board
before you attempt to install it. The documentation details the IRQ lines the board can use as well as
its DMA-channel requirements. In addition, the documentation details the adapter’s upper-memory
needs for ROM and adapter.

The following sections describe some of the conflicts you might encounter when you install some
popular adapter boards. Although the list of adapter boards covered in these sections is far from com-
prehensive, the sections serve as a guide to installing complex hardware with minimum hassle.
Included are tips on soundboards, SCSI host adapters, and network adapters.

Sound Cards

Sound cards are probably the biggest single resource hog in your system. They typically use at least
one IRQ, two DMA channels (in DOS emulation mode), and multiple I/O port address ranges. This is
because a sound card is actually several different pieces of hardware all on one board. Most sound
cards, including PCI-based models, emulate the Sound Blaster 16 from Creative Labs.

Table 4.67 shows the default resources used by a typical PCI sound card, the Creative Labs SB512.
Because sound cards are multifunction devices, each function is listed separately as it appears in the
Windows Device Manager.
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Table 4.67 Default Resources Used by Creative Labs SB512

1/0 Port 16-Bit DMA 8-Bit DMA
Device IRQ Address Channel Channel
Sound Blaster 16 5 0220-022F 5 1
emulation 0330-0331"

0388-038B2
Creative Multimedia N/A D400-D407 n/a n/a
Interface
Creative Gameport N/A 0200-0207 n/a n/a
Joystick
Creative SB512 93 C860-C87F n/a n/a

1. Used for MIDI interface
2. Used for FM Synthesis
3. Varies with system and PCI expansion slot used

Although other brands of sound cards might use a slightly different configuration, the pattern is the
same; Sound Blaster emulation requires a large number of resources. Even if SB emulation isn’t used
(you might be able to disable it if you no longer play DOS games), the card still uses a single IRQ and
several I/O port address ranges. If you take the time to read your soundboard’s documentation and
determine its communications-channel needs, compare those needs to the IRQ lines and DMA chan-
nels that already are in use in your system, and then change the settings of the other adapters to
avoid conflicts with the sound card, your installation will go quickly and smoothly. Unfortunately,
many vendors no longer provide detailed information on their plug-and-play—compatible cards. That’s
why you need to install the sound card first and use the system resource map to record which settings
the card uses before you install other cards.

Tip

The best advice | can give you for installing a sound card is to put the sound card in before all other cards—except for
video. In other words, let the sound card retain all its default settings if you can. Try to change the seftings of other
adapters when a conflict with the sound card arises. The problem here is that many older programs that use sound are
very poorly writien with respect fo supporting alternative resource seftings on sound cards. Save yourself some grief, and
lef the sound card have ifs way!

Even the latest sound cards can have problems if they're installed after other cards. | know a user who had 1o remove dll
his plug-and-play cards before his system would recognize his plug-and-play sound card.

One example of a potential soundboard conflict is the combination of a Sound Blaster 16 and an
Adaptec SCSI adapter, as I noted earlier in this chapter. The Sound and SCSI adapters conflict on DMA
5 as well as on I/O ports 330-331. Rather than changing the settings of the sound ca